A Sharp Analysis of Model-based RL with Self-Play

A. Multiplayer General-sum Markov Games

In this section, we extend both our model-based algorithms (Algorithm 1 and Algorithm 2) to the setting of multiplayer
general-sum Markov games, and present corresponding theoretical guarantees.

A.1. Problem formulation

A general-sum Markov game (general-sum MG) with m players is a tuple MG(H, S, {A;}~,, P, {r;}>,), where H, S
denote the length of each episode and the state space. Different from the two-player zero-sum setting, we now have m
different action spaces, where A; is the action space for the i" player and |A;| = A;. We leta := (a1, - ,a,,) denote
the (tuple of) joint actions by all m players. P = {IP}, } ,c[#] is a collection of transition matrices, so that P}, (-|s, a) gives
the distribution of the next state if actions a are taken at state s at step h, and r; = {rh7i}h€[ ) 1s a collection of reward
functions for the i player, so that 7, ;(s, @) gives the reward received by the i player if actions a are taken at state s at
step h.

In this section, we consider three versions of equlibrium for general-sum MGs: Nash equilibrium (NE), correlated equilibrium
(CE), and coarse correlated equilibrium (CCE), all being standard solution notions in games (Nisan et al., 2007). These
three notions coincide on two-player zero-sum games, but are not equivalent to each other on multi-player general-sum
games; any one of them could be desired depending on the application at hand. Below we introduce their definitions.

(Approximate) Nash equilibrium in general-sum MGs. The policy of the i player is denoted as 7; := {mm- S —
A, }hE[H ) We denote the product policy of all the players as 7 := m; X - -+ X s, and denote the policy of all the players

except the i player as 7_;. We define Vi (s) as the expected cumulative reward that will be received by the i player if
starting at state s at step h and all players follow policy 7. For any strategy m_;, there also exists a best response of the

T i)y TT—34 T0q,TT—4
i™ player, which is a policy uf (w_;) satisfying V", (r—i)m—i(g) = sup,., V"' (s) forany (s,h) € S x [H]. We denote
, Hor ) . .
V,:r:r =V i( "7=¢ The Q-functions of the best response can be defined similarly.
Our first objective is to find an approximate Nash equilibrium of Markov games.

Definition 7 (e-approximate Nash equilibrium in general-sum MGs). A product policy 7 is an e-approximate Nash
equilibrium if max; ¢, (Vf}’f”' = V)(s1) <e

The above definition requires the suboptimality gap (VIT,’Z-”” — V";)(s1) to be less than e for all player i. This is consistent
with the two-player case (Definition 1) up to a constant of 2, since in the two-player zero-sum setting, we have Vi (s1) =

—Vy(s1) for any product policy m = (u,v), and therefore (Vf,’l" — V{ff)(sl) < 2max;e[y) (fo’i —V)(s1) <
2(V1T,"1" - i")(s1).We can similarly define the regret.

Definition 8 (Nash-regret in general-sum MGs). Let 7% denote the (product) policy deployed by the algorithm in the k™
episode. After a total of K episodes, the regret is defined as

K
Tvﬂ]ii 71-"’
1%egreJENash (K) = maX(VLi - ‘/11 )(81)'

(Approximate) CCE in general-sum MGs. The coarse correlated equilibrium (CCE) is a relaxed version of Nash
equilibrium in which we consider general correlated policies instead of product policies. Let A = A; x --- X A,,, denote
the joint action space.

Definition 9 (CCE in general-sum MGs). A (correlated) policy m := {m,(s) € A4 : (h,s) € [H] x S} is a CCE if
max;efm Vil (s) < ViTy(s) forall (s, h) € S x [H].

Compared with a Nash equilibrium, a CEE is not necessarily a product policy, that is, we may not have 7,(s) € A4, X
-+ X Ay, . Similarly, we also define e-approximate CCE and CCE-regret below.

Definition 10 (e-approximate CCE in general-sum MGs). A policy 7 := {m,(s) € A4 : (h,s) € [H] x S} is an
e-approximate CCE if max; ¢, (Vlt’f”' = Vi)(s1) <e
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Definition 11 (CCE-regret in general-sum MGs). Let policy 7* denote the (correlated) policy deployed by the algorithm in
the k' episode. After a total of K episodes, the regret is defined as

K . .
Regretece(K) = Z m[aX](VJ,; =V ) (s1)-
k=1

i€lm

(Approximate) CE in general-sum MGs. The correlated equilibrium (CE) is another relaxation of the Nash equilibrium.
To define CE, we first introduce the concept of strategy modification: A strategy modification ¢ := {¢p s} (n,s)e[H] xs for
player i is a set of S x H functions from A; to itself. Let ®; denote the set of all possible strategy modifications for player .

One can compose a strategy modification ¢ with any Markov policy 7 and obtain a new policy ¢ ¢ 7 such that when policy
w chooses to play a := (a1, ...,a,) at state s and step h, policy ¢ o nwill play (a1, ..., ai—1, On,s(a:), Git1,. .., Qm)
instead.

Definition 12 (CE in general-sum MGs). A policy @ := {m(s) € Aa : (h,s) € [H] x 8} is a CE if
MaX;¢[pm] MAXped, V,f’f”(s) < V;";(s) holds for all (s, h) € S x [H].

Similarly, we have an approximate version of CE and CE-regret.

Definition 13 (e-approximate CE in Markov games). A policy 7 := {m(s) € A4 : (h,s) € [H] xS} is an e-approximate
CE if max;c max,i)e@i(Vf{’f” = V)(s1) <e

Definition 14 (CE-regret in multiplayer Markov games). Let policy 7% denote the policy deployed by the algorithm in the
k™ episode. After a total of K episodes, the regret is defined as

K

Regretce (K) = > max max( V%™ — V{7 )(s1).
1 1€[m] pEP; ’ ’

Relationship between Nash, CE, and CCE For general-sum MGs, we have {Nash} C {CE} C {CCE}, so that they
form a nested set of notions of equilibria (Nisan et al., 2007). Indeed, one can easily verify that if we restrict the choice of
strategy modification ¢ to those consisting of only constant functions, i.e., 5, s(a) being independent of a, Definition 12
will reduce to the definition of CCE policy. In addition, any Nash equilibrium is a CE by definition. Finally, since a Nash
equilibrium always exists, so does CE and CCE.

A.2. Multiplayer optimistic Nash value iteration

Here we present the Multi-Nash-VI algorithm, which is an extension of Algorithm 1 for multi-player general-sum Markov
games.

The EQUILIBRIUM Subroutine. Our EQUILIBRIUM subroutine in Line 11 could be taken from either one of the
{NAsH, CE, CCE} subroutines for one-step games. When using NASH, we compute the Nash equilibrium of a one-
step multi-player game (see, e.g., Berg & Sandholm (2016) for an overview of the available algorithms); the worst-case
computational complexity of such a subroutine will be PPAD-hard (Daskalakis, 2013). When using CE or CCE, we find CEs
or CCEs of the one-step games respectively, which can be solved in polynomial time using linear programming. However,
the policies found are not guaranteed to be a product policy. We remark that in Algorithm 1 we used the CCE subroutine
for finding Nash in two-player zero-sum games, which seemingly contrasts the principle of using the right subroutine for
finding the right equilibrium, but nevertheless works as the Nash equilibrium and CCE are equivalent in zero-sum games.

Now we are ready to present the theoretical guarantees for Algorithm 3. We let 7% denote the policy computed in line 11 of
Algorithm 3 in the ™ episode.

Theorem 15 (Multi-Nash-VI). There exists an absolute constant c, for any p € (0,1], let . = log(SABT/p), then with
probability at least 1 — p, Algorithm 3 with bonus B; = ¢/ SH?1/t and EQUILIBRIUM being one of {NAsH, CE, CCE}
satisfies (repsectively):

o 1 s an e-approximate {NASH,CE,CCE}, if the number of episodes K > Q(H*S?([[/~, A;)/€?).
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Algorithm 3 Multiplayer Optimistic Nash Value Iteration (Multi-Nash-VI)

1: Initialize: for any (s, a, h, i), Q, ;(s,a) < H, Q, ,(s,a) < 0,A < H, Nyp(s,a) « 0.
2: forepisode k =1,..., K do
3: forsteph=H,H—-1,...,1do

4 for (s,a) € S x A; x --- x A, do

5 t < Np(s,a);

6: if ¢ > 0 then

7 for playeri =1,2,...,mdo _

8: Qp.i(8,a) < min{(rp; +PpViag1:)(s,a) + B, H}.

9: Q, ,(s,a) < max{(rn; +PpV,, 1 ;)(s,a) — B¢, 0}

10: for s € S do

11 Th(:|s) < EQUILIBRIUM(Q, 1 (5, ), @p2(8,7), -+ Qp ar(s:))-
12: for playeri = 1,2,...,m do

13: Vi,i(s) <= (Dm, @y i)(s); Vi i(8) < (D, @, ;)(s).

14: if maxX;e(m) (Vl,i — Kl’i)(sl) < A then

15: A max;epn (Vi — V) ;)(s1) and 7 7.

16: forsteph=1,...,H do

17: take action aj, ~ m,(-|sp), observe reward r;, and next state sp1.
18: add 1 to Nh(sh,ah) and Nh(S},,ah,Sh+1).

19: Pp(:|sh,an) <= Nu(sh, an,")/Nu(sn, an).

20: Output 7°".

® Regret nyoh,ce,ccep (K) < O(VH3S2(IT1L, Ai)Tv).

In the situation where the EQUILIBRIUM subroutine is taken as NASH, Theorem 15 provides the sample complexity bound
of Multi-Nash-VTI algorithm to find an e-approximate Nash equilibrium and its regret bound. Compared with our earlier
result in two-player zero-sum games (Theorem 3), here the sample complexity scales as S H* instead of SH?3. This is
because the auxiliary bonus and Bernstein concentration technique do not apply here. Furthermore, the sample complexity
is proportional to [ [~ , A;, which increases exponentially as the number of players increases.

Runtime of Algorithm 3 We remark that while the Nash guarantee is the strongest among the three guarantees presented
in Theorem 15, the runtime of Algorithm 3 in the Nash case is not guaranteed to be polynomial and in the worst case
PPAD-hard (due to the hardness of the NASH subroutine). In contrast, the CE and CCE guarantees are weaker, but the
corresponding algorithms are guaranteed to finish in polynomial time.

A.3. Multiplayer reward-free learning

We can also generalize VI-Zero to the multiplayer setting and obtain Algorithm 4, Multi-VI-Zero, which is almost the same
as VI-Zero except that its exploration bonus 3; is larger than that of VI-Zero by a v/S factor.

Similar to Theorem 5, we have the following theoretical guarantee claiming that any {NASH,CCE,CE} of the M (@, )
(i € [N])is also an approximate {NASH,CCE,CE} of the true Markov game M (P, r*), where P°" is the empirical transition
outputted by Algorithm 4 and 7 is the empirical estimate of r*.

Theorem 16 (Multi-VI-Zero). There exists an absolute constant ¢, foranyp € (0,1], € € (0, H], N € N, if we choose bonus
B = cy/H2Su/t with . = log(NSABT /p) and K > c¢(H*S*([[;~, A;)t/€?), then with probability at least 1 — p, the
output pout of Algorithm 4 has the following property: for any N fixed reward functions r*, ... r™, any {NAsH,CCE,CE}
of Markov game M(@”“’, 7) is also an e-approximate {NASH,CCE,CE} of the true Markov game M(P, 1) for all i € [N].

The proof of Theorem 16 can be found in Appendix F.2. It is worth mentioning that the empirical Markov game M (@"“‘, )
may have multiple {Nash equilibria, CCEs,CEs} and Theorem 16 ensures that all of them are e-approximate {Nash
equilibria, CCEs,CEs} of the true Markov game. Also, note that the sample complexity here is quadratic in the number of
states because we are using the exploration bonus 3; = \/H?2S1/t that is larger than usual by a v/S factor.
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Algorithm 4 Multiplayer Optimistic Value Iteration with Zero Reward (Multi-VI-Zero)

1: Initialize: for any (s, a, h), Vi(s,a) < H, A < H, Nj(s,a) < 0.
2: forepisode k =1,..., K do
3: forsteph=H,H—1,...,1do

4 for (s,a) € S x A; x -+ x A, do

5: t + Np(s,a).

6: if ¢ > 0 then o

7 Qn(s,a) + min{(P,Vr11)(s,a) + B¢, H}.
8 for s € S do _

9: Th(8) < arg MaxXaec A, x-xA,, @n(s, a).

10: B Vi(s) < (D, Qn)(S).

11:  if Vi(s1) < A then

12: A <« Vi(s;) and P « P.

13: forsteph=1,...,H do

14: take action aj, ~ (-, -|sn), Observe next state sp41.
15: add 1 to Ny, (sp, ap) and Ny (sp, an, Spi1)-

16: Ph(~|sh,ah) eNh(sh,ah,-)/Nh(sh,ah).

17: Output PO,

B. Bellman Equations for Markov Games

In this section, we present the Bellman equations for different types of values in Markov games.

Fixed policies. For any pair of Markov policy (1, /), by definition of their values in (1) (2), we have the following Bellman
equations:

Q" (s,a,b) = (ra + PrVy ) (s,a,0), ViR () = (Dpuy 0, Q37 (5)

for all (s,a,b,h) € S x A x B x [H], where V};/(s) = O forall s € S.

Best responses. For any Markov policy p of the max-player, by definition, we have the following Bellman equations for
values of its best response:

Q' (s.a.0) = (i + PRV ) (s,0,0),  ViT(s) = inf (D, 0 Q1) (s),

VvEAR

forall (s,a,b,h) € S x A x B x [H], where VH“L(S) =0forall s € S.

Similarly, for any Markov policy v of the min-player, we also have the following symmetric version of Bellman equations
for values of its best response:

QL’V(S,CL[)) = (rp + PhVJ’:l)(s,a,b), VhT’”(s) = selzp (]DMXV,IQL’V)(S).
HEA A

forall (s,a,b,h) € S x A x B x [H], where Vgil(s) =0foralls € S.

Nash equilibria. Finally, by definition of Nash equilibria in Markov games, we have the following Bellman optimality
equations:

QZ(S, a, b) :(Th + th}:Jrl)(sv a, b)

Vii(s) = sup inf (Dux,@})(s) = inf sup (Dux,@})(s)
HEA L VEAS VEAB ueA 4

forall (s,a,b,h) € S x A x B x [H], where V7 ,(s) = 0forall s € S.
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C. Properties of Coarse Correlated Equilibrium

Recall the definition for CCE in our main paper (4), we restate it here after rescaling. For any pair of matrices P, Q €
[0, 1]™*™ the subroutine CCE(P, Q) returns a distribution 7 € A, ,, that satisfies:

E(a,b)wﬂp(a7 b) > mE}XE(a,b)Nﬂ'P(a*a b) 5
]E(a,b)wﬂ'Q(av b) S HginE(a,b)wﬂ'Q(aa b*>

We make three remarks on CCE. First, a CCE always exists since a Nash equilibrium for a general-sum game with payoff
matrices (P, Q) is also a CCE defined by (P, ), and a Nash equilibrium always exists. Second, a CCE can be efficiently
computed, since above constraints (5) for CCE can be rewritten as n 4+ m linear constraints on 7 € A, ,,, which can be
efficiently resolved by standard linear programming algorithm. Third, a CCE in general-sum games needs not to be a Nash
equilibrium. However, a CCE in zero-sum games is guaranteed to be a Nash equalibrium.

Proposition 17. Let 1 = CCE(Q, Q), and (u, v) be the marginal distribution over both players’ actions induced by .
Then (u,v) is a Nash equilibrium for payoff matrix Q.
Proof of Proposition 17. Let N* be the value of Nash equilibrium for Q. Since 7 = CCE(Q, @), by definition, we have:
]E(a,b)Nﬂ'Q(av b) > %@XE(a,b)NwQ(a*7 b) = Hzlz%X Ele/Q(a*v b) > N*
E(a,b)Nﬂ'Q(a7 b) S Hgin]E(a,b)Nﬂ'Q(av b*) = Hl}}n EGNI—LQ(aa b*) S N*

This gives:

max By, Q(a*,b) = rrginan#Q(a, b*) = N*
which finishes the proof. O
Intuitively, a CCE procedure can be used in Nash Q-learning for finding an approximate Nash equilibrium, because the

values of upper confidence and lower confidence (Q and Q) will be eventually very close, so that the preconditions of
Proposition 17 becomes approximately satisfied.

D. Proof for Section 3 — Optimistic Nash Value Iteration
D.1. Proof of Theorem 3

We denote V¥, Q, 7%, ¥ and v* * for values and policies at the beginning of the k-th episode. In particular, N} (s, a, b)
is the number we have visited the state-action tuple (s,a,b) at the h-th step before the k-th episode. NF(s,a,b,s’)

is defined by the same token. Using this notation, we can further define the empirical transition by I@ﬁ( 'Is,a,b) :=
NE(s,a,b,8")/Nf(s,a,b). If NF(s,a,b) = 0, we set P¥(s'|s,a,b) = 1/5.

As a result, the bonus terms can be written as

H? H2S,
k(s a,b) :=C ! 6
Bn(s:a,) max{N,’f(s,a,b), 1} + max{N}’f(s,a, b),1} ©
k C~ —k k
Y (s,a,b) = ﬁph(vh-&-l —Kh+1)(57@, b) (7)

for some large absolute constant C' > 0.
Lemma 18. Let ¢, be some large absolute constant. Define event Ey to be: for all h, s,a,b, s’ and k € [K],

H?,
max{N}(s,a,b),1}’

(B, = Pr) Vil (s,a,b)| < 01\/

min{P, (s | s,a,b),@’fb(s’ | s,a,b)}e L
max{N}(s,a,b),1} max{N}(s,a,b),1}

(B, = Pa)(s' | 5,0,b)] < 1 \/

*recall that (i, vF) are the marginal distributions of ¥ .
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We have P(Ey) > 1 — p.

Proof. The proof is standard and folklore: apply standard concentration inequalities and then take a union bound. For
completeness, we provide the proof of the second one here.

Consider a fixed (s, a, b, h) tuple.

Let’s consider the following equivalent random process: (a) before the agent starts, the environment samples
{5 5 s(K)} independently from Py, (- | s,a,b); (b) during the interaction between the agent and environment, the
it" time the agent reaches (s,a,b, h), the environment will make the agent transit to s Note that the randomness induced
by this interaction procedure is exactly the same as the original one, which means the probability of any event in this context
is the same as in the original problem. Therefore, it suffices to prove the target concentration inequality in this "easy’ context.
Denote by I@;t)( | s, a,b) the empirical estimate of Py, (- | s, a, b) calculated using {s(*),s(2) ... s(!)}. For a fixed ¢ and s/,
by applying the Bernstein inequality and its empirical version, we have with probability at least 1 — p/S?ABT,

~ in{P (s’ b), P (s b
(BB .0 < O TP 80D BD e o

Now we can take a union bound over all s, a, b, h, s’ and t € [K|, and obtain that with probability at least 1 — p, for all
s,a,b,h,s and t € [K],

min{P (s | s,a,b),@ﬁf)(s’ | s,a,b)}e

(B~ B) (s | 5,0,0)] <O ¢ +

L
t

Note that the agent can reach each (s, a, b, h) for at most K times, this directly implies that the third inequality also holds
with probability at least 1 — p. ]

We begin with an auxiliary lemma bounding the lower-order term.

Lemma 19. Suppose event Eq holds, then there exists absolute constant co such that: if function g(s) satisfies |g|(s) <
(Va1 — Voui1)(s) for all s, then

(BF —Pr)g(s,a,0)]

1 =sp ok —k H?S.
<ca( gy min B (Vs = V) (5.0,0). PV = V) sv0.0)) + )

max{NF(s,a,b),1}

Proof. By triangle inequality,

B}~ Pujo(s.0.0) < 3@ = Pl D)lal()
Z (/)30 IV = Vi) (5)
(1) ka( '|s,a,b) . K /
=9 ( max{Ny (s, a,b), 1} * mauX{N,’f(s,a,b),1})(Vh+1 = Vi)(s)
(m) /|S a, b) H. . /
< o * max{N}(s,a,b), 1})(Vh+1 - KZH)(S ))
<0 <@ Vh+1 Vh+1)(s a,b) H2S, >
max{N}(s,a,b),1}
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where (i) is by the second inequality in event E, and (i7) is by AM-GM inequality. This proves the empirical version.
Similarly, we can show

—k
KWMM@aW<o<MWH1v%M@@m s, )
h s &y = ,

H max{NF(s,a,b),1}
Combining the two bounds completes the proof. O

Now we can prove the upper and lower bounds are indeed upper and lower bounds of the best reponses.

Lemma 20. Suppose event Eq holds. Then for all h, s,a,b and k € [K], we have

—k fk kot b
Qh<57a'ab) Z Qh (Saavb) Z Qh (87a7b) ZQh(Saa7b)a

% * (8)
Vi(s) = Vi (s) > Vi (s) > Vi(s).

Proof. The proof is by backward induction. Suppose the bounds hold for the Q-values in the (h + 1) step, we now
establish the bounds for the V-values in the (h + 1) step and Q-values in the ht"-step. For any state s:

—k —k
Vh+1(8) = DW§+1Q}L+1(S)

—k
> mngHXV5+1Qh+1(S) )

(I ATNR oo R
> ml?XD;Lxuﬁ+lthl (s) = Vh+l/1 (s).
k
Similarly, we can show Kﬁ 411(8) < V}{fkf(s). Therefore, we have: for all s,

—k ok . k.
Vh+1(5) > Vlj-)i-l (s) > Vh+1(5) > Vh“+1T(5) > KZ+1(3)~

Now consider an arbitrary triple (s, a, b) in the ht" step. We have

k

P ,i_yk
(@ —Qy" )(s,a,b)
| Sk l,k
> min {(PZVh+1 - PhV;jjrl + Bk +4)(s,a,b), 0}
> min {(I@QVJIf — PRV 4 BE 4 ) (s, a,D), 0} (10)

> vk * o *
i { B~ PV Vit (0.8) + (B~ P Vite s, 0.8) + (3 905, 000).01,

(4) (B)

I/k

Invoking Lemma 19 with g = ij-’;—l -V "1

=~ =k
|(A)| <O ]Pﬁ(vh-‘rl 7K§+1)(S7aab) + stL
- H max{Nf(s,a,b),1} |

H2,
(B) <O (\/maX{N;’f(saa’b)’l}> .

Plugging the two inequalities above back into (10) and recalling the definition of ﬁ,”f and fy,’f, we obtain @Z(s, a,b) >
QIL’”k (s,a,b). Similarly, we can show Q:(s, a,b) < QZIC7T(S, a,b). O

By the first inequality in event E,
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Finally we come to the proof of Theorem 3.

Proof of Theorem 3. Suppose event Fy holds. We first upper bound the regret. By Lemma 20, the regret can be upper

bounded by
S sh) - v (sh)) < Z Vi(st)).

k
For brevity’s sake, we define the following notations:
—k
A= (V= V3)(sh),
—k
Gk = A% = (@ — Q)(sh, i, by), (1D
—k
f}li =Pr(Viga —K’ZH)(Si,ai,b’“) Ah+1

Let F, }’f be the o-field generated by the following random variables:

{(87.7az7bz7r1)} X [k—1] U{ z’az7bz7r2 i€lh—1] U{Sﬁ}

It’s easy to check ¢ ;’j and ¢ Z are martingale differences with respect to ]—', With a slight abuse of notation, we use B,’j to
refer to B (sF,ak, b¥) and N} to refer to NF(sk, a¥, b¥) in the following proof.

We have
Al =¢h+ (@ - @F) (shak, o)

~ ok
<Cr+2BF + 295 + Plﬁ(vhﬂ Vh+1) (Shv ap, bk)

; 7k k E k ok 2
(2) —k P, (V -V st,ay,b H=S.
<G+ 2B + 27, + Pu(Visr — Vi) (shhafi, b) + 2 < LSS S EDICAL/ ALY + )

H max{NF, 1}

—k
(i4) —k Pr(Vyy — Vi )(sE ak bF) H%S,
scﬁmwwhﬂ—vz+l><sz,az,bﬁ>+2cz0( 7 A S Y
2¢,C —k & (H? H2S.
<+ (1 PL(V,. | — koak k) +4
Ch"‘( + Vol ) WV — Vi) (sisar, by) + 4eC max{N,{f,l}—’_max{N,ff,l}

2¢5C 2¢5C LH? H?S.

k 2 k 2

= 1 1+ —==)Af 4y C

S+ ( tH )§h+ ( T H ) n1 F A2 ( max{N}, 1} +max{N,’f,1}>
where () and (i) follow from Lemma 19.

Define ¢3 := 1 4 2¢2C and k := 1 + ¢35/ H. Recursing this argument for 4 € [H| and summing over £,

K K H
H? H?S.
AF < h—1 rk hek | © L .
Z 1= Z [K Ch 6L+ max{N}, 1} + max{N}, 1}

By Azuma-Hoeffding inequality, with probability at least 1 — p,

12)

L
Il
—
>
Il
—
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By pigeon-hole argument,

K H Nf(s,a,b)

1 1
D D L E— 3 ) —+HSAB§(9( HSABT+HSAB),
k=1 h=1 \/max{NF, 1} aph: NF(s,ab)>0 n=1 vn

N,i((s.,a,b)

K H
Z Z maX{N;g T > > % + HSAB < O(HSAB).

s,a,b,h: N,{((s,a,b)>0 n=1

Put everything together, with probability at least 1 — 2p (one p comes from P(Ep) > 1 — p and the other is for equation
(12)),

K
A — V" (sh)) < O(VHSABT. + H*S*AB?)

k=1

For the PAC guarantee, recall that we choose 7°"* = 7%" such that k* = argmin,, (V’f - K’f) (s1). As aresult,

* * —k* * 1
Vi v s < (V) = VA1) < 2 0(VIPSABT. + HYS* AB2),

which concludes the proof. O

D.2. Proof of Theorem 4

We use the same notation as in Appendix D.1 except the form of bonus. Besides, we define the empirical variance operator
VEV(s,a,b) := Vars/N@ﬁ(.ls,avb)V(s')

and the true (population) variance operator
ViV (s,a,b) := Vary.p, (s,a,0)V (5")

for any function V' € A%, If Nf(s,a,b) = 0, we simply set i\’fLV(s, a,b) := H? regardless of the choice of V.

As a result, the bonus terms can be written as

Shrk
VE(Vigr + Viig1)/2(s,a,0) N H?S
max{N}(s,a,b),1} max{N}(s,a,b),1}

Bﬁ(s,a,b) =C (13)

for some absolute constant C' > 0.

Lemma 21. Let ¢; be some large absolute constant. Define event E to be: for all h, s,a,b,s’ and k € [K],

i\/ﬁVh*H(s,mb)L H.
max{N}(s,a,b),1} = max{NF(s,a,b),1} |’

(B, = Pu) Vi (s,a,b)] < e \/

min{P, (s | S,a,b),@’ﬁb(s’ | s,a,b)}e L
max{NF(s,a,b),1} max{NF(s,a,b),1} |’

(B, = Pa)(s' | 5,0,b)] < 1 \/

R St
]P)k:_IED . b < :
(B} = Pr)(- | 5,0,b) |1 01\/max{N;;<s,a7b>,1}

We have P(Ey) > 1 — p.
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The proof of Lemma 21 is highly similar to that of Lemma 18. Specifically, the first two can be proved by following basically
the same argument in Lemma 18; the third one is standard (e.g., equation (12) in (Azar et al., 2017)). We omit the proof here.

Since the proof of Lemma 19 does not depend on the form of the bonus, it can also be applied in this section. As in
Appendix D.1, we will prove the upper and lower bounds are indeed upper and lower bounds of the best reponses.

Lemma 22. Suppose event Ey holds. Then for all h, s, a,b and k € [K], we have

—k 0k wk ot k
Qh(sv a, b) Z Qh, (Sa a, b) Z Qh ’ (Sa a, b) Z Qh(sa a, b)a

o ) . (14)
Vi(s) = Vi (s) = VI T (s) > Vi(s).

Proof. The proof is by backward induction and very similar to that of Lemma 20. Suppose the bounds hold for the Q)-values
in the (h + 1) step, we now establish the bounds for the V-values in the (h + 1) step and Q-values in the h'"-step.

The proof for the V'-values is the same as (9).

For the )-values, the decomposition (10) still holds and (A) is bounded using Lemma 19 as before. The only difference is
that we need to bound (B) more carefully.

First, by the first inequality in event E,

VEV, (s,a,b H
B0y e
max{N;(s,a,b),1} ~ max{N;(s,a,b),1}

By the relation of V-values in the (h + 1)*® step,

o~ 7k o~ "
Vi (Vs + V5i1)/21 = VEVE (s, a,b)

Sk T ok 1/ * kTR ™ *
<IPh(Viar + Vien) /22 = BV (5, a,0) + [BRI(V iy + Vi) /22 = B (Vi) (s, a, b) {1s)
gk
<SAHPE|(Vippy + Vi1)/2 = Vial(s,a,b)
~p—k ,
<4HP}(Viy1 = Viga)(s,a,b),
which implies
L@QV{H(S, a,b)
max{N}(s,a,b),1}
Skrk =~ =k
< L[VZ[(Vh+1 +Kﬁ+1)/2] + 4HP]E(Vh+1 _ KZH)](S»C% b)
- max{N}(s,a,b),1}
(16)
VE(Vr .+ VE ) /2)(s,a,b G HPEVTY . —VE (s, a,b)
< |t WV + Vii1)/2](s, a,b) LHPE (Vi = Vid)I(s, @,
- max{N}(s,a,b),1} max{N}(s,a,b),1}
. Surk N
(2 VIV + Vi )/20(s,a,0) PRV — Vi) " 4H?
- max{N}(s,a,b),1} H max{NF(s,a,b),1}’
where (7) is by AM-GM inequality.
Plugging the above inequalities back into (10) and recalling the definition of ﬂ’}f and W’ﬁ completes the proof. O

We need one more lemma to control the error of the empirical variance estimator:

Lemma 23. Suppose event Ey holds. Then for all h, s,a,b and k € [K], we have

Skero5k ok
IVE(Viar + V1) /2 = VaVili (s, a,b)



A Sharp Analysis of Model-based RL with Self-Play

J— H4
<4HP,(Vy, ) — VE, )(s,a,b) + (’)(1 + St )

max( N} (s, a,b), 1}
Proof. By Lemma 22, we have Vi(s) > ka (5) > V¥ (s). As aresult,
~,  —k .
|VZ[(Vh+1 + KZ-H)/?] = VaViial(s, a,b)
~; —k ﬂ_k -~ —k ﬂ_k
=[[Ph(Viga + Vig1)?/4 = Pra(Viia)?)(s, a,0) = (B (Vi + Vi) /4 = (PaViT)*l(s, a,b)]
=k 5k = —k
<PL(Vien)” = Pa(Viia)® = PRV510)" + (BaVig)*](s,0,b)
= —k —k
<[P} = Pr) (Vi) + [Ba[(Vi41)? = (Vi 41)?]]
= —k
+ PRV 41)” = PaVi )2+ [PV 5 1)? = (PaV )5, 0, )

These terms can be bounded separately by using event E :

~ — ~ St
BE_ P, ) (Vr, )2 b) < H2||(B* — P,)(- Wl < O(H?
(B~ BTl (o,0) < HEE =B |50, < O [t

PR (Vi y1)® = (V5 )2(s,a,b) < 2H[PW (Vg — Vi, 1)](s,0,0),

~ ~ St
k k k
|(szzh+1)2 - (thh—&-l)Z‘(sa a, b) < 2H[(]P>I}€L - ]P)h)zh—&-l](sa a, b) < O(HQ\/maX{N}]f(S, a, b), 1} )7

—k —k
|(PhKZ+1)2 - (PthH)Q\(Sa a,b) < 2H[Pp(Vy, 4y — KEH)](&(I, b).
.. . P 45,
Combining with H?, /m <1+ W completes the proof. O
Finally we come to the proof of Theorem 4.

Proof of Theorem 4. Suppose event F; holds. We define A¥, (¥ abd £F as in the proof of Theorem 3. As before we have

c —k
Af <G+ (1 + ﬁ?)) Pr(Vigr = Vi) (si-ap.by)

Shrk
tee | TR i + Vi) /20(6, af B) HS1 a7
max{NF(sk, ak bF), 1} max{Nf(sk, ak bk) 1}
By Lemma 23,
Sk
VE[(Vigr + Vii1)/2(s,a,b)
max{N}(s,a,b),1}
s —k
<o VRV (s,a,0) + ¢ HiPy (Vi — VL 1)(s,a,b) H?\/Su (18)
- max{N}(s,a,b),1} max{N}(s,a,b),1} max{N}(s,a,b),1}
: —k
e RV (s,a,0) + ¢ N Ph(Viir — Vii1)(s,a,b) H?\/S.
- max{NF(s,a,b),1} H max{Nf(s,a,b),1} |’

where ¢, is some absolute constant. Define ¢5 := 4cocsC + ¢3 and K := 1 + ¢5/H. Plugging (18) back into (17), we have

LVthTrkl(SzaaZabﬁ) L HQSL
A < KAJ +m§,’j+§,’f+0(\/ as + + .19
+ N}’f(sﬁ,afb,bﬁ) N}’f(sﬁ,aﬁ,blﬁ) N,’f(sﬁ,a’fl,bﬁ)
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Recursing this argument for h € [H] and summing over k,

K K H k ,
VRV (8K ak bF) D H?S.
Ak < h=10k o chek 0 h+1\5h A, Opy
; b= I;}; {FE G+ RTG max{N}, 1} i max{N}, 1} * max{N}, 1}

The remaining steps are the same as that in the proof of Theorem 3 except that we need to bound the sum of variance term.

By Cauchy-Schwarz,

K H k K H
th}zr-i-l(slhgvaﬁvbllfb)
— < Vi Vi (sF,a ,bk .
;g max{Nj (s}, af;, by), 1} ghg PR TR szaX{N’“(sh,ah,b’f) 1}

k=1h=1

By the Law of total variation and standard martingale concentration (see Lemma C.5 in Jin et al. (2018) for a formal proof),
with probability at least 1 — p, we have

K H
ZZVthH (st af,0f)<O(HT + H?.).
k=1h=1

Putting all relations together, we obtain that with probability at least 1 — 2p (one p comes from P(FE;) > 1 — p and the other
comes from the inequality for bounding the variance term),

K
Regret(K) = Y (V" — V") (s1) < O(VH2SABT. + H?S?AB?).

k=1

Rescaling p completes the proof. O

E. Proof for Section 4 — Reward-Free Learning
E.1. Proof of Theorem 5

In this section, we prove Theorem 5 for the single reward function case, i.e., N = 1. The proof for multiple reward functions
(N > 1) simply follows from taking a union bound, that is, replacing the failure probability p by Np.

Let (1*, %) be an arbitrary Nash-equilibrium policy of MF = (]P’k ™), where P* and 7* are our empirical estimate of the
transition and the reward at the beginning of the k’th episode in Algorithm 2, respectively. We use N, ;f (s,a,b) to denote the
number we have visited the state-action tuple (s, a, b) at the h’=th step before the k’th episode. And the bonus used in the
k’th episode can be written as

. _ H2, H?S,
Bn(s,a,b) := C(\/maX{N;]f(S,a, b),1} " max{Ny(s,a,0),1} )’ =

where ¢ = log(SABT/p) and C'is some large absolute constant.

We use @k and V* to denote the empirical optimal value functions of MF as following.

@Z(Svavb) = (@E‘/}hﬁrl)(&aﬂb) +?kh.(87a7b)a 21
\7,5“(3) = maxminDuXV@Z(s). @D
“w v
Since (u*, %) is a Nash-equilibrium policy of /\//Tk, we also have XA/,f(s) =Dkt @]12 (s).

We begin with stating a useful property of matrix game that will be frequently used in our analysis. Since its proof is quite
simple, we omit it here.
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Lemma 24. Let X, Y, Z € RY*B and A4 be the d-dimensional simplex. Suppose | X — Y| < Z, where the inequality is
entry-wise. Then

max min MTXV— max min uTYz/ < maxZ;;. (22)
HEA A VEAR HENA A VEAR i,J

Lemma 25. Let ¢; be some large absolute constant such that c? + c¢; < C. Define event E to be: for all h, s, a,b, s' and
k € [K],

R H2,

Pr — P, Vi b)| <
[(Ph — Pr)Viial(s,a,b)] < 10\/max{Nf(S,a7b)a1}’

H2,

~h by < &
‘(T‘h Th)(Syaa )| =10 max{N;f(S,a»b)al}’ (23)
. Pk(s' | s,a,b) L

]P) ]P b < a h s Wy
(Bh = Pa)(s' | 5,0,0)] < 3 \/maX{N,i?(s,a,b>,1} " max{NF(s.a.0). 1)

We have P(Eq) > 1 — p.

Proof. The proof is standard: apply concentration inequalities and then take a union bound. For completeness, we provide
the proof of the third one here.

Consider a fixed (s, a, b, h) tuple.

Let’s consider the following equivalent random process: (a) before the agent starts, the environment samples
{sM), 5 5K} independently from PPy, (- | s, a,b); (b) during the interaction between the agent and the environment,
the i*" time the agent reaches (s, a, b, h), the environment will make the agent transit to s(*). Note that the randomness
induced by this interaction procedure is exactly the same as the original one, which means the probability of any event in
this context is the same as in the original problem. Therefore, it suffices to prove the target concentration inequality in this
’easy’ context. Denote by @Ef) (- | 5, a,b) the empirical estimate of P, (- | s, a, b) calculated using {s"), 52 ... s}, For
a fixed ¢ and s’, by the empirical Bernstein inequality, we have with probability at least 1 — p/S?ABT,

_ 5O (s 1 5.0.b
|(Ph—P§Lt))(5/|37a7b)‘§(’) M—F%

Now we can take a union bound over all s,a,b, h, s’ and t € [K], and obtain that with probability at least 1 — p, for all
s,a,b,h,s and t € [K],

_ 505 1 5.0.b
|(Ph—]}1’§:))(5/|3’a7b)‘§(’) M—F%

Note that the agent can reach each (s, a, b, h) for at most K times, so we conclude the third inequality also holds with
probability at least 1 — p. O

The following lemma states that the empirical optimal value functions are close to the true optimal ones, and their difference
is controlled by the exploration value functions calculated in Algorithm 2.

Lemma 26. Suppose event E; (defined in Lemma 25) holds. Then for all h, s, a,b and k € [K], we have,

‘thab) thab’ *(s,a,b),

‘Vh s) = Vi (3)‘ < Vh( )- .

Proof. Let’s prove by backward induction on h. The case of h = H + 1 holds trivially.
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Assume the conclusion hold for (h 4 1)’th step. For h’th step,
Qh(s.0.8) = Qi (s a.)
< min {

(%) i ~ o~ i) ~
< min { B (s,a,) + BV, ) (s.0,0), H } & Qf(s.a.0),

[(sz - Ph)v};rl](sv% b)‘ + ‘(?kh - rh)(s7a, b)| + [sz(viﬁrl - V;f+1)](87a, b)

H } (25)

where (i) follows from the induction hypothesis and event F1, and (i) follows from the definition of é]fb By Lemma 24,
we immediately obtain |V} (s) — Vi*(s)| < ViF(s). O

Now, we are ready to establish the key lemma in our analysis using Lemma 26.
Lemma 27. Suppose event E1 (defined in Lemma 25) holds. Then for all h, s, a,b and k € [K], we have

0k (s,a,b) — QP (s,a,0)| < anQk (s, a,b
|Qh(8’a? ) Qh (8,&, )| _Oéth(S,a, )a

~ " N (26)
VE(s) = Vi7" (s)] < anViE(s),
and .
Q% (s,a,b) — Q¥ T (s,a,b)| < anQf (s, a,b),
e @7

ViE(s) = Vit (s)] < anVE(s),
1

where a1 = 0 and ap, = [(1 4+ £ + %] < 4.

Proof. We only prove the first set of inequalities. The second one follows exactly the same. Again, the proof is by
performing backward induction on h. It is trivial to see the conclusion holds for (H + 1)’th step with a1 = 0. Now,
assume the conclusion holds for (h + 1)’th step. For h’th step,

~ Uk
|QZ(S’a7b) - th (Svavb”
. = vk * > *
< min {I[(Pﬁ — PV = Vi )l(s,0,0)] + (B — PR) Vit (s, a,b)]

+1

~ ~ ,/k'
+ 17 = 7a) (s, a,b)| + |[Ba(Vilis = Vi)(s,a,b)], H} (28)

. ~ Lk . H?, ~ o~ o
<nin { [ - POV — Vil +c1¢ T BT — Vit (s et i .

(Ty) (T2)

where the second inequality follows from the definition of event Fj.

We can control the term (77) by combining Lemma 26 and the induction hypothesis to bound \V,jflk — V1|, and then
applying the third inequality in event E;:

~ Uk N
(T1) < IBR(s" | s,a,0) = Pu(s' | s,a,b)[[Vi) = Vi (s))]

~ Vk -~ -~ *
< IBE 15 a,b) — Puls 5.0 (VI = B (] + Vs = Virga ()

~ - 29)
< PR | s,0,0) = Pu(s’ | 5,0,0)|(anpr + DV

C%(O&h_H + I)HQSL

< (ap1 +1)
max{N}(s,a,b),1}

- H

(BEVE ) (s,a,b) +

The term (73) is bounded by directly applying the induction hypothesis

~ o~ Uk ~ ~
I[Ba(Vites = Vi)l(s,a,0)] < ansa [BrVify)(s,a, ). (30)
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Plugging (29) and (30) into (28), we obtain

‘@Z(s, a,b) — Qh’yk (s,a, b)’

H2, SAlapyer +1)H2S, H}

1 1~ ~
<min{ (1+ =)a —[PrViF b
_mm{( + H)ah+1+ H[ WVienl(s,a, )+Cl\/max{N,’f(s,a,b),1} max{N}(s,a,b),1}’

. (3D
(1) 1 1\ ~, ~
< min { ((1 + E)O&}L_A'_l + H> [P,’jvhkﬂ](s, a,b) + ﬁ,’j(s, a,b), H}

2+ pians+ 17 )@hts

where (i) follows from the definition of 3F, and (ii) follows from the definition of @ﬁ Therefore, by (31), choosing
an = [(1 + & )an+1 + | suffices for the purpose of induction.

Now, let’s prove the inequality for V' functions.

(VF = Vi) (s)| 2 | max (D,,+0%)(s) — max (D, ,«Q*")(s)]

. HEA 4 HEAA (32)
< max anQF (s,a,b)| = anVi¥(s),
where (7) follows from the definition of IA/,f and V, v ,and (4¢) uses (31) and Lemma 24. O

Theorem 28 (Guarantee for UCB-VI from Azar et al. (2017)). For any p € (0, 1], choose the exploration bonus (; in
Algrothm 2 as (20). Then, with probability at least 1 — p,

VF(s1) < O(VHASAK.L + H3S? Al?).

gt

Proof of Theorem 5. Recall that out = arg ming¢(xj \7hk (s). By Lemma 27 and Theorem 28, with probability at least
1—2p,

out

Vi (s) = VT (s) <[V (s) = V()] [V (s) — VT (s)]

3

- HAS A H3S2A,2 (33)
<sTp(s) < o oA L TE2AT)

Rescaling p completes the proof. O

E.2. Vanilla Nash Value Iteration

Here, we provide one optional algorithm, Vanilla Nash VI, for computing the Nash equilibrium policy for a known model.
Its only difference from the value iteration algorithm for MDPs is that the maximum operator is replaced by the minimax
operator in Line 7. We remark that the Nash equilibrium for a two-player zero-sum game can be computed in polynomial
time.

By recalling the definition of best responses in Appendix B, one can directly see that the output policy (/i, ©) is a Nash
equilibrium for M.
E.3. Proof of Theorem 6

In this section, we first prove a O(AB/ 62) lower bound for reward-free learning of matrix games, i.e., S = H = 1, and
then generalize it to O(SABH?/e?) for reward-free learning of Markov games.
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Algorithm 5 Vanilla Nash Value Iteration

I: Input: model M = (P, 7).
2: Initialize: for all (s, a,b), Vg11(s,a,b) < 0.
3: forsteph=H,H—1,...,1do
for (s,a,b) € S x A x Bdo
Qn(s,a,b) < [PrVii1](s,a,b) + (s, a,b).
for s € S do
(an(- | 8),on(- | s)) + NASH-ZERO-SUM(Qy(s,,)).
Vi(s) < fn(- | )T Qn(s, - )on(- | s).
: Output (41, 0) < {(an(- | 8); (- | 8))}(n.s)e(m]xs-

»

R A

E.3.1. REWARD-FREE LEARNING OF MATRIX GAMES

In the matrix game, let the max-player pick row and the min-player pick column. We consider the following family of
Bernoulli matrix games:

M(e) = {M“*b* € RY*B with M%,Y" = % +(1—-2-1{a #a*&b=1b"})e: (a*,b*) € [A] x [B]} , (34)

where in matrix game M® ", the reward is sampled from Bernoulli(./\/lg;b*) if the max-player picks the a’th row and the
min-player picks the b’th column.

Min-player
acton 1 ... b -1 b° 0*4+1 ... B
1 + ... + - + N
Max-player a1 + + n + * 53
PAYER e + - = +
a*+1 + + - + +
A + ... + — + e+

Above, we visualize M® " by using + and — to represent 1/2 + € and 1/2 — ¢, respectively. It is direct to see that the
optimal (Nash equilibrium) policy for the max-player is always picking the a*’th row. If the max-player picks the a*’th row
with probability smaller than 2/3, it is at least € /10 suboptimal.

Lemma 29. Consider an arbitrary fixed matrix game M®°" from M(e) and N € N. If there exists an algorithm A such
that when running on M“*Ab*, it uses at most N samples and outputs an €/10-optimal policy with probability at least p, then
there exists an algorithm A that can identify a* with probability at least p using at most N samples.

Proof. We simply define Aas running algorithm A and choosing the most played row by its output policy as the guess for
a*. Because any €/10-optimal policy must play a* with probability at least 2/3, we obtain A will correctly identify a* with
probability at least p. O

Lemma 29 directly implies that in order to prove the desired lower bound for reward-free matrix games:

Claim 30. for any reward-free algorithm A using at most N = AB/(10°€?) samples, there exists a matrix game M® *" in
9M(€) such that when running A on M, it will output a policy that is at least € /10 suboptimal for the max-player with
probability at least 1/4,

it suffices to prove the following claim:

Claim 31. for any reward-free algorithm A using at most N = AB /(103€?) samples, there exists a matrix game M " in
M (e) such that when running A on M, it will fail to identify the optimal row with probability at least 1/4.
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Remark 32. By Lemma 29, the existence of such 'ideal’ A implies the existence of an "ideal’ A, so 1o prove such ’ideal’ A
does not exist (Claim 30), it suffices to show such ’ideal’ A does not exist (Claim 31).

Proof of Claim 31. WLOG, we assume A is deterministic. Since A is reward-free, being deterministic means that in the
exploration phase algorithm A always pulls each arm (a, b) for some fixed n(a,b) times (because there is no information
revealed in this phase), and in the planning phase it outputs a guess for a*, which is a deterministic function of the reward
information revealed.

We define the following notations:

e [L: the stochastic reward information revealed after algorithm A’s pulling.

PP, : the probability measure induced by picking M® " uniformly at random from M (e) and then running Aon M.

P,y: the probability measure induced by running Aon M.

Pgs: the probability measure induced by running A on matrix M°®, whose b’th column are all (1/2 — €)’s and other
columns are all (1/2 + ¢€)’s.

f(L): the output of A based on the stochastic reward information L revealed. More precisely, f is function mapping
from [0, 1]V to [A].

We have 1 1
P.(f(L) #a*) 2> 1B Pos(f(L) # a) — 1B Z [Pap(L =) — Pop(L = -)|l1
a,b a,b
SO > V2KL(Py, [P
2l->-—= b ob|[Pab)
-t LS @)t -t 27 (L g 2t (36)
= 1 ABab nla, 9 EOg%_+_6 D) GOg%_E
1 10
- 2
>1 q ABZ n(a,b)e

1 100N €2
>1———/ :
- A A

where the second inequality follows from 3, , Poy(f(L) # a) = 3_, ,[1 — Pos(f(L) = a)] = B(A — 1) and Pinsker’s
inequality. Finally, plugging in N = AB/(10%¢?) concludes the proof. O

Remark 33. The arguments in proving Claim 31 basically follows the same line in proving lower bounds for multi-arm
bandits (e.g., see Lattimore & Szepesvdri, 2018).

E.3.2. REWARD-FREE LEARNING OF MARKOV GAMES

Now let’s generalize the ©(AB/€*) lower bound for reward-free learning of matrix games to ©(SABH? /€?) for reward-
free learning of Markov games. We can follow the same way of generalizing a lower bound for multi-arm bandits to a lower
bound for MDPs (see e.g., Dann & Brunskill, 2015; Lattimore & Szepesvari, 2018; Zhang et al., 2020b).

Proof sketch. Given the family of Bernoulli matrix games 21(-) defined in (34), we simply construct a Markov game to
consist of SH Bernoulli matrix games { M s’h}(sﬁh)e[s] I Where M s:h°g are sampled independently and identically from
the uniform distribution over 9t(e/ H ). We will define the transition measure to be totally ’uniform at random’ so that in
each episode the agent will always reach each M " with probability 1/S (it is not 1/(SH) because in each episode the
agent can visit H matrix games). As a result, to guarantee e-optimality, the output policy must be at least 2¢/ H-optimal
for at least SH /2 different M*"’s. Recall Claim 30 shows learning a 2¢/H-optimal policy for a single M*" requires
Q(H?AB/?) samples. Therefore, we need Q(H3AB/¢?) samples in total for learning S H /2 different M*"’s.

>We comment that matrix M does not belong to M1 (e).
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Below, we provide a rigorous proof where the constants may be slightly different from those in our sketch. We remark that
although the notations we will use are involved, they are only introduced for rigorousness and there is no real technical
difficulty or new informative idea in the following proof.

Construction We define the following family of Markov games:
J(e) == {T(a*,b*): (a*,b*) € [A]"*5 x [B]T*5}, (37)

where MG 7 (a*, b*) is defined as

o States and actions: 7 (a*, b*) is a finite-horizon MG with S+ 1 states and of length H + 1. There is a fixed initial state
S0 in the first step, S states {s1, ..., S} in the remaining steps. The two players have A and B actions, respectively.

e Rewards: there is no reward in the first step. For the remaining steps h € {2, ..., H 4+ 1}, if the agent takes action
(a,b) at state s; in the ht" step, it will receive a binary reward sampled from

1
Bernoulli(§ +(1-2-Ha#aj_,,;&b= 2711})§)

o Transitions: The agent always starts at a fixed initial state sq in the first step Regardless of the current state, actions
and index of steps, the agent will always transit to one of s1, ..., sg uniformly at random.

It is direct to see that J (a*, b*) is a collection of S H matrix games from 91(e/H ). Therefore, the optimal policy for the
max-player is to always pick action aj;_, ; whenever it reaches state s; at step h (h > 2).

Formal proof of Theorem 6. Now, let’s use J(¢) to prove the ©(SABH?/e?) lower bound (in terms of number of
episodes) for reward-free learning of Markov games. We start by proving an analogue of Lemma 29.

Lemma 34. Consider an arbitrary fixed matrix game J (a*,b*) from J(€) and N € N. If an algorithm A can output a

policy that is at most € /103 suboptimal with probability at least p using at most N samples, then there exists an algorithm
A that can correctly identify at least SH — | SH/500] entries of a* with probability at least p using at most N samples.

Proof. Denote by 7 the output policy for the max player. Denote by Z the collection of (h,)’s in [H] x [S] such that
Ty, | ) < 2/3.

Observe that each time the max player picks a suboptimal action, it will incur an 2¢/H suboptimality in expectation. As a
result, if 7 is at most €/ 103-suboptima1, we must have

1 *
< Z (1= mpga(ah, | si)) x TS 108
(h,i)eZ

which implies | Z| < SH /500, that is, for at most | SH/500] different (h,7)’s, 7ht1(aj, ; | si) < 2/3. Therefore, we can
simply pick argmax, mj,+1(a | s;) as the guess for aj, ;. Since policy 7 is at most €/ 103 suboptimal with probability at least
p, our guess will be correct for at least SH — |\SH/500] different (s, h) pairs also with probability no smaller than p. [

Similar to the funtion of Lemma 29, Lemma 34 directly implies that in order to prove the desired lower bound for reward-free
learning of Markov games:

Claim 35. for any reward-free algorithm A that interacts with the environment for at most K = SABH? /(10*€?) episodes,
there exists J € J(€) such that when running A on J, it will output a policy that is at least €¢/10% suboptimal for the
max-player with probability at least 1/4,

it suffices to prove the following claim:

Claim 36. for any reward-free learning algorithm A that interacts with the environment for at most K = ABSH 2/(10%€?)
episodes, there exists J € J(€) such that when running A on 7, it will fail to correctly identify aj, , for at least | SH /500 +1
different (h, i) pairs with probability at least 1/4.
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Proof of Claim 36. Denote by P, (E,) the probability measure (expectation) induced by picking J uniformly at random
from J(e) and then running A on 7. Denote by nwrong the number of (s, k) pairs for which A fails to identify the optimal
actions. Denote by errory, ; the indicator function of the event that A fails to identify the optimal action for (h + 1,17).

We prove by contradiction. Suppose for any 7 € J(e), A can identify the optimal actions for at least SH — | SH /500
different (s, h) pairs with probability larger than 3/4. Then we have

1
E*[nwrong} < Z X S];I+§ X {

500 400

; SHJ < 101SH'

Since 3 j, ;e[ x (5] Ex[errorn,i] = Ex[nyrong], there must exists (', ") € [H] x [S] such that E, [errory, ;7] < 101/400.
However, in the following, we show that for every (h,4) € [H]Xx[S], E.[errory ;] > 1/3. As aresult, we obtain a contraction
and Claim 36 holds. In the remainder of this section, we will prove for every (h,i) € [H| x [S], E,[errory ;] > 1/3.

WLOG, we assume A is deterministic. It suffices to consider an arbitrary fixed (W',i") pair and prove E, [errory, ;] > 1/3.

For technical reason, we introduce a new MG J_ ;7 ;1) (a*, b*) as below:

o States, actions and transitions: same as 7 (a*, b*).

e Rewards: there is no reward in the first step. For the remaining steps h € {2, ..., H + 1}, if the agent takes action
(a,b) at state s; in the " step such that (b — 1,7) # (h/,4’), it will receive a binary reward sampled from

1
Bernoulli(i +(1-2-Ha#ap_ ;&= ;_M})%),
otherwise it will receive a binary reward sampled from

1
Bernoulli(i +(1-2-1{db= ;712})%>

Remark 37. Briefly speaking, J_(n ;y(a*,b*) is the same as J(a*,b*) except the matrix game embedded at state s
at step ' + 1, where for the max player all its actions are equivalently bad °. Finally, we remark that T—(n,ir)(@*,b%) is
independent of a;,

i1
N

To proceed, we introduce (and recall) the following notations:

e n(a,b): the number of times A picks action (a, b) at state s at step (k' + 1) within K episode.

Pa<p+ (Eq+p+): the probability measure (expectation) induced by running algorithm AonJ (a*, b%).

P .y« (E,.p.): the probability measure (expectation) induced by running algorithm Aon JT—(n,in(@*,b*) .

P, (E,) the probability measure (expectation) induced by picking J (a*, b*) uniformly at random from J(e) and
running A on J (a*, b*).

L: the whole interaction trajectory of states, actions and rewards produced by algorithm A within K episodes.

e f(L): the guess of A for aj, ; basedon L.

The key observation here is that for any (a,b) € [A] x [B] and (a*,b*) € [A]7T*5 x [B]7*5 the expectation E_,. ;. [n(a, b)]
is independent of (a*, b*) because the agent does not receive any reward information when interacting with the environment
and the transition dynamics of different J_; ;/y(a*, b*)’s are exactly the same. For simplicity of notation, we denote this
expectation by m(a, b). Moreover, note that 3 _, , m(a, b) = K/S because the agent always reach state ;s in step (b’ + 1)
with probability 1/S regardless of the actions taken.

S A graphic illustration based on (35) would be replacing the column [ s =ty —y ey f]T with a column of all —’s in the matrix
game embedded at state s;/ at step b’ + 1.
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By mimicking the arguments in (36), we have

E, [errory /] = Po(f(L) # a;%,)

1
= (AB)SH Z IP)a,*b’*(f(L) #az’,i’)
(a*,b*)E[A]HXSX[B]HXS
1 _ _
> i 3 (P U0) # ) = [P (=) = P (L= ) )
a* ,b*
1 _
—1- - <AB B Z [Bape (E= ) = Pauae (L= )
1
>1- - AB e S \KL(B . (L= ). Pavye (L =)
a*,b*
1 1 (38)
1 1 1 e Ll-< 1 ¢ Iy
=1 = — 2 , b — )1 2 H - )1 2 H
A~ (AB)SH ;* mahz7hl)[(2 H)Og%+§+(2+H)OgT—§}
1 1 e 1-% 1 ¢ l+g
=l-g——a= > 2m(a,b)[(5 — ) log +— + (5 + =) log +—]
4 (a,b)€[A]x[B] 2 H 3t 7w 2 H 2 H
1 10 €2
I
=T ABQX; (4. b)
1 10e 100K €2
- — - AB b)=1-
=T A ABH\/ azb:m(a’ ~ VsaBm?
Plugging in K = SABH?/(10%¢?) completes the proof. O

F. Proof for Appendix A — Multi-player General-sum Markov Games
F.1. Proof of Theorem 15
F.1.1. NE VERSION

In this section, we prove Theorem 15 (NE version). As before, we begin with proving the optimistic estimations are indeed
upper bounds of the corresponding V-value and Q-value functions.

Lemma 38. With probability 1 — p, for any (s, a, h,i) and k € [K]:
Thi(50)2 QT (s,0), QF,(5,0) < Q. (s.0), (39)

Vi (s) >V (), VEL(s) <V (). (40)

h,i

Proof. For each fixed k, we prove this by induction from h = H 4 1 to h = 1. For the base case, we know at the (H + 1)-th

step,V];I 414 (8) = V;I 1.1 (8) = 0. Now, assume the inequality (40) holds for the (h + 1)-th step, for the h-th step, by the

definition of )-functions,
=k R SkTrk i
Qh,i (s,a) — Qh,i (s,a) = {thh-&-l,z} (s,a) — Pth+1 i (s,a)+ B

=k —k TJ"E,L' o Tv —i
:IP’Z <Vh+1’i — Vh+17i) (s,a) + (IP’Z ) Vhle L (s,a)+ By

(4) (B)
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— k. . :
By induction hypothesis, for any s, (Vi 10— V}L’rl;> (s") > 0, and thus (4) > 0. By uniform concentration (e.g.,

Lemma 12 in Bai & Jin, 2020), (B) < C/SH?./N}(s,a) = f3;. Putting everything together we have @]:“ (s,a) —

k
T,Tf?i

ni  (s,a) > 0. The second inequality can be proved similarly.

Now assume inequality (39) holds for the h-th step, by the definition of V' -functions and Nash equilibrium,

—k —k —k
Vh,i (5) = Dkah,i (s) = maXDwa’inh,i (s).

%

By Bellman equation,
7k, 7k,
Vi (s) = meD/tXﬂ’iiQhﬁ (s).

k
T,ﬂ'fi

_ —_— 7rk .
Since by induction hypothesis, for any (s, a), sz (s,a) > Q; ;" (s,a). As aresult, we also have V:yi (s) > VhTZ ' (s),
which is exactly inequality (40) for the h-th step. The second inequality can be proved similarly.

Proof of Theorem 15. Let us focus on the i-th player and ignore the subscript when there is no confusion. To bound
a* —k
max (VIT;T_1 . Vfrf) (slli) < max (Vl i — K]f ,) (S’ﬁ) ,
i ’ ’ 7 ’ ’

we notice the following propogation:

—k =k 5k
(Qh,i - Ql:”)(sa a) < P];L(Vh-&-l,i - ZZ+1,¢)(57 a) + 255(57 a), @)
— —k .
(Vhi =V i)(s) = D, (@ — @ )1(5)-
We can define Qf} and V} recursively by V};_; = 0 and
{<§£<s,a>:= BVl (s a) +28(s, ), )
Vi (s) = [Dm, Q) (s).
Then we can prove inductively that for any k, h, s and a we have
—k ~
maX(Qh,i - 712 i)(s, a) < QZ(Sv a), 23
o ’ ~ (43)
max(Vi — Vy,)(5) < ViGs).
Thus we only need to bound Zle V¥ (s). Define the shorthand notation
By, = By(sh, af),
Ak = TE(sE).
n (sn) 4

Ch = (D QR (s5) — Qh(sh. ),
& = PaVityal(sh, af) — Ay
We can check ¢F and & }’f are martingale difference sequences. As a result,
A} =D Q (1)
=Gy + Q5 (sh, a})
=Gh + 268f + [PEVE ] (sh, af)
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<CF+36F + PRV (sF.af)
=P+ 3B +&F + Ay

Recursing this argument for h € [H] and taking the sum,
K K M
DALY (G3si+ &) <O S\ [T A

k=1 k=1 i=1

F.1.2. CCE VERSION

The proof is very similar to the NE version. Specifically, the only part that uses the properties of NE there is Lemma 38. We
prove a counterpart here.

Lemma 39. With probability 1 — p, for any (s, a, h,i) and k € [K]:

—k ,‘n"ii ok

Qni(5,0) > Q)7 (s,0), QF (s,0) < Qi (s,a), (45)
7k Tyﬂ'ii k -
Vii(8) =2V, 57 (8), Vi (s) <V (s). (46)

Proof. For each fixed k, we prove this by induction from h = H 4 1 to h = 1. For the base case, we know at the (H + 1)-th

—_ 7-rk .
step, V’; 414 (8) = VIS’ 11 (8) = 0. Now, assume the inequality (40) holds for the (h + 1)-th step, for the h-th step, by the
definition of Q)-functions,

=k 7k, SkT7k R,
Qi (5:0) = Q17 (s,0) = [PV (s.0) = [PV | (s,0) + 61

= —k Jr’ii = 771']11-
:IEDZ (Vh+1,i - ij—s-l,i) (s,a) + (]P’Z - Ph) VhTJrM (s,a) + pt.

(4) (B

By induction hypothesis, for any s’, <VZ 1 VJH’; ) (s') > 0, and thus (A) > 0. By uniform concentration, (B) <

—k 7-|—k . . .
Cy/SH?./NF(s,a) = B,. Putting everything together we have Qf” (s,a) — ;r”’ (s,a) > 0. The second inequality
can be proved similarly.

Now assume inequality (45) holds for the h-th step, by the definition of V' -functions and CCE,

—k —k —k
Vii(s) =DrQy; (s) > m/ilXme’inh,i (s).

By Bellman equation,
*

trts s
Vi (s) = mﬁXDltxﬂiiQhﬂ (s).

o ko o _
Since by induction hypothesis, for any (s, a), Q:Z (s,a) > Q}:’i‘l (s,a). As aresult, we also have V:,i (s) > VhT’i ' (s),
which is exactly inequality (40) for the h-th step. The second inequality can be proved similarly.

F.1.3. CE VERSION

The proof is very similar to the NE version. Specifically, the only part that uses the properties of NE there is Lemma 38. We
prove a counterpart here.
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Lemma 40. With probability 1 — p, for any (s, a, h,i) and k € [K]:

—k por® k 7k
Qni(s,a) = gé%th,i (s,a), @, (s,0) <Qf;(s,a), 47
Via (5) = maxViir™ (), VI () < VT (s). @)
? e i ) ) k)

Proof. For each fixed k, we prove this by induction from » = H + 1 to h = 1. For the base case, we know at the (H + 1)-th

¢Oﬂk

step, V];_I 414 (8) = m(?XVH 1.i (8) = 0. Now, assume the inequality (40) holds for the (h + 1)-th step, for the h-th step, by

definition of Q)-functions,
Qi (s.0) ~ maxQp (s.a)
~; —k ﬂ_k
= [PZV}L—HJ} (s,a) — {thnghqfl,i} (s,a) + By

k

~ [ —k - ~ -
:}P’ﬁ (Vh+1,i — mgXVh‘be) (s,a) + (Plﬁ — ]P’h) mngh‘be (s,a) + B;.

(4) (B)

¢Owk

By induction hypothesis, for any s/, <V: i Hl(;iXVh +17i> (s’) > 0, and thus (A) > 0. By uniform concentration,

B) < C4/SH?./NF(s,a) = B:. Puttin everything together we have " $,a) — max gor* s,a) > 0. The second
h g g tog h,t ® h,i
inequality can be proved similarly.

Now assume inequality (47) holds for the h-th step, by the definition of V-functions and CE,

—k —k —k
Vh,i (S) = Dkah,i (5) = mg“XDqﬁOTerh,i (S) .

By Bellman equation,
k ’ k
mnghzb;?w (s) = m;}de)oﬂkH};}XQi T (s).
. . . . —k k —k
Since by induction hypothesis, for any (s,a), @}, ; (s,a) > mngfi.” (s,a). As aresult, we also have V', ; (s) >
¢Oﬂk

mngh’ ;" (s), which is exactly inequality (40) for the h-th step. The second inequality can be proved similarly. O

F.2. Proof of Theorem 16

In this section, we prove each theorem for the single reward function case, i.e., N = 1. The proof for the case of multiple
reward functions (N > 1) simply follows from taking a union bound, that is, replacing the failure probability p by Np.

F.2.1. NE VERSION

Let (1%, v*) be an arbitrary Nash-equilibrium policy of ME = (]f"k, %), where P* and 7* are our empirical estimate of the
transition and the reward at the beginning of the k’th episode in Algorithm 4. Given an arbitrary Nash equilibrium 7* of
MPF, we use QF ; and V¥, to denote its value functions of the i’th player at the h’th step in M.

We prove the following two lemmas, which together imply the conclusion about Nash equilibriums in Theorem 16 as in the
proof of Theorem 5.

Lemma 41. With probability 1 — p, for any (h, s, a,i) and k € [K], we have

{@Z,i(s,a) ~Qf(s,a)| < Ql(s,a),

- A (49)
Vii(s) = Vi (s)] < Vi (s).
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Proof. For each fixed k, we prove this by induction from h = H + 1 to h = 1. For base case, we know at the (H + 1)-th

step,f/l’}ﬂ’i = VHﬂ—:l,i = @]}{HJ = Q”H:M = 0. Now, assume the conclusion holds for the (h + 1)’th step, for the h’th
step, by definition of Q- functions,

@ (5,0) - QR (s,
< ’ mffh’lu} (s,a) - {thfﬁl,i} (s, a)’ + (s, a) = 7 (s, )|

~ ~ k -~ k
S’PZ (th+1,i - Vi?-s-u) (s, a)’ + ‘(P}fi - Ph) V}Zr+1,i (s, a)’ + |7'h(5,a) - ?kh(sva)|

(4) (B)

By the induction hypothesis,

(4) < B} [V = Vit (s,0) < (BT (5, 0),

By uniform concentration (e.g., Lemma 12 in Bai & Jin, 2020), (B) < y/SH?./N}(s,a) = j;. Putting everything
together we have

Qi (s.0) = Qh s (s, )| < min { (BEVE,)(s.0) + B H | = Qf(s. @),

which proves the first inequality in (49). The inequality for V' functions follows directly by noting that the value functions
are computed using the same policy 7*. [

Lemma 42. With probability 1 — p, for any (h, s, a,1i, k), we have

~ Wliiv'l' ~
Qhi(s.a) = Q" (s,a)| < Qi (s, @),

Ok ot Tk 0
Vici(s) = Vi ()] < Vi'(s)-

Proof. For each fixed k, we prove this by induction from h = H + 1 to h = 1. For the base case, we know at the (H 4 1)-th

step,VI’f,H,i = Vg;lt = Q’fLH_M = Qz_-s-sz = 0. Now, assume the conclusion holds for the (h + 1)’th step, for the h’th

step, by definition of the @ functions,

k
7771'71‘

‘@Z,i(saa)_ hyi (s,a)

N LAPR,
o] | [ s R R AR R T

~ ~ ﬂ"ii; = ﬂ"ii;
< PZ (Vhﬁrl,i - Vh+1,;r) (s,a)| + ‘(PZ - Ph) Vh-|-1,;r (s,a)| + ‘Th(s,a) - ?,’i(s,a)|
(A) (B)
By the induction hypothesis,
Sk o ot Sk
(4) < PZ th+1,¢ - Vh+1,i (s,a) < (PZthJrl)(Sﬂa)'

By uniform concentration, (B) < /SH?/NJ(s,a) = 3;. Putting everything together we have

ﬂ—lii,v.l— Ak
Qhﬁ' (57 G,) - Qh,i (57 G,)

< min {(I@ﬁvﬁ_l)(s, a) + f, H} =Qf(s,a),

which proves the first inequality in (50). It remains to show the inequality for V' -functions also hold in the h’th step.
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Since 7* is a Nash-equilibrium policy, we have

th,i (S) = mEXD#XWEiQ];L7i (S) .

By Bellman equation,
kot

ot
Vh,z‘ (3) = m}?JXD;AXTr’inh i (8) .

N

Combining the two equations above, and utilizing the bound we just proved for () functions, we obtain

i 7™t A ™t A 7
Vi (8) = Vi (5)] < [maxDme, Qs (5) = maxD e Q1" (9)] < max Qf(s. @) = Vi (s),
which completes the whole proof. O

F.2.2. CCE VERSION

The proof is almost the same as that for Nash equilibriums. We will reuse Lemma 41 and prove an analogue of Lemma 42.
The conclusion for CCEs will follow directly by combining the two lemmas as in the proof of Theorem 5.
Lemma 43. With probability 1 — p, for any (h, s, a,i) and k € [K], we have

WE-L’T

nil(s,a) = QF i(s,a) < Qh(s,a),

k N ~ (51
Vhf;”(s) - th,z‘(s) < Vi(s).

Proof. For each fixed k, we prove this by induction from h = H + 1 to h = 1. For base case, we know at the (H + 1)-th
o~ 7‘—k . ~ ﬂ_k . .
step,VI’}HJ = VHHL = QI}{HJ = QH;"’L. = 0. Now, assume the conclusion holds for the (h + 1)’th step, for the h’th
step, by definition of @ -functions,
7kt

h,i (s,a) — @Zz (s,a)

7rk,-, k1>
<[Pl o - B () + fruts.0) ~ G0

kas 7., 5 o ",
<P} (VhH,J - vh’m,i) (s,@) + (Pn = BE) Viiri] (s,0) + [ru(s, ) = 7h(s, ).

(A) (B)
By the induction hypothesis, (A) < (EADthkH)(s, a).

By uniform concentration, (B) < \/SH?./NJ(s,a) = (3. Putting everything together we have

k
7"71':1'

ni " (s.0) = QF s (s,@) < min { BV, ) (s.@) + B H | = Qi (s, @),
which proves the first inequality in (51). It remains to show the inequality for V' -functions also hold in the h’th step.

Since 7% is a CCE, we have

Vs (5) 2 maxD o Q4 (5)

k.
Observe that Vh’;“T obeys the Bellman optimality equation, so we have

Wlii7'f' ﬂ')ii,‘l'
Vh,i (s) = ml‘?XDuXﬂ’iiQh,i (s).

Combining the two equations above, and utilizing the bound we just proved for Q-functions, we obtain

7kt - kLt A -~ 7
Vh}i (8) - thz (3) < m}?XDuxwﬁiQh,i (S) - mEXDuXTrEiQE,i (5) < HléLX QZ(S’ CL) = th(s)v

which completes the whole proof. O
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F.2.3. CE VERSION

The proof is almost the same as that for Nash equilibriums. We will reuse Lemma 41 and prove an analogue of Lemma 42.
The conclusion for CEs will follow directly by combining the two lemmas as in the proof of Theorem 5.

Lemma 44. With probability 1 — p, for any (h, s, a,1), k € [K| and strategy modification ¢ for player i, we have

‘n'k o~ ~
7 (s,a) — Q ,(s,a) < Qk(s,a),

V2o () — Uk i(s) < Vil (s).

h,i

(52)

Proof. For each fixed k, we prove this by induction from i = H + 1 to h = 1. For the base case, we know at the (H + 1)-th

~ k ~ k
step, V§+1,i = Vf;fl = Q’}ﬂ_l’i = Q}ZO_:M = 0. Now, assume the conclusion holds for the (h + 1)’th step, for the h’th

step, following exactly the same argument as Lemma 43, we can show
ﬂ,k ~ . o~ ~ ~
wo (s.a) = QF s (s.@) < min { BEVE ) )(s,@) + B H | = Qfi(s, ),

which proves the first inequality in (52). It remains to show the inequality for V -functions also hold in the h’th step.
Since 7* is a CE, we have

Vila (s) = maxDy, o Qfi (5).
h,s

where the maximum is take over all possible functions from A; to itself.

k
Observe that Vh‘ff” obeys the Bellman optimality equation, so we have

wk s
thfj (S) = IgaXD‘%h,,sOWk Qii (5) .
h,s

Combining the two equations above, and utilizing the bound we just proved for Q-functions, we obtain
orh Tk omh Ak
Vh(p,iﬂ (s) — Vii (s) = %aXDQEMMkQZ; (s) — rgaXDmeswk Qh,i (s)
h,s h,s

< max Qf (s, a) = Vi (s),

which completes the whole proof. O



