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Ontologies are being used nowadays in many areas, including bioinformatics. One
of the issues in ontology research is the aligning and merging of ontologies. Tools
have been developed for ontology merging, but they have not been evaluated for
their use in bioinformatics. In this paper we evaluate two of the most well-known
ontology merging tools with a bioinformatics perspective. As test ontologies we
have used Gene Ontology and Signal-Ontology.

1 Introduction

Ontologies de�ne the basic terms and relations comprising the vocabulary of
a topic area, as well as the rules for combining terms and relations to de�ne
extensions to the vocabulary. They are being used nowadays in many areas,
including bioinformatics, for several reasons. They are used for communication
between people and organizations by providing a common terminology over a
domain. They provide the basis for interoperability between systems. They can
be used for content explicitation for information sources and serve as an index
to a repository of information. They can also be used as a basis for integration
of information sources and as a query model for information sources. To assist
users in developing and maintaining ontologies a number of tools have been
developed and comparative studies of ontological engineering tools have been
performed. In [DSWKB99] Ontolingua, WebOnto, Prot�eg�eWin, OntoSaurus,
ODE and KADS22 were compared. The authors used ontologies concerning
academia and university studies for testing. In [HP02] we used Gene On-
tology to compare the basic functionality of the ontology tools Prot�eg�e-2000,
Chimaera, DAGEdit and OilEd.

Within the bioinformatics area there are a number of bio-ontologies, each
with their own focus, that cover di�erent aspects in molecular biology such
as molecular function and cell signaling. Many of these ontologies contain
overlapping information. For instance, a protein can be involved in both cell
signaling and other biological processes. In applications using ontologies it is
therefore of interest to be able to use multiple ontologies. However, to obtain
the best results, we need to know how the ontologies overlap and align them or
merge them into a new ontology. Another reason for merging ontologies is that



it allows for the creation of ontologies that can later be composed into larger
ontologies. Also, companies may want to use de facto standard ontologies and
merge them with company-speci�c ontologies. There exist a number of tools
for merging ontologies that have been used outside the bioinformatics area. In
this paper we evaluate how well these tools work for merging bio-ontologies.
We have chosen to evaluate Prot�eg�e-2000with PROMPT and Chimaera, which
are, currently, two of the main ontology merging tools. We describe these tools
in section 3. We looked at a number of bio-ontologies and decided to use two
ontologies for testing: Gene Ontology, which has become a de facto standard
and Signal-Ontology. The overlap between these ontologies gives interesting
test cases. In section 2 we brie
y describe these ontologies. In section 4 we
discuss the evaluation criteria, the evaluation method and the set-up of the
evaluation. Section 5 discusses, because of space limitations, a high-level view
of the results of the evaluation. More details can be found in [Edb02].

2 Ontologies

2.1 Gene Ontology

The Gene Ontology (GO) Consortium is a joint project with as goal to produce
a structured, precisely de�ned, common and dynamic controlled vocabulary
that describes the roles of genes and proteins in all organisms [GO]. Currently,
there are three independent ontologies publicly available over the Internet: bi-
ological process, molecular function and cellular component. The biological
process ontology deals with biological objectives to which the gene or gene
product contribute. A process is accomplished via one or more ordered assem-
blies of molecular functions. The molecular function ontology deals with the
biochemical activities of a gene product. It only describes what is done with-
out specifying where or when the event takes place. The cellular component
ontology describes the places where a gene product can be active. The GO
ontologies are becoming a de facto standard and many di�erent bio-databases
are today annotated with GO terms. The ontologies grow continuously. The
terms in GO are arranged as nodes in a directed acyclic graph, where multiple
inheritance is allowed.

2.2 Signal-Ontology

The purpose of the Signal-Ontology (SO) [SO] project is to extract common
features of cell signaling in the model organisms, try to understand what cell
signaling is and how cell signaling systems can be modeled. SO is a publicly
available controlled vocabulary of the cell signaling system. It is based on
the knowledge of the Cell Signaling Networks databank [TNK98] and treats



complex knowledge of living cells such as pathways, networks and causal re-
lationships among molecules [TT00]. SO consists of four di�erent conceptual
classes: signal motif, reaction, signal family and cellular function. In the sig-
nal motif class the units of the signaling network that are conserved through
species are de�ned. In the reaction class the biochemical properties of indi-
vidual molecular reactions in the signaling pathways are de�ned. The signal
family class provides a functional classi�cation of signal molecules and the
cellular function class classi�es biological functions controlled by the cell sig-
naling system. SO is composed of signal modules that are minimal units of
signal processing common to the model species. Each module models a con-
cept extracted from biological information and constitutes a unit in the signal
transduction. The ontology consists of a 
ow diagram of signal transduction
and a conceptual hierarchy of biochemical attributes of signaling molecules.

3 Tools for merging ontologies

3.1 Prot�eg�e-2000 with PROMPT

Prot�eg�e-2000 is software for creating, editing and browsing ontologies de-
veloped by Stanford Medical Informatics. The design and development of
Prot�eg�e-2000 has been driven by two goals: to be compatible with other
systems for knowledge representation and to be an easy to use and con�g-
urable tool for knowledge extraction. Prot�eg�e-2000 is available as free soft-
ware and should be installed locally. It also has a number of plug-ins, among
others PROMPT, which is an algorithm for merging and aligning ontologies
[PROMPT, NM00].

When merging two ontologies PROMPT creates a list of suggested opera-
tions. An operation can, for instance, be to merge two terms or to copy a term
to the new ontology. The user can then perform an operation by choosing one
of the suggestions or by specifying an operation directly. PROMPT performs
the chosen operation and additional changes that follow from that operation.
The list of suggestions is then updated and a list of con
icts and possible so-
lutions to these con
icts is created. This is repeated until the new ontology is
ready. PROMPT was previously called SMART and a high-level description
of the algorithm is given in [NM99].

3.2 Chimaera

Chimaera is developed by the Knowledge Systems Laboratory at Stanford
University to provide assistance to users for browsing, editing, merging and
diagnosing of ontologies. It was built on top of the Ontolingua Distributed
Collaborative Ontology Environment. The initial goal was to develop a tool
that could give substantial assistance for the task of merging knowledge bases



produced by di�erent users for di�erent purposes with di�erent assumptions
and di�erent vocabulary. Later the goals of supporting testing and diagnosing
ontologies arose as well. The user interacts with Chimaera through a browser
such as Netscape or Microsoft Internet Explorer [MFRW00].

The two main tasks when merging two ontologies in Chimaera are to merge
two semantically identical terms from di�erent ontologies so that they are re-
ferred to by the same name in the resulting ontology, and to identify terms
that should be related via the is-a, disjointness or instance relationships and
provide support for introducing those relationships. Chimaera also supports
the identi�cation of the locations for editing and performing the edits. Today,
Chimaera has support for merging taxonomies of terms and for merging at-
tributes. The support for merging relations, functions, facets, individuals and
axioms will be developed later. To assist the user Chimaera generates name
resolution lists that suggest terms that are candidates to be merged or to have
taxonomic relationships not yet included in the merged ontology. Chimaera
also generates a taxonomy resolution list where it suggests taxonomy areas
that are candidates for reorganization. On the basis of these lists the user
decides what should be done.

4 Evaluation Methods

In this section we present the evaluation of the ontology merging tools Prot�eg�e-
2000 with PROMPT and Chimaera. We only discuss the systems in terms of
their support for merging ontologies in some detail. We have also studied
the systems in a more general study of ontology tools and refer to [HP02] for
detailed results concerning the other functionality of these systems.

4.1 Methods

The evaluation of the tools has been divided into two parts. In the �rst part we
evaluated the systems based on a number of prede�ned criteria. The evaluation
was done through a literature study and tests using GO and SO. The criteria
that were evaluated are presented in section 4.3.

In the second part of the evaluation the user interface of the systems was
evaluated. For this we used an empirical approach. In this technique end
users test the systems. This approach is usually time-consuming and requires
the use of test persons, but has the advantage that the problems that are
discovered are real problems. The use of this method requires the development
of good instructions for the test persons. In our evaluation eight test persons
participated, four with a computer science background and four with a biology
background. The biologists were used to work with computers. They had
no experience of working with ontologies. As evaluation method we used the



REAL method [L�ow93]. This method was chosen for its ease of use, because
it requires few test persons and it usually gives good results. Before the actual
evaluation the test persons were given information on ontologies, what they are,
how they can be represented, what they are used for etc. Then the test persons
familiarized themselves with the tools using a tutorial and by doing another
evaluation [HP02]. This took about 1.5 to 2.5 hours per person. The actual
evaluation for each system was divided into two parts. During the �rst part
the test persons were given a number of tasks to perform. They had a manual
on paper and the system help (when available) for support. They were asked
to think loud and an evaluator took notes during the process. Afterwards, the
test persons were asked to �ll in a questionnaire. The questionnaire consisted
of questions with coded values. The test persons were also asked to write
comments on their grading. In total this took about 1.5 to 2.5 hours per
person.

4.2 Description of test ontologies

In our tests two chosen `cases' from GO and SO were used. Each case consists
of one part of SO and one part of GO. Each case was chosen in such a way
that there was an overlap between the GO part and the SO part. The �rst
case, behavior, contains approximately 60 terms from GO and approximately
10 terms from SO. The second case, immune defense, contains approximately
70 terms from GO and approximately 15 terms from SO. A complete listing of
the terms that are included can be found in [Edb02]. We used more terms from
GO than from SO because the granularity of GO is higher than the granularity
of SO for these topics. The terms in SO and GO include concepts, attributes
and instances. The concepts are arranged in a hierarchy. Concepts may have
attributes. The attributes are not hierarchically organized. Each concept may
also have instances.

4.3 Evaluation criteria

Our criteria for the �rst part of the evaluation are partly based on previous
work on evaluating ontology tools [DSWKB99] and ontology exchange lan-
guages for bioinformatics [McE00]. We investigated the availability of the
tool. We tested the systems during a period of time and checked their sta-
bility. Further, we looked at the representation language that is used by the
tools. For the merging we evaluated the tools with respect to the functionality
they provide. This deals with issues such as what kind of ontologies can be
merged and whether consistency checking is performed. We also looked at
the assistance that is given to the user while merging. Both tools generate
suggestions for merging. We looked at how the suggestions are generated and



evaluated their quality measuring precision and recall using our test ontologies.
The precision measures how many of the suggestions are relevant, while recall
measures how many of the total number of the relevant suggestions the sys-
tems actually proposed. Further, we also measured the time it took to merge
the test ontologies using the tools.

The user interface was evaluated using the REAL approach. The aspects
studied in this evaluation are Relevance, E�ciency, Attitude and Learnability.
Relevance measures how well a user's needs are satis�ed by the tool. E�ciency
measures how fast users can perform their tasks using the tool. The subjec-
tive feelings towards the tools are measured by attitude. Finally, learnability
measures how easy or di�cult it is to learn the tool for initial use as well as
how much a user can remember the workings of the tool.

5 Evaluation Results and Discussion

5.1 General

Prot�eg�e-2000 with PROMPT is available as free Java software and is installed
locally. Chimaera is available over the Internet and requires a relatively fast
connection to be able to work e�ciently. With high use of the network even
simple operations can take a long time to perform.

Prot�eg�e-2000 with PROMPT is not entirely stable. During about 35 hours
(excluding user interface evaluation time) of work the Prot�eg�e-2000 program
had to be terminated in an abnormal way �ve times. Together with PROMPT
this happened about half of the times we worked with merging. During about
10 hours (excluding user interface evaluation time) of work with Chimaera,
the system has been stable. On one occasion the server at Stanford was not
accessible.

Both Prot�eg�e-2000 with PROMPT and Chimaera allow import and export
of ontologies in di�erent formats. Prot�eg�e-2000 also allows user-programmed
plug-ins to import and export to other formats. The internal representations in
both systems are based on the Open Knowledge Base Connectivity (OKBC),
which is an application programming interface for frame-based knowledge rep-
resentation systems [CFFKR98]. The internal language of Prot�eg�e-2000 is less
expressive than the language of Chimaera. Both are frame based and are ex-
pressive enough to represent most of the current bio-ontologies, including our
test ontologies.

5.2 Merging

Prot�eg�e-2000 with PROMPT allows for merging and copying concepts, at-
tributes and instances from two ontologies to a new ontology. PROMPT gen-
erates suggestions for merge operations on concept and attribute levels together



Table 1: Quality of suggestions

Tool Case Suggestions Correct Missing Recall Precision

PROMPT B 3 3 2 0.6 1
Chimaera B 16 4 1 0.8 0.25

PROMPT ID 4 4 5 0.44 1
Chimaera ID 10 4 5 0.44 0.4

with an explanation of why these suggestions were made. When the user de-
cides to follow the suggestion, also a number of other changes (logically derived)
are made automatically and new suggestions may be derived too. PROMPT
also identi�es possible con
icts that could occur as a result of the merging and
proposes possible solutions. Concepts in the original ontologies that are not
merged need to be copied into the new ontology.

The generation of suggestions is based on similarities in the concept and
attribute names, but in [NM99] the authors suggest that the similaritymeasure
is not hard-coded and that users may de�ne their own similaritymeasures. For
the tests, however, we used the system as it is provided in the distribution.
Extensions to the basic algorithm are being made, such as Anchor-PROMPT
[NM01] where paths between merged concepts in the two ontologies are inves-
tigated to �nd new suggestions.

Chimaera provides about seventy commands in the user interface, thereby
providing a taxonomy and slot editor. The applicable commands at each point
in time are made available by the interface. Some of these commands are
related to ontology merging such as `merge classes' and `move class x to become
a subclass of class y'. There are also commands related to diagnosis that,
among others, check for incompleteness, cycles and value-type mismatches.

As a help to the user, Chimaera generates a list of concepts and attributes
that are candidates for merging. The generation of this list is based on simi-
larities in names, de�nitions, acronyms, name extensions, names that appear
as su�xes in other names etc. Also a list with suggestions for areas that may
need restructuring is generated based on heuristics. For instance, one heuristic
looks for concepts that have direct sub-concepts in both ontologies and suggest
these as restructuring areas [MFRW00]. A di�erence between PROMPT and
Chimaera is that Chimaera suggests concepts and places where actions may
need to be taken, while PROMPT also suggests what actions should be taken.

In table 1 we show the results regarding precision and recall for the cases
behavior (B) and immune defense (ID), respectively. The `suggestions' col-
umn informs about the number of suggestions that were made. The `correct'



Table 2: Time (in minutes) for merging

Tool Case Merging based Additional time Total
on suggestions

PROMPT B 15
Chimaera B 8 0 8

PROMPT ID 26
Chimaera ID 10 5 15

column shows how many of the suggestions were relevant while the `missing'
column shows how many of the relevant suggestions were missing. In total
there were 5 possible cases for merging in behavior and 9 possible cases in
immune defense. PROMPT got perfect precision in both test cases, while
Chimaera's precision was below 50%. However, PROMPT gave much fewer
suggestions than Chimaera. Chimaera's recall was higher than PROMPT's
recall, but both performed relatively poorly on immune defense. Examples of
concepts to merge that were missing were: `in
ammatory response' and `in-

ammation', `antigen processing and presentation' and `antigen presentation',
and `complement activation' and `complement signaling'. The last pair would
have been found if we compiled a synonym list based on the synomyms given
in GO and SO. The two other pairs might have been found with less restrict
string matching.

In table 2 we show the results regarding the time it took to merge the test
ontologies for the cases behavior (B) and immune defense (ID), respectively.
For Chimaera we calculated the time to merge the ontologies based on the sug-
gestions and the additional time it took to merge the concepts and attributes
that were not suggested by the program. For PROMPT we only calculated
the complete time as much of the work was spent on copying the concepts and
attributes that did not need to be merged. It is clear that merging was much
faster with Chimaera than with PROMPT. This may be a key factor when we
want to merge large ontologies.

5.3 User interface

The results from the questionnaire are found in tables 3 and 4. In this sec-
tion we summarize these results as well as the observations reported from the
comments the test persons gave during the evaluation.
Relevance The test persons felt it was better to use PROMPT than Chimaera
for the merging of ontologies. This depended, among others, on the fact that
it takes relatively long time to get a response for some operations in Chimaera.



Table 3: Evaluation of graphical user interface for Prot�eg�e-2000 with PROMPT

Question Mean Min Max

Relevance

To use PROMPT for merging ontologies feels (bad=1, good=10) 8.25 3 10

E�ciency

To merge ontologies with PROMPT feels (di�cult=1, easy=10) 5.50 3 8
To choose wanted operation feels (di�cult=1, easy=10) 6.63 3 10
The overview over the ontologies you wish to merge feels 8.50 5 10
(bad=1, good=10)
The overview over the terms, attributes and instances 7.13 4 9
you merge feels (bad=1, good=10)

Attitude

To merge ontologies with PROMPT seems (boring=1, fun=10) 5.88 1 10
To decide whether two terms, attributes or instances should 7.63 6 9
be merged or not seems (di�cult=1, easy=10)
The naming of the operations is (unclear=1, clear=10) 8 4 10
The naming feels (inconsistent=1, consistent=10) 8.50 6 10

Learnability

To learn how to merge ontologies seems (di�cult=1, easy=10) 6.25 4 9
The available help feels (insu�cient=1, su�cient=10) 5.63 2 8
To learn how to load the ontologies you wish to merge feels 8.25 5 10
(di�cult=1, easy=10)
To learn how to merge terms, attributes and instances feels 7 4 10
(di�cult=1, easy=10)
To learn how to copy the terms, attributes and instances 7 4 10
that you do not wish to merge, feels (di�cult=1, easy=10)

E�ciency The test persons found that it was better to use PROMPT than
Chimaera for speci�c operations and the fact that some operations with Chi-
maera took a long time was one of the reasons for the lower score. How-
ever, they also thought that merging ontologies required too much work with
PROMPT. In particular, the need to remember and copy all the concepts,
attributes and instances that were not merged was considered awkward. The
overview over the ontologies in the tool was considered to be better in PROMPT
than in Chimaera. In particular, the fact that the original ontologies were kept
and represented in di�erent colors in PROMPT was considered good. In Chi-
maera it was di�cult to see where in the hierarchy a concept was situated. The
choice of operations to perform was easier in PROMPT than in Chimaera. This
may be because Chimaera allows for many more operations than PROMPT,



Table 4: Evaluation of graphical user interface for Chimaera

Question Mean Min Max

Relevance

To use Chimaera for merging ontologies feels (bad=1, good=10) 6.25 2 10

E�ciency

To merge ontologies with Chimaera feels (di�cult=1, easy=10) 5.25 2 9
To choose wanted operation feels (di�cult=1, easy=10) 6 1 10
The overview over the ontologies you wish to merge feels 5.25 2 9
(bad=1, good=10)
The overview over the terms and attributes you merge feels 5.63 2 8
(bad=1, good=10)

Attitude

To merge ontologies with Chimaera seems (boring=1, fun=10) 3.88 1 8
To decide whether two terms or attributes should be 5.75 5 9
merged or not seems (di�cult=1, easy=10)
The naming of the operations is (unclear=1, clear=10) 5.75 1 10
The naming feels (inconsistent=1, consistent=10) 7.63 6 10

Learnability

To learn how to merge ontologies seems (di�cult=1, easy=10) 6.63 3 10
The available help feels (insu�cient=1, su�cient=10) 6.50 5 10
To learn how to load the ontologies you wish to merge feels 6.63 2 10
(di�cult=1, easy=10)
To learn how to merge terms, attributes and instances feels 7 2 10
(di�cult=1, easy=10)

which may make it harder to �nd and choose the right operation.
Attitude The test persons found it was more fun to use PROMPT than Chi-
maera. Chimaera's graphical user interface was considered to be boring and
unclear. Also, it was felt that the names of the operations were more self-
explaining in PROMPT than in Chimaera.
Learnability To learn how to merge ontologies felt equally hard for both sys-
tems. The available help for Chimaera was considered better than the help for
PROMPT. The hardest to learn was how to copy the concepts, attributes and
instances that are not merged in PROMPT.

5.4 Method critique

Although we have some experience with ontologies, we are not the common
end users of ontology merging tools. This may have an in
uence on the results
of the �rst part of the evaluation. However, we have tried to minimize this



in
uence by studying other evaluations, learning to work with the tools and
clearly de�ning the criteria before the actual evaluation.

The test persons in the user interface evaluation were novices in using
ontologies and ontology merging. Therefore, there may have been an in
uence
on the way the test persons performed the given tasks. In particular, there may
have been a larger in
uence for the results of Chimaera than for PROMPT as
the choice of operations in Chimaera is signi�cantly larger.

We were also concerned about the fact that doing a task in one tool may
make it easier to perform a similar task in the next tool. Therefore, to minimize
the e�ects on the results of having done a similar task before we varied the
order in which the di�erent test persons evaluated the two tools.

As we wanted to investigate whether a test person's knowledge of biology
would in
uence the results in the user interface evaluation, we took test persons
that work daily with biology and persons that have only high school knowledge
of biology. However, there was no signi�cant di�erence between the results of
these two groups.

6 Conclusion

In this paper we have evaluated Prot�eg�e-2000 with PROMPT and Chimaera
for their use as ontology merging tools in bioinformatics. We used two cases
based on Gene Ontology and Signal-Ontology as test cases. Both systems
are expressive enough to model most of the current bio-ontologies. The user
interface of Prot�eg�e-2000with PROMPTwas considered better than Chimaera.
It gave a better overview over the ontologies and it was easier to work with.
Chimaera, however, provides more functionality and better help. It is also
much faster to merge ontologies with Chimaera. This may be an important
factor when merging large ontologies. The quality of the suggestions could
be improved for both systems and work is ongoing by the developers. We
actually implemented our own algorithm for merging using synonym lists and
less restricted string matching and got better results for precision and recall
[Edb02]. Another issue that may be taken into consideration are the results of
[HP02] where it is shown that Prot�eg�e-2000 with PROMPT has characteristics
that make it appropriate to use in the early phases of ontology creation and
Chimaera is a good choice for later phases such as analysis and maintenance.
As the tools allow for some common import languages, using both tools may
actually be an option.
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