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Abstract

Background: Database Management Systems (DBMSs) use declarative language to
execute queries to stored data. The DBMS defines how data will be processed and
ultimately retrieved. Therefore, it must choose the best option from the different
possibilities based on an estimation process. The optimization process uses estimated
cardinalities to make optimization decisions, such as choosing predicate order.

Methods: In this paper, we propose Robust Cardinality, an approach to calculate
cardinality estimates of query operations to guide the execution engine of the DBMSs
to choose the best possible form or at least avoid the worst one. By using machine
learning, instead of the current histogram heuristics, it is possible to improve these
estimates; hence, leading to more efficient query execution.

Results: We perform experimental tests using PostgreSQL, comparing both estimators
and a modern technique proposed in the literature. With Robust Cardinality, a lower
estimation error of a batch of queries was obtained and PostgreSQL executed these
queries more efficiently than when using the default estimator. We observed a 3%
reduction in execution time after reducing 4 times the query estimation error.

Conclusions: From the results, it is possible to conclude that this new approach
results in improvements in query processing in DBMSs, especially in the generation of
cardinality estimates.

Keywords: Query optimization, Cardinality estimation, Machine learning

Introduction
Query optimization is a widely explored field of study. One of the most impactful tasks in
the process of query optimization is cardinality estimation. To select an optimal execu-
tion plan among several plan alternatives, the query optimizer calculates how much the
execution plan will cost. As plans are not immediately executed, the system is unable to
calculate their costs in advance. Thus, it has to rely on estimates. If the estimates are off,
the consequences are slow queries and performance variation.
To retrieve estimates, most commercial database management systems (DBMS) rely on

histograms [1], since they allow for a trade-off in memory space to store the histogram
and estimation speed, as it is very quick to get a sample from a histogram. However,
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histograms are costly to build, they need to be rebuilt for refreshing and do not capture
some data characteristics, such as data values correlation [2, 3].
Although many database systems can be configured to take these characteristics into

account, this configuration requires expert knowledge of both the database system and
the application data domain. Without this expert knowledge, this scenario leads to errors
in estimation and performance hindering in systems when the workload involves complex
queries and tables do have some correlation between attributes [2–5].
Also, according to Ioannidis et al. [4], cardinality estimation errors can be propagated

in an exponential fashion, highly impacting the query optimizer decision.
PostgreSQL, for example, allows for that approach through the statistics object. It

receives a set of attributes for monitoring and, as queries are executed on the table, it
attempts to discover a possible correlation between the existing values in each attribute,
instead of considering them separately. Then, the analyze command computes the statis-
tics, through a sample of the table. It should be noted that this requires expert knowledge
of both the DBMS, on how to set up these statistics, and the dataset, to use the best
attributes on the value set so that the estimations are improved. Without this execution
of analyze command, the PostgreSQL estimator is based on three principles: uniformity,
independence, and principle of inclusion [2].
Machine learning techniques are currently being explored in many stages of the DBMS,

from parameter tuning [6–8], to index creation and maintenance [9–11] and query opti-
mization [12–14]. The evolving characteristic of many machine learning models makes a
strong case for using these techniques to model problems without a high cost to update
and obtain good results as more instances are observed.
By using machine learning models, it can be possible to achieve lower estimation errors

and better execution times without having all the expert knowledge needed to do so,
therefore, improving the general performance of the DBMS.
This work proposes Robust Cardinality, a machine learning backed approach to esti-

mate query cardinalities with a given confidence, being able to judge whether its esti-
mations are good enough. This technique is said to be robust since it is possible to
manage the prediction’s uncertainty. We implemented Robust Cardinality in PostgreSQL
and obtained improvements in both error estimation and execution time. We also com-
pared estimates with a state-of-the-art machine learning estimator, obtaining a majority
of better results. This work’s contributions are as follows:

Efficient machine learning technique to predict query cardinality. Using machine
learning models enables us to achieve better cardinality estimations for SQL queries,
resulting in better cost estimation and better query plan choices. Our approach
quickly builds models with very low overhead on the query execution time differently
from other approaches based on neural networks. Simultaneously, considering
90-percentile of estimates’ accuracy through the Q-error metric, Robust Cardinality
has 4x lower error than the traditional technique based on histogram and 2x when
compared with a modern technique based on machine learning using the same
dataset. Regarding the query execution time, our approach can reduce the query
runtime by around 3% in comparison to the default PostgreSQL implementation.
Evolving model construction. The process of building a model is continuously
evolving as data is updated and query cardinality changes. Robust Cardinality



Praciano et al. Journal of the Brazilian Computer Society           (2021) 27:11 Page 3 of 24

accumulates previous knowledge to build new models; therefore, it constantly adapts
to query data evolution. None of our competitors presents an evolutionary approach
or keeps the metadata out of date as in more traditional approaches.
Robust approach to inaccurate predictions. Robust Cardinality supports a confidence
interval on query cardinality prediction. During estimation, if the prediction seems to
be inaccurate, an optimized execute plan found by the traditional technique is
scheduled for execution on the query engine. Thus, Robust Cardinality is more
flexible than recent related works that are also machine learning-based techniques.
Real DBMS experimental results. We have reported results from experiments using a
recent implementation of the PostgreSQL query engine. Although we could have
experimented independently from a relational DBMS as most of the other
approaches, we wanted to evaluate Robust Cardinality in an established and more
than approved DBMS with a real SQL query engine. In addition, we were able to
analyze our approach against traditional histogram techniques and make use of them
whenever our predictions were outside of a confidence interval.

The paper is organized as follows: The “Related work” section discusses related works.
The “Robust Cardinality” section explains how Robust Cardinality is designed, highlight-
ing how the estimates are generated over time and how it integrates with a DBMS. The
“Experimental evaluation” section presents the experimental evaluation, and, finally, we
conclude in the “Conclusion and future work” section presenting our final remarks and
possible future works.

Related work
Cardinality estimation is one of the problems of query processing that most gained atten-
tion in the database scientific community because of its importance in the whole database
systems stack and performance, see recent surveys, such as [15, 16] for an overview. His-
tograms [1] and sampling techniques [17] were the first two techniques proposed to solve
this problem. The latter was not adopted by the main systems because of its intrinsic high
cost, despite its good accuracy. In contrast, most relational database systems implemented
estimation techniques based on histograms using some premises to deal with all kinds of
queries. Although its accuracy is good for most cases, there are some cases where this
technique does not fit at all. For example, the histogram is not suitable when there is too
much correlated data, because usually it is uni-dimensional, therefore, does not capture
correlation data between attributes.
In an attempt to overcome the cases where histogram-based techniques have a bad

performance, some works in the literature [18, 19] propose to incorporate a feedback car-
dinality loop, a method that monitors the cardinalities present in the query plans at run
timewith the purpose of obtaining the true cardinalities and, consequently, injecting them
in the next queries that involve the cardinalities already acquired. Exploring this valu-
able knowledge obtained through the queries already executed brings to light the possible
errors that occurred in the process of optimizing these queries, enabling the identification
of the part where an inaccuracy of the histograms’ estimates occurs.
Liu et al. [20] propose the use of machine learning techniques to address the cardinality

estimation problem. The approach consists of using neural networks to learn selectivity
from SQL query predicates. In this way, they model the problem as a supervised learning



Praciano et al. Journal of the Brazilian Computer Society           (2021) 27:11 Page 4 of 24

one which replaces the histogram with a neural network. This approach only allows for
single table queries. Thus, several practical and realistic queries are not addressed by it.
Since then, many works choose to dive into the subject [21]. Dutt et al. [22] present a

cardinality estimator in a similar approach to Liu et al. Instead of only neural networks,
they use regression machine learning models, such as ensemble trees. This approach
makes all predicates have a selectivity estimate. To do so, they model queries in a way that
if an attribute is not present in a predicate of the query, a predicate bounded by upper and
lower values is created only as a filler, since the model requires queries with all attributes
as predicates. As in this work, the existing technique applied in the DBMS is not excluded,
orchestrating the prediction work with the DBMS. In contrast, our work considers the
joining clauses as well that are not addressed in their work.
Kipf et al. propose learned cardinalities [23], a technique that uses a deep learning

approach formed by a neural network set named MSCN [24]. Queries are split into 3 sets
that are input in MSCN, a table set, a join set, and a predicate set. Each of these sets is
encoded into one-hot vectors. After these sets are built, each of them is input to a neural
network, where the outputs are averaged through pooling, resulting in a compact repre-
sentation of the query. This is used as input to a final neural network that, from this input,
generates the query cardinality estimate. An interesting contribution from that work is
a query generator, intended to create a labeled training set to the prediction model. In
summary, the algorithm generates uniform randomnumbers to select the tables and pred-
icates in a query, then executes the query against the database to obtain its real cardinality,
then, both query and cardinality are added to the training set.
Woltmann et al. [25] change the previous work on the neural networks. Instead of hav-

ing a model that oversees the entire database, it constructs a single neural network for
each sub-part of the database, handling it as a local approach, not a global one. This
changes the query modeling and incurs in an extra decision for the optimizer, which
models should be used to estimate cardinality. Then, several models can be used when
generating the query cardinality estimate.
Negi et al. [26] tackle the cardinality estimation problem from a different perspective.

Instead of focusing onminimizing the general cardinality estimation error, it takes a more
direct approach in checking whether the generated plan had a better execution time than
the default through a metric called plan-error. As a consequence, the learned cardinal-
ity estimators are penalized according to execution time rather than estimation error. It
shows that, although aggregates of estimate errors are higher, execution times are lower,
because the estimator is more accurate in the nodes that impact most in the execution
times.
We use learned cardinalities as a baseline in this work. Our query encoding technique

is also inspired by this work, although with minor differences, for example, we chose to
have a single vector instead of three sets, and there is not a sampling related section in
the vector, because sampling is not used. In our work, we use a gradient boosting decision
tree (GBDT) model [27, 28] instead of a neural network, as it has advantages in training
time and a way to increment new information to themodel, providing the ability to update
it periodically, allowing for an evolutionary process. Besides that, we add a measure of
uncertainty into the processes, so that the machine learning model can feedback how
close its estimations are to the real cardinality. Therefore, the database system can choose
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between using that estimation or to make one using a standard method, histogram, for
example.
The related works highlight two open lines of research, which are addressed in this

work: uncertainty handling in the estimates and integration with a real system.While this
is mentioned in Dutt et al., the experiments in these related works are focused on the
cardinality estimates and do not perform end-to-end testing using a full-fledged system.
Also, they use predictions as they come, not allowing for expert knowledge to ponder
whether these predictions can be improved.

Robust Cardinality
In this paper, we propose Robust Cardinality, a cardinality estimation model using
machine learning that can be periodically updated. It can be used in an evolving environ-
ment, where data is still added, updated, and read. We use GBDT as the machine learning
algorithm, since it combines a number of weak learners to create a complete and strong
model and allows for controlling the uncertainty of the answer. This machine learning
technique has been widely used in many types of learning tasks due to its accuracy as well
as efficiency. The “GBDT in cardinality prediction” section explains how this algorithm
works in more details and how to apply it in our scenario.
This machine learning technique is specially adequate for our scenario because the

computational cost and taken time for training and refreshing are low when compared
with other strategies, such as neural networks or deep learning models, and stays suffi-
ciently efficient. In this way, we can retrain the model periodically to capture database
changes with easiness. This technique also allows calculating the uncertainty of the model
output, which means that we can know how confident is the model in the calculated
response, enabling it to opt whether to use it or not.
Our model operates in the query processing and optimization phases. Its architecture

is shown in Fig. 1. The model communicates with several components of the DBMS. At
the workload generator, a randomized workload can be generated for the initial training
in a way similar to [23]. It is important to highlight that any method for generating queries
can be used.
This module communicates with the catalog to obtain schema information to generate

the workload. The encoder module processes and transforms queries into input for the

Fig. 1 Robust Cardinality. Proposed architecture
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model. Then, a decision is made whether the model must be refreshed or not. If so, the
training thread retrieves encoded data and updates the model, else, the query is passed
on to the predictor module, which uses the generated machine learning model to predict
the query cardinality estimates. After the query is processed and there are real values for
the cardinality, these are stored in the accumulator and will be used once the decision to
refresh the model is positive.
In Fig. 2, the DBMS integration is shown. It shows the communication with the catalog

and with other DBMS components. The query is preprocessed before it can be analyzed
in the optimization process. During the query optimization, the DBMS explores many of
the possible plan trees in the plan generator. To estimate the cost of each one of them, the
cardinality estimator will use the model to calculate each plan node’s cardinality, provid-
ing, as input to the model, a representation of these. The plan with the lowest estimated
cost will be executed and, after execution ends, the model gets query results from the
executor and stores them for its updating process in the future.
The technique allows for a non-invasive model integration, where some components’

output is used as input for the model, such as retrieving table schemas from the cata-
log, reading current estimates from the estimator, and retrieving the actual cardinalities
after the query is executed. Meanwhile, the model updates the estimates in the cardinality
estimator using its output, to allow the optimizer to choose the best plan based on more
accurate estimates. There may be times where the model’s estimates are far off, for exam-
ple, when there is a sudden change in the workload. We discuss later on how to handle
inadequate estimates.
The technique is designed as plug-and-play, requiring a minimal change in the DBMS

or none, if there is an interface that allows the model to modify the values of the cardi-
nality estimator. This also allows it to fall back to the DBMS native method of estimating
cardinalities, in case the model is not confident enough in its estimates or more specific
situation, such as selections from a base table, where the histogram can perform well.

Fig. 2 Robust Cardinality. Integration with the DBMS architecture
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GBDT in cardinality prediction

GBDT is an ensemble supervised learning algorithm. In this approach, a set of learners,
namely decision trees are trained to learn the queries’ cardinalities in order that each one
of these learners generates a prediction. These predictions are combined into a single final
prediction to obtain the query cardinality’s estimates using some strategy, for instance,
mean value [29, 30]. Figure 3 shows the architecture of this algorithm
In GBDT, a learner is said to be weak when its predictions are slightly better than those

of a random one. The motivation behind ensemble methods is that the combination of
the predictions of several weak learners generates a robust, powerful, more representative
model [32]. Lately, this technique has shown good predictive power in different types of
learning, such as regression [33], which is the type of task Robust Cardinality is modeled
after. Although there are many ensemble supervised learning algorithms, such as bag-
ging, boosting, stacking [34–37], we chose GBDT, a boosting-based algorithm, due to the
fact that this technique allows to use the quantile regression technique [38] permitting
to manage the uncertainty of the model predictions. This is a strong point of our work
since the DBA will be able to choose a parameter that will be used to decide if it uses the
predictions of our model or falls under a default approach.
Training a model using GBDT in Robust Cardinality requires a training set X composed

of encoded queries and labels of their respective cardinalities y. Details about the query
encoding process will be explained in the following subsection. This set will be used to
specialize the structure of the learners through the boosting technique [39] in which each
of the learners is obtained one after the other with the most current learner being trained
taking into account the errors that occurred in the learning process of the previous ones.
Formally, this process can be resumed in the following equation.

Mk(X) = Mk−1(X)
︸ ︷︷ ︸

current model

+ λγkEk(X)
︸ ︷︷ ︸

new learner

= Mk−1(X) + arg min
γk ,Ek

n
∑

i=1
L(yi,Mk−1(xi) + γkEk(xi))
︸ ︷︷ ︸

cost function

(1)

To obtain the modelMk composed by the k already trained learners, the current model
Mk−1 is used alongside the new learner Ek , parameterized by two factors: learning rate λ

and contribution factor γk . While λ is provided by the user, γk is adjusted by the GBDT
in order to calculate the influence that the new learner Ek will have in the final model
Mk . Finally, a differentiable cost function L is used to find the optimal splits of the new
learner’s nodes, i.e., that one that will minimize the overall cost. In this work, we chose

Fig. 3 An example of GBDT’s learners [31]. Each of one is a decision tree that was trained to generate a good
prediction illustrated by the blue nodes. All of these predictions are then transformed into a single final
prediction through a chosen function, commonly mean or voting. Hence, this final prediction will be used as
estimates by the optimizer
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the Q-error metric (defined in Eq. 2) as our cost function so that the query cardinality
estimates’ errors are decreased.
In this work, we used a new implementation of GBDT that incorporates two tech-

niques, namely, the gradient-based one-side sampling (GOSS) and the exclusive feature
bundling (EFB), in order to reduce the overhead of training a model when dealing with
huge datasets.
GOSS is a technique that retains instances with large gradients while performing ran-

dom sampling on instances with small gradients, on the assumption that instances with
small gradients present small training error, and those with large gradients present worst
ones.
EFBmerges data features that aremutually exclusive to reduce training complexity. This

reduces the number of features that must be processed by the model, reducing the dimen-
sionality of data. It can dramatically reduce the complexity of the algorithmwhen working
with high dimensional data.

Encoding

To use GBDT, the SQL query nor the structures such as abstract syntax trees and plan
trees can be consumed as-is. Therefore, the queries must be encoded, and this procedure
is shown in Fig. 4. The query is encoded in a vector, split into sections, in a way that each
table and predicate is represented. Predicate values must be numeric and are normalized
in min-max fashion. In the figure, this is represented by the vector x. Indexes x[0] to x[2]
encode the tables in the database that are being queried, where 1 means this table is in the
query, and 0 means it is not. Indexes x[3] to x[12] represent the non-join predicates, they
are split in a one-hot encoding vector for the attributes (x[3] to x[8]), a one-hot encoding
vector for the operator (x[9] to x[11]) and an entry for the predicate value (x[12]). Indexes
x[13] to x[15] are added when there are joins, as a one-hot vector where each entry is a
possible attribute join. In this example, the join between D.id_dep and E.id_dep.
To be used as a label, cardinality goes through two transformations. The first is the

logarithmic transformation, which is the application of the logarithmic function in the
cardinality and a min-max normalization similar to that used for numeric attributes. In
other words, the model will receive as input the queries’ cardinality normalized by these
two transformations. In this way, it will also produce predictions of normalized cardi-

Fig. 4 SQL query encoded
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nality. To obtain the cardinality estimate, two transformations that invert the operations
performed to normalize the cardinality are applied. First, a transformation is applied to
undo the min-max normalization and, subsequently, the logarithmic transformation is
undone by applying the exponential function to the value obtained immediately after
undoing the min-max transformation. With that, we obtain the cardinality estimate.

Training and evolution

Model training and evolution are offline operations from the DBMS perspective and hap-
pen asynchronously. The dataset is composed of the encoded queries and their label,
i.e., the cardinality. As said above, the original cardinalities are also preprocessed, being
subjected to two transformations, in which a logarithmic function is applied and a nor-
malization of the values is made, using min-max. When a prediction is made, the reverse
operations are applied, to retrieve a real value for the estimate.
To perform the initial training, a dataset composed of encoded queries and their car-

dinalities is needed. Therefore, we can either have a set of previously executed queries,
alongside their real cardinalities or generate a synthetic dataset based on the database
schemas. The latter can be achieved by an algorithm similar to Kipf et al. [23]. However,
in our work, we vary the number of joins from 0 to 4, instead of the original that considers
only up to 2 joins. It is important to note that this number of joins is a parameter that can
be chosen according to the DBA. Furthermore, by increasing the number of joins in the
queries that can be generated, it is possible that a greater variety of queries is obtained,
consequently the dimensional space of the queries’ features is better covered. Thus, the
trained model is more likely to yield a better generalization for the cardinality estimates.
This is one of the possible ways to deal with the well-known problem of the curse of
dimensionality that is common in machine learning.
The training algorithm is shown in Algorithm 1. In summary, it generates uniform ran-

dom numbers tomake the choice of relations and the selection and join predicates present
in a query, executes this generated query in order to obtain its cardinality and then adds
it to the training set that is being generated. Finally, it returns this training set X labeled
to be used in training the machine learning model.
This type of training allows for using the technique from start, instead of having to wait

for queries to execute without our input. This initial training set only has the query final
cardinality, not the inner operator cardinalities. This observation is important because
more joins means more error propagation from one operator node to another, that is, a
difference between the real and the estimated cardinality of an operator node in the query
tree may propagate exponentially and cause massive differences in estimations up the tree
[4]. Ourmodel predicts the output of the query, i.e., the root of the plan tree. To avoid only
having the final cardinality, the estimate is split along the tree, being recursively computed
for each child node except the leaves. Each child node corresponds to an intermediate
operation of the plan. To estimate the leaves’ cardinality, we make use of the DBMS stock
method to estimate cardinalities, usually a histogram. This technique is very effective for
single node operators, which is the case of the leaves, and avoids more overhead. In this
way, we can mitigate estimate errors while they do not outgrow the original values. It is
also important to notice that, due to the nature of the technique, neighbor nodes do not
influence one another, since they are not inputted concurrently into the GBDT.
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Algorithm 1: Training Set Generator. Based on [23].
Input: Relation setR, number of queries n
Output: Labeled training set X

1 begin
2 X ← ∅
3 for i = 1 → i = n do
4 R0 ← Choose randomly a relation that is referenced by others on setR
5 Ri ← R0
6 NJ ← Choose randomly a number of joins in between 0 and 4 for the new

queryQi
7 Ji ← ∅
8 for j = 1 → j ≤ NJ do
9 Rj ← Choose randomly a relation that is referenced by at least one

relation on setRi
10 Ri ← Ri + Rj
11 Ji ← Ji + join condition between Rj andRi

12 end
13 Pi ← ∅
14 for j = 1 → j ≤ |Ri| do
15 NP ← Choose randomly a number of predicates between 0 and the

number of non-key attributes on relationRi[ j]
16 for k = 1 → k ≤ NP do
17 Pk ← Choose randomly an non-key attribute ofRi[ j], an

mathematical operator and constant values to make a selection
predicate

18 Pi ← Pi + Pk
19 end
20 end
21 Qi ← Make a new query using Ri, Ji and Pi
22 c ← Run queryQi and obtain its cardinality
23 X ← X + (Qi, c)
24 end
25 return X
26 end

Model evolution is achieved by using an observation window, in which W queries are
stored, forming a Query Set, then used to improve the existing model. Figure 5 illustrates
this process. The first k queries correspond to the initial training, then, when the window
reaches its limit, a decision to update the model is made. While the updated model is
being generated, the current model stays active, since it is an offline process. When it is
ready, the current modelM1 is replaced by the updated modelM2.
To generate M2, the queries in the window are used to update M1, in this way, the

previous knowledge is not lost and the update process also does not take as long as the
initial training. The model also does not grow much in size because, when the update
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Fig. 5 Windowing model evolution

happens, the previous model is summarized then updated. Therefore, the complete his-
tory of the model is not stored, instead, a summary of previous evolutions alongside
the current update. This process is repeated until a Query Set n is reached. The num-
ber of times n can be defined as much as necessary to obtain an accurate final model
trained.

Uncertainty

As shown by Leis et al. [2], errors in cardinality estimation impact greatly on the DBMS
performance. When using machine learning models to predict cardinality values, it is a
good practice to embed a form to evaluate how confident are these predictions, taking
into account that it is not always possible to cover the search space in the training set. This
is known as the curse of dimensionality and it is a well-known problem in the context of
machine learning. The predictions’ uncertainty management makes the machine learning
models more reliable and allows for identifying the cases where their use can guarantee
higher accuracy estimates.
In our approach, we manage uncertainty through quantile regression technique, used

on GBDT altering the loss function. This approach is not directly translatable for other
techniques, as stated by Kipf et al. [23].
Uncertainty is a useful metric to avoid errors by the model, in this way, we calculate

it from a prediction interval, which contains the real value in a known probability, i.e.,
an error margin. Alongside the cardinality estimation model, we implement two quantile
prediction models that calculate upper and lower quantiles of this interval. The confi-
dence level is the difference between the quantiles, whichmeans, to have a 90% confidence
level, both the 5% and 95% quantiles must be calculated. Given a new query, the cardinal-
ity estimates will be calculated using the current model and check if they are trustworthy
by calculating the quantiles using the others models. This uncertainty can be set by a
DBA, which allows for higher control and usage of expert knowledge.
By this approach, if the prediction is off the interval or if the difference between the

quantiles real value is very high, there is a very high probability of the prediction being off.
When this happens, the cardinality estimates generated by themodel are highly penalized,
allowing for the DBMS to ignore them and use the default approach.
After the encoded query has its operator cardinalities estimated, Robust Cardinality

updates the values in the estimator, allowing for the optimizer to better select the exe-
cution plan among the candidates because now the estimates are closer to the actual
cost.
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Experimental evaluation
Setup and benchmark

The experiments were executed with an Intel Xeon E5-2609 v3, with six physical cores,
1.9 GHz per core, with an Ubuntu OS, with kernel version 4.15.0. Robust Cardinality is
implemented in Python 3, using libraries Scipy [40], scikit-learn [41], and LightGBM [42]
to implement the GBDT algorithm. For the DBMS, we used PostgreSQL 12 stable, as it is
the most recent version.
We modified PostgreSQL to be able to obtain the execution plans and also to inject the

new cardinality estimates into it. To store the queries and executions, a hidden table was
created within PostgreSQL, which stores the query and the actual cardinality. The new
estimates injection is done by modifying PostgreSQL structures named paths, which are
simple representations of query plans that are not directly executable. After evaluating the
paths, the DBMS expands the best of them into an actual execution plan. No other modi-
fications were made; so, any other PostgreSQL features that allow for a better cardinality
estimation by default were left untouched.
To evaluate Robust Cardinality, we used the Internet Movie Database (IMDb) dataset.

IMDb stores data about movies, actors, directors, and their relationships and comprises
21 tables. According to Leis et al. [43], given the characteristics of this database, such as
correlated attributes, non-uniform distributions, among others, cardinality estimation is
a harder task for DBMSs. Concerning the workloads, we use three: synthetic, scale, and
JOB-light. The synthetic one is composed by 100,000 synthetic queries that were gener-
ated using the process described in the “Robust Cardinality” section, 90% used to train
the model, 5% to validate, and 5% to test. The queries are select-project-join queries. The
other two workloads were proposed in [23]. While the workload scale is also synthetic,
JOB-light is composed of 70 queries from a real workload known as join order benchmark
(JOB) [2] based on the IMDb dataset. As proposed, the scale has 500 queries. However,
when we re-execute these queries to obtain the true cardinalities in our recent dataset
version; one of these queries had five relations on joint operations. Moreover, as these
five relations have a large number of tuples, it was not possible to re-execute it, as a full
memory error has always occurred, even increasing the size of the memory destined for
PostgreSQL. Thus, we leave this query out, making the scale composed of 499 queries.
The JOB-light, on the other hand, was successfully re-executed, allowing the 70 queries
to be used for our evaluation.

Regularization and hyper-parameter tuning

We used 90000 synthetic queries to conduct model training. A well-known problem in
the machine learning literature is the problem of over-training, which can lead to over-
fitting. That is, as we are training our model with a large number of queries, there is a
need to verify that the model will not be very well trained to answer only those queries,
while its power of generalization will be low for queries not seen in the training. To avoid
this, we apply four approaches that are used to prevent the generated model from being
biased. The first is that we carry out an L2-regularization with a factor of 0.33 that adds
a term in the loss function to be optimized, preventing the generated model from being
well adjusted for training queries. Another approach is that we set up a minimum of five
training queries in such a way that each leaf node of the generated decision trees must
have. Thus, the decision trees will not be as deep, therefore not adjusting too much to
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Table 1 Hyper-parameters and their values

Hyper-parameter Evaluated values

max_depth 8; 16

num_leaves 32; 64; 128

n_estimators 1000; 5000; 10,000

learning_rate 0.01; 0.1

the training data. Finally, the third and fourth approaches are interconnected. Basically,
they limit the number of data that will be used at each stage of the training. In the third,
only 90% of training queries are chosen at random to be used in the construction of each
decision tree. Similarly, the fourth strategy limits the training process to use only 90% of
the features of each query to build the model.
Furthermore, we used 5000 synthetic queries to tune the configuration of hyper-

parameters that LightGBM has for the model. To reduce our search space, four of them
were selected. Table 1 shows the selected parameters and possible values. With the eval-
uation of several combinations, the one that presented the lowest error overall was:
{max_depth: 16, num_leaves: 64, n_estimators: 10000, learning_rate: 0.01}.
Error is calculated through the Q-error metric, which represents how far the predicted

values are from the true ones. This metric is suitable for our scenario because we are inter-
ested in the relative impact factor that cardinality errors can have on query processing, as
stated by [5]. Formally,Q-errormetric is presented in the following equation, where c and
ĉ represent the true cardinality and the predicted one, respectively:

Q − error(c, ĉ) = max(c, ĉ)
min(c, ĉ)

(2)

For a Q-error e, we have that e ∈[ 1,+∞], since the values c and ĉ are always positive.
Note that e = 1 occurs whenever max(c, ĉ) = min(c, ĉ), which implies c = ĉ, that is, the
estimate is equal to the real value of the cardinality. Therefore, e = 1 is optimal, since the
predicted and true values are equals in this case, i.e., the prediction is correct. In summary,
the closer the e is to 1, the closer c and ĉ are. Consequently, a lower Q-error is better.

Accuracy and uncertainty management

To verify our first contribution, we tested the Robust Cardinality model against the
MSCN model proposed by Learned Cardinalities [23] and the model based on the his-
togram technique that comes with PostgreSQL. After training both models and preparing
all of PostgreSQL’s statistics, the same synthetic workload was tested against the three
techniques. Table 2 presents the aggregated metrics for each one.
MSCN has the lowest mean and the lowest maximum; however, as we can see from the

median and percentiles, Robust Cardinality achieves a lower error in most of the queries,

Table 2 Aggregated Q-error of cardinality estimates of synthetic workload by each model (lower is
better)

Technique Mean Median
Percentile

Maximum
90 95 99

PostgreSQL 171.120 1.775 20.352 80.000 964.000 314,187.000

MSCN 7.659 2.000 9.829 20.618 77.337 6,586.000

Robust Cardinality 21.920 1.243 5.000 12.245 50.690 32,803.500
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as shown by the median and percentiles. For comparison, Robust Cardinality’s 40th per-
centile (1.14) is lower than MSCN’s 10th-percentile (1.15), which means that the Q-error
of 40% of the estimates of Robust Cardinality is lower than the error of 10% of the esti-
mates of MSCN. Robust Cardinality’s 90% percentile also matches MSCN 80%, both at
the value of 5.00, meaning that we provide a higher number of estimates with errors
below a given value. On the other hand, as can be seen in the table, Robust Cardinality
is much more sensitive to some queries that can be considered as outliers, given that in
most of the workload the model produced good estimates of cardinality. This sensitivity
is demonstrated in the maximum error values obtained by each technique. Our mean is
higher due to a few outliers. This few queries are characterized by selecting over thou-
sands of tuples and returning only 0 or 1 tuple. This sensitivity is due to the normalization
process applied to queries’ cardinality. As stated in the “Encoding” section, the exponen-
tial function is applied to the model’s output to obtain the cardinality estimate. Therefore,
any small error that the model may present can have an exponential impact on the cardi-
nality estimate. As we will see below, this type of queries can be controlled by our model
through uncertainty management.
To manage the uncertainty, we have defined a threshold that will quantify the level of

uncertainty of the queries that will be accepted to use the cardinality estimates of our
model. The queries that will be rejected mean that the estimates given by our model have
a high level of uncertainty, and therefore, it may be a better option to execute them using
a standard technique such as histograms. As explained in the “Uncertainty” section, we
have, for each query, a lower and upper bound of the normalized cardinality estimate. Fur-
thermore, the greater the interval defined by these two values, the greater the uncertainty
linked to the cardinality estimate. In this way, the threshold is used to limit this range and,
consequently, it limits the uncertainty and also the likely queries’ Q-error that will use our
cardinality estimates. Lastly, expert knowledge can be applied by regulating the threshold.
For the evaluation of how the uncertainty management impacts the estimates, we per-

formed an experiment varying this acceptance threshold. As stated above, the threshold
is related to the upper and lower bounds of the normalized cardinality estimate, and it is
compared to the value obtained by subtracting the lower bound from the upper. These
two values are normalized; therefore, a threshold of 0.0 would accept only queries where
the lower bound is exactly equal to the upper one (i.e., there is a certainty that the pre-
dicted normalized cardinality value is equal to the true one), and a threshold of 1.0 would
accept all queries since it is the maximum possible difference. In summary, the lower
the threshold, the lower the confidence interval tolerance for cardinality estimates. The
threshold was varied from 0.1 to 0.5. On the one hand, a threshold of 0.1 signifies that
only queries with high confidence in their estimates are accepted, i.e., the upper and lower
bounds difference is less than or equal to 0.1. It restricts the uncertainty about the cardi-
nality estimates for the accepted queries. On the other hand, a threshold of 0.5 represents
an acceptable difference of 0.5 between the upper and lower bounds normalized values,
a very high tolerance interval and, consequently, more uncertainty is allowed. The results
can be seen at Table 3.
Each column corresponds to a threshold value, i.e., the error tolerance for query esti-

mates. Second row shows the number of accepted and rejected queries for each threshold
value and last row, the 99th percentile of Q-error. Increasing the threshold means having
the model to accept estimations in which it has less confidence. That is why the bigger
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Table 3 Synthetic queries accepted and rejected and their Q-errors for each threshold value

Threshold 0.1 0.2 0.3 0.4 0.5

# of queries
Acc Rej Acc Rej Acc Rej Acc Rej Acc Rej

903 4097 2457 2543 3958 1042 4730 270 4956 44

99%Q-error 3.3 59.0 9.4 90.8 16.8 170.1 43.4 292.5 54.9 157.2

the threshold, the more queries are accepted. It is also possible to verify that even with a
high threshold of 0.5, the 99th percentile Q-error for the accepted queries is lower than
the rejected ones. It means the predictions for accepted queries are very accurate.
Figure 6 shows the amount of error for each query. As corroborated by Table 2, except

for a few outliers, almost all queries have their errors close to 1. Two of the queries have
an Q-error over 32000, being the cause of the elevatedmean. These queries were removed
from the figure above because of the interval error would be very large; hence, it would
not be possible to get a close view of the errors. Furthermore, uncertainty management
is also shown in this image through the colors of each of the points that represent the
queries. Note that blue tones represent queries with a more restricted threshold, allowing
little uncertainty in cardinality estimates. The points whose color is light blue are close to
1, which shows that the accepted queries with a threshold equal to 0.1 obtained cardinality
estimates quite accurate by our model.
Using the same model trained by the synthetic workload, we investigate the results

obtained by the other two workloads. Initially, we analyze the results obtained in the
execution of the scale workload. Looking at Table 4, it is possible to see that Robust

Fig. 6 Q-error of synthetic workload
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Table 4 Aggregated Q-error of cardinality estimates of scale workload by eachmodel (lower is better)

Technique Mean Median
Percentile

Maximum
90 95 99

PostgreSQL 530.244 2.682 132.972 393.228 1,641.207 223,040.000

MSCN 31.005 3.211 41.068 96.326 601.186 2,221.609

Robust Cardinality 78.431 1.371 37.638 91.794 601.735 25,943.000

Cardinality’s estimates are still lower than that of MSCN in this workload as well, espe-
cially the median, 90th and 95th percentile. It can be observed that our model showed a
median more than twice as low as that of the MSCN, which implies that our model gen-
erated much more precisely cardinality estimates. In addition, the 99th percentile of both
techniques are almost equal, around 601, differing in decimal places. Therefore, it can
be concluded that Robust Cardinality is generating more accurate cardinality estimates.
However, it occurs again that the MSCN is less sensitive to those queries whose cardi-
nality is small. This is seen in the analysis of the maximum Q-error values, which in the
MSCN is approximately 10 times less than that of Robust Cardinality.
When we analyze Table 5, we conclude again that this type of queries can be avoided by

applying the uncertainty management of our model. For example, in the most restrictive
threshold (0.1), we have that the number of accepted queries is 246 (almost half of the
workload queries) whose 99th percentile of the Q-error is at most 27.2, being a very small
estimation error. In other words, outliers that make Robust Cardinality’s mean and max-
imum sensitive are avoided in managing threshold, even when a threshold value of 0.5 is
used. Note that at this threshold value, six queries were still rejected.
To demonstrate the impact of uncertainty management on Robust Cardinality’s esti-

mates, let us look at the distribution of accepted queries for each threshold in Fig. 7. Again,
we had to remove queries outliers that showed a very large Q-error so that the scale of
the plot could be smaller. Thus, we limit the queries that presented a Q-error up to 2000.
See in the figure that the light blue dots represent the queries that were accepted with a
threshold of 0.1, the most restrictive one. Therefore, it is clear that this level of threshold
limits the Q-error to be around the ideal value 1. That is, the cardinality estimates of these
queries are quite accurate in our technique, which guarantees that the queries accepted
at that threshold value will be estimated with good accuracy. Also note that a threshold
of 0.2 still has a low level of Q-error. Finally, it is clear that as the threshold is relaxed, the
Q-error increase in accepted queries occurs.
Lastly, we now analyze the results obtained in the execution of the JOB workload. In

the first part of the analysis, we observe the values presented in Table 6. While Post-
greSQL showed a better mean, 99th percentile and maximum value, in the other metrics
theMSCNwon over the other two techniques. In fact, theMSCN, especially in this work-
load, presented the best result, since it had a higher mean than PostgreSQL due to its
maximum value being much higher than that, in addition to having a greater sensitivity

Table 5 Scale queries accepted and rejected and their Q-errors for each threshold value

Threshold 0.1 0.2 0.3 0.4 0.5

# of queries
Acc Rej Acc Rej Acc Rej Acc Rej Acc Rej

246 253 371 128 437 62 475 24 493 6

99%Q-error 27.2 976.4 119.9 1676.0 296.4 1278.6 452.7 1664.1 525.7 1832.3
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Fig. 7 Q-error of scale workload

for queries the 99th percentile. But in all other metrics, the MSCN got better values. Note
that the MSCN produced better estimates up to the 95th percentile, but from then on
the accuracy started to deteriorate. That is, in general, the MSCN presented the smallest
cardinality estimation errors.
Although our technique showed Q-error values greater than the MSCN, the values up

to the median were not so far apart as our median was approximately 12, less than twice
as high as that of the MSCN. In the rest, our errors were much higher, even though our
maximum error was 6000, while that of the MSCN was approximately 4500. However,
these maximum errors are much higher than the error obtained by PostgreSQL, even
though this technique has worse results than the MSCN overall. So, at first glance, it
can be concluded that our technique behaved worse than the other two in this workload.
Nevertheless, we now move on to the second part of our analysis.
In the second part of the analysis, we include the management of uncertainty, this is

where our technique shows its strength in relation to the others. In Table 7, we present the
results of the queries that were accepted or rejected according to an acceptance threshold.
In particular, we note that 16 queries were accepted with a threshold equal to 0.1, with

Table 6 Aggregated Q-error of cardinality estimates of JOB workload by each model (lower is better)

Technique Mean Median
Percentile

Maximum
90 95 99

PostgreSQL 34.411 9.841 102.475 127.213 255.637 280.122

MSCN 86.983 6.622 85.548 124.868 1,572.327 4,506.700

Robust Cardinality 554.055 12.368 1,859.547 2,874.295 4,712.486 6,004.769
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Table 7 JOB queries accepted and rejected and their Q-errors for each threshold value

Threshold 0.1 0.2 0.3 0.4 0.5

# of queries
Acc Rej Acc Rej Acc Rej Acc Rej Acc Rej

16 54 24 46 39 31 65 5 68 2

99%Q-error 12.7 5012.2 523.3 5162.0 475.6 5442.9 4806.1 2194.4 4749.9 2260.8

99th percentile of the Q-error of these queries being 12.7, which is well below the values
presented in the previous table of all three techniques, which shows that at this level of
low uncertainty it is possible for our technique to present very accurate estimates. Also,
note that the threshold with a value of 0.2 has a good value for the 99th percentile of
the Q-error, in addition to allowing a greater number of queries to be accepted, in this
case 24 queries. Therefore, even though our model presented less accurate estimates in
general for this workload, as seen earlier, when considering uncertainty management, it is
possible to obtain good cardinality estimates for this workload as well.
To finish our analysis, Fig. 8 shows how the queries were distributed according to the

level of accepted uncertainty defined through the threshold. Please note that the light blue
dots are very close to the value 1, which shows that these queries have good cardinality
estimates. Similarly, points whose threshold is equal to 0.2 also have good estimates.
Finally, an important point to note is the fact that the outlier query that presented a Q-

error of approximately 6000 was accepted with a threshold of 0.5, but two other queries,
represented by red dots, with much smaller Q-errors were not accepted with a thresh-
old of at most 0.5. This situation is possible to occur considering that, as stated in the
“Uncertainty” section, the DBA must choose what level of confidence he wants for the

Fig. 8 Q-error of JOB workload



Praciano et al. Journal of the Brazilian Computer Society           (2021) 27:11 Page 19 of 24

uncertainty of the queries to be evaluated. In our case, the confidence level chosen was
90%, which means that in 90% of the cases our uncertainty assessment will be carried out
correctly.
In summary, while MSCN may constantly be off by an amount of error, Robust Car-

dinality’s error is lower, but when an estimation error does happen, it may be very high.
Nevertheless, this is mitigated by the configurable confidence level. PostgreSQL’s his-
togram results were not commented with details because they happen to have the worst
overall than the twomachine learning approaches. It confirms that the Robust Cardinality
model is efficient in its predictions.

Query performance

After evaluating the quality of the cardinality estimates generated by our technique, we
will now be interested in making an analysis of the impact that the gain brought by Robust
Cardinality in the estimation process can have on the execution of the queries itself, that
is, how the execution time of the queries will be impacted. For the overhead incurred by
adding Robust Cardinality over PostgreSQL, 5000 synthetic queries were executed over
a clean install of PostgreSQL and one with Robust Cardinality. Model evolution was not
considered in this experiment. First, let us look at the accumulated execution times, in
minutes, that are shown in Table 8 in order to assess the impact during the execution of
the queries. For that, we present the values for when 1250, 2500, 3750, and 5000 queries
have already been performed.
This table shows that, even with the overhead imposed by Robust Cardinality, execution

times are lower than with stock PostgreSQL. To detail this, Fig. 9 shows the distribution of
queries according to their execution time (in s) in both the clean PostgreSQL and Robust
Cardinality implemented in it.
Figure 9 compares distribution of query execution time using PostgreSQL histogram

technique and Robust Cardinality. It is hard to appoint any impact of the enhancement of
cardinality estimation using Robust Cardinality in the execution time of queries that have
a shorter execution time than 200 s. Nevertheless, it is possible to observe that queries
that have execution time greater than this value were performed considerably better on
Robust Cardinality. In particular, note that the frequency of queries close to three hundred
seconds has been reduced by approximately half when performed using our estimation
technique. Hence, we conclude that our technique has a greater impact on queries that
have a long execution time.
Another way to visualize that the improvement brought by Robust Cardinality is in

those queries with a long execution time, observe Fig. 10 which presents the following val-
ues: the mean, standard deviation and 90th percentile of the execution time of the queries
using both solutions. PostgreSQL histogram and Robust Cardinality show similar mean
and standard deviation metrics, but Robust Cardinality presents lower 90% percentile. It

Table 8 Accumulated execution time in minutes for 1250, 2500, 3750, and 5000 queries over
PostgreSQL and Robust Cardinality

Technique ≤ 1250 ≤ 2500 ≤ 3750 ≤ 5000

PostgreSQL 285.149 612.498 906.343 1,210.445

Robust Cardinality 277.094 598.768 886.042 1,182.964

Difference 8.055 13.730 20.301 27.481
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Fig. 9 Distribution of execution time (in sec) of synthetic workload

implies that using Robust Cardinality in query processing helps to choose faster query
plans for slower queries. To demonstrate this, the selected execution plans for a given
query are shown in Fig. 11, with left being the plan selected using histogram estimates
and right the plan selected using Robust Cardinality estimates.
The intermediate tables’ size is much smaller in the Robust Cardinality plan. The high-

est join in the tree is joining 42,965,075 tuples with 104,281 tuples on intermediate tables
in the plan generated by PostgreSQL, while the table sizes in Robust Cardinality are
104281 and 17. By using cardinalities closer to the real value, a plan using index scan and a
nested loop join was selected over a plan that did hash joins and a sequential scan, because
the original estimates misled the optimizer to believe that the hash join’s cost would be
enough to mitigate the sequential scan high cost.

Model evolution

To observe how the model evolves, we performed an experiment in which the model
is gradually trained and the Q-error metric is evaluated. This experiment shows how
the model accumulates experience over time, not wasting previous knowledge of the
workload. Figure 12 shows how the Q-error decreases given a few rounds of training.
The Q-error highly decreases from the first iteration. The fact that no increases happen

afterward, together with the rapid decrease in the early iterations shows that the model
retains the previous knowledge and enhances it with newly observed samples, achieving
a behavior of evolution. Moreover, as it is possible to manage uncertainty, then the model
can now be used to generate cardinality estimates throughout the training process for
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Fig. 10 Mean, standard deviation, and 90° percentile of execution time (in sec) of synthetic workload

those queries that have low uncertainty at that time. Thus, the model is robust and can
learn and evolve, rejecting estimates in which it is not confident upon.

General discussion
Takeaways
Our results suggest that the incorporation of machine learning models can bring benefits
to the processing of queries in DBMSs. First, this type of models is able to generate good

Fig. 11 Execution tree: PostgreSQL (left) × Robust Cardinality (right)
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Fig. 12 Evolution of Q-error

cardinality estimates. Second, the uncertainty about the estimates is a very useful metric,
and its management may help the DBMS to avoid using poor cardinality estimates in
query processing. In our case, it guarantees that the DBMS will rarely use estimates worse
than the standard method. Third, it is possible to successfully merge a standard strategy,
proved by time and fruit of years of study and development, with a new solution with
great potential that is based on machine learning. Finally, we demonstrated with Robust
Cardinality that it is possible to build a modular solution that requires little preparation
of the DBMS.

Limitations

As we see in the experimental evaluation presented above, although Robust Cardinality
may come with significant improvements, there is still much work to improve it. There
are some limitations to this approach that must be highlighted. This approach does not
handle changes in the tables’ schema, and it is easy to understand why. The representation
of queries in vectors, which is essential to feed the GBDT model, is bound to the schema.
For example, the first section of the vector representing the query’s tables depends on the
number of tables. Besides that, the encoding does not consider many possible operations
in SQL, likewise ordering, aligned queries, partial joins, group by, and distinct.
Furthermore, we could not test this approach over an extended period of time. The suc-

cessive increment of new decision trees in the GBDT model may generate unpredictable
results. In the scope of this work, we do not implement a forgetting mechanism.

Conclusion and future work
This paper presented Robust Cardinality, a plug-and-play cardinality estimation tech-
nique. We have shown that our approach is efficient to estimate query cardinality in the
optimization phase query processing. Moreover, it builds machine learning models with
very low overhead on the query execution time. Robust Cardinality allows for model
evolution accumulating previous knowledge to build new models. Our approach also
manages inaccurate predictions by supporting a confidence interval on query cardinal-
ity predictions. Whenever cardinality estimation is outside this interval, a conservative
decision is made for the DBMS to execute the best query plan found by its regular
optimizer.
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We have conducted experiments using PostgreSQL to support our contributions.
Experimental results have shown that our approach can generate 4x lower error in query
cardinality estimates and; therefore, it achieves better query runtime performance in
approximately 3% in the overall execution time. Hence, Robust Cardinality can be imple-
mented in real-world systems with little overhead and can learn the data’s intrinsic
characteristics through the queries, as our results show.
In the future, other types of queries can be investigated, such as grouping, ordering,

and nested queries. So far, no works have considered these types of operators. Also,
the technique only allows numeric predicates. Therefore, a new encoding technique can
be proposed to use more complex predicates, such as strings and operators. Finally, an
investigation into the possibility of performing a deeper integration of machine learning
techniques with the internal DBMS query processing architecture is an exciting research
subject.
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