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Abstract

We present an O(+/nlog n)-approximation algorithm for the problem of finding
the sparsest spanner of a given directed graph G on n vertices. A spanner of a
graph is a sparse subgraph that approximately preserves distances in the original
graph. More precisely, given a graph G = (V, E) with nonnegative edge lengths
d : E — R*" and a stretch k > 1, a subgraph H = (V, Ey) is a k-spanner of G if
for every edge (s, 1) € E, the graph H contains a path from s to ¢ of length at most
k - d(s,t). The previous best approximation ratio was O(n*?), due to Dinitz and
Krauthgamer (STOC ’11).

We also improve the approximation ratio for the important special case of di-
rected 3-spanners with unit edge lengths from O(+/n) to O(n'/*logn). The best
previously known algorithms for this problem are due to Berman, Raskhodnikova
and Ruan (FSTTCS ’10) and Dinitz and Krauthgamer. The approximation ratio
of our algorithm almost matches Dinitz and Krauthgamer’s lower bound for the
integrality gap of a natural linear programming relaxation. Our algorithm directly
implies an O(n'’ log n)-approximation for the k-spanner problem on undirected
graphs with unit lengths. An easy O( v/n)-approximation algorithm for this prob-
lem has been the best known for decades.

Finally, we consider the well-known Directed Steiner Forest problem: given
a directed graph with edge costs and a collection of ordered vertex pairs, find a
minimum cost subgraph that contains a path between every prescribed pair. We
obtain an approximation ratio of O(n***€) for any constant € > 0, which improves
the O(n€ - min(n*>, m*’3)) ratio due to Feldman, Kortsarz and Nutov (SODA ’09).
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1. Introduction

A spanner of a graph is a sparse subgraph that approximately preserves pair-
wise distances in the original graph. This notion was first used by Awerbuch
[Awe85] and explicitly introduced by Peleg and Schiffer [PS89].

Definition 1.1 (k-spanner, [Awe85, PS89]). Given a graph G = (V, E) with non-
negative edge lengths d : E — R and a real number k > 1, a subgraph
H = (V,Ey) is a k-spanner of G if for all edges (s,t) € E, the graph H contains a
path from s to t of length at most k - d(s, t). The parameter k is called the stretch.

Spanners have numerous applications, such as efficient routing [Cow01, CW04,
PU89b, RTZ08, TZ01], simulating synchronized protocols in unsynchronized net-
works [PU89a], parallel, distributed and streaming algorithms for approximat-
ing shortest paths [Coh98, Coh00, ElkO1, FKM*08], algorithms for distance ora-
cles [BS06, TZ05], property testing, property reconstruction and key management
in access control hierarchies (see [BGJ*09, BGJ*10, JR11], the survey in [Ras10]
and references therein).

We study the computational problem of finding the sparsest spanner of a given
directed graph G and stretch k, that is, a k-spanner of G with the smallest num-
ber of edges. We refer to this problem as DIRECTED k-SpanNErR and distinguish
between the case of unit edge lengths (i.e., d(e) = 1 for all e € E) and arbitrary
edge lengths. The UNDIRECTED k-SPANNER problem refers to the task of finding
the sparsest k-spanner of a given undirected graph. The natural reduction from
UNDIRECTED k-SPANNER t0 DIRECTED k-SPANNER preserves the approximation ratio.

Our main results are an algorithm with approximation ratio O( y/nlogn) for
DIRECTED k-SPANNER with arbitrary edge lengths and an algorithm with approxi-
mation ratio O(n'’? log n) for DIRECTED 3-SPaNNER with unit edge lengths, where
n is the number of nodes in the input graph G. Our approximation guarantee for
DIRECTED 3-SPANNER almost matches the integrality gap of Q(n'/>~€) of Dinitz and
Krauthgamer [DK11] for a natural linear programming relaxation of the problem.
Our result also directly implies the same approximation ratio for the UNDIRECTED
3-SpaNNER problem with unit edge lengths.

1.1. Relation to Previous Work

DIRECTED k-SPANNER With unit edge lengths has been extensively studied. Note
that in this case, we can assume that & is a positive integer. For k = 2, the prob-
lem has been completely resolved: Kortsarz and Peleg [KP94] and Elkin and Pe-
leg [EPO1] gave an O(log n)-approximation, and Kortsarz [KorO1] proved that this
approximation ratio cannot be improved unless P=NP. Elkin and Peleg [EPOO]
gave O(n*?)-approximation for DIRECTED 3-SpannEr. For general k > 3, Bhat-
tacharyya et al. [BGJ*09] presented O(n'~'/¥)-approximation; then Berman, Raskhod-
nikova and Ruan [BRR10] improved it to O(n'~'/%/?1) and recently Dinitz and
Krauthgamer [DK11] gave O(n*?)-approximation, presenting the first algorithm
with approximation ratio independent of k. For the special cases of k = 3 and k =
4, Berman, Raskhodnikova and Ruan’s algorithm gives an O( v/n)-approximation.
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Dinitz and Krauthgamer also gave an O( y/n)-approximation for the case k = 3,
using different techniques than in [BRR10]. Thus, our algorithms improve on
[BRR10] for all £ > 3, where k # 4, and on [DK11] for all £ > 3.

Dinitz and Krauthgamer’s algorithms also work for DIRECTED k-SPANNER with
arbitrary edge lengths. For this case, one can no longer assume that k is an integer.
Dinitz and Krauthgamer achieved O(n*/?)-approximation for all k > 1 and O(n'/?)
for k = 3 for arbitrary edge lengths. We improve this approximation ratio to
O(n'?) for all k > 1.

In contrast to the directed case, a simple approximation algorithm for Unpi-
RECTED k-SPANNER was known for decades. For all integer k and for all undirected
graphs G with arbitrary edge lengths, a k-spanner of G with at most n - [n?/**D]
edges can be constructed in polynomial time [PS89, ADD*93]. Since a k-spanner
of a connected graph must have at least n — 1 edges, an approximation ratio of
O(n***D) trivially follows. In particular, for k = 3, this argument yields an
approximation ratio of O(+/n). Our result improves the ratio for UNDIRECTED 3-
SPANNER to O(n'/3) in the case of unit-length edges.

Elkin and Peleg [EP0O, EPO7], improving on [KorO1], showed that it is quasi-
NP-hard to approximate DIRECTED k-SPANNER, even when restricted to unit edge
lengths, with ratio better than 2'°¢ " for k € (3,n'°) and all &, € € (0,1). For
UNDIRECTED k-SPANNER with unit-length edges, such a strong hardness result does
not hold since the problem is O(1)-approximable when k = Q(logn). However,
for constant k > 3, it is still quasi-NP-hard to approximate with a ratio better than
2log"“n [EP0, DK99]. When the edge lengths are arbitrary, the same inapprox-
imability also holds for k € (1, 3), even for the undirected case [EPO7].

1.2. Our Techniques

Our algorithms operate by combining two graphs: the first obtained from ran-
domized rounding of a fractional solution to a linear programming relaxation of
the problem and the second obtained by growing shortest-path trees from ran-
domly selected vertices. The idea of combining a linear programming approach
with sampling to solve DIRECTED k-SPANNER first appeared in [BGJ*09]. Dinitz and
Krauthgamer [DK11] used the same approach in their main algorithm (for arbi-
trary stretch k), but with a novel, flow-based linear program (LP). In this paper, we
propose an alternative LP rounding scheme that leads to a better approximation
ratio.

We also give new LP relaxations of DIRECTED k-SPANNER, slightly simpler than
that in [DK11]. Our LP relaxation for the general case is stated in terms of an-
tispanners, a graph object “dual” to spanners. An antispanner for an edge (s, ?)
is a set of edges whose removal from the graph destroys all paths of stretch at
most k from s to ¢. Like in [DK11], our LP has a polynomial number of variables
and an exponential number of constraints. We use the ellipsoid algorithm with
a randomized separation oracle to solve it. In the case of unit edge lengths, we
present a different LP that has an extra advantage: it has a polynomial number of
constraints and thus can be solved quickly without using the ellipsoid algorithm.



We apply two different rounding schemes to the fractional solution of this LP: one
for general stretch, another for stretch k = 3.

We note, however, that our method would yield the same approximation ra-
tios with the LP of Dinitz and Krauthgamer [DK11] and, in the case 3-spanners
for graphs with unit edge lengths, with their rounding method as well. Dinitz
and Krauthgamer gave a separate algorithm for DIRECTED 3-SPANNER that uses ran-
domized rounding, but does not combine it with sampling. By combining with
sampling, we obtain an algorithm with better approximation ratio for the case of
unit lengths. Our rounding method allows for simpler analysis.

1.3. Directed Steiner Forest

Finally, we apply our techniques to the DIRECTED STEINER Forest (DSF) prob-
lem, a fundamental network design problem on directed graphs. In this problem,
the input is a directed graph G = (V, E)) with edge costs and a collection D C VXV
of vertex pairs. The goal is to find a minimum-cost subgraph of G that contains
a path from s to ¢ for every pair (s,7) € D. DSF is an NP-hard problem and is
known [DK99] to be quasi-NP-hard to approximate with ratio better than Dlog!™n
for all € € (0, 1). DSF is also known [FKNO9] to be as hard as MAX-REP, a basic
problem used for hardness reductions, for which the current best approximation
ratio is O(n'/?) [CHK11].

Previous to this work, the best known approximation ratio for DSF, indepen-
dent of the size of D, was O(n€ - min(n*>, m*)) due to Feldman, Kortsarz and
Nutov [FKNO9]. Their algorithm has the same structure as the algorithms for
DiReCTED k-SPaNNER in [BGJ*T09, DK11]: it combines two graphs obtained, re-
spectively, by sampling and solving an LP. In addition, the LP relaxation they for-
mulate is closely related to that developed by Dinitz and Krauthgamer, with edge
costs replaced by edge lengths. Our technique for the spanner problem also ap-
plies to the DSF problem, yielding an improved approximation ratio of O(n?/3*¢)
for any fixed € > 0.

1.4. Organization

In Section 2, we explain the general outline of our algorithms, introduce an-
tispanners and show how to find an O(n'/?)-approximate solution to DIRECTED
k-SPANNER in polynomial time. In Section 3, we present a more efficient algo-
rithm for the special case when all the edges of the graph are of unit length.
In Section 4, we show the O(n'/3)-approximation for DIRECTED 3-SPANNER with
unit-length edges. Finally, Section 5 describes the O(n***€)-approximation for
DIRECTED STEINER FOREST.

2. An 0( vVn)-Approximation for DIRECTED k-SPANNER
Our first result is stated in the following theorem.

Theorem 2.1. There is a polynomial time randomized algorithm for DIRECTED
k-SPANNER with expected approximation ratio O(\/nlog n).



All algorithms in this paper have the same structure: they break the problem
into two parts and obtain separate solutions to each part: one by random sampling
and the other by randomized rounding of a solution to a linear program. We start
by explaining how we break DIRECTED k-SPANNER into two parts. In Section 2.1,
we describe how to obtain a solution to the first part using random sampling.
Section 2.2 describes our randomized rounding scheme for DIRECTED k-SPANNER.
In Section 2.3, we introduce antispanners, a graph object used to formulate and
analyze our linear programming relaxations. In Section 2.4, we formulate our
linear programming relaxation and separation oracle, and finish the description
and analysis of the algorithm, completing the proof of Theorem 2.1.

Let G = (V, E) be a directed graph with edge lengths d : E — R, given as
input to our algorithm, and OPT be the size of its sparsest k-spanner. We assume
that G is weakly connected. Otherwise, our algorithm should be executed for each
weakly connected component separately.

Definition 2.1 (Local graph G*'). For an edge (s,t) € E, let G*' = (V*', E*") be
the subgraph of G induced by the vertices on paths from s to t of length at most
k-d(s,t).

We classify edges according to the size of their local graph.

Definition 2.2 (Thick & thin edges). Let B be a parameter in [1,n]. If |V*'| > n/B,
the corresponding edge (s, t) is thick, and otherwise, it is thin. The set of all thin
edges is denoted by E. In Sections 2.1-3, we set B = \/n and in Section 4, B = n'/>.

Definition 2.3. A set E’ C E settles an edge (s,t) € E if (V,E’) satisfies the k-
spanner property for this edge, i.e., it contains a path of length at most k - d(s, t)
from s to t.

That is, our algorithm must find a small subset of edges that settles all edges
in E. To accomplish this, it finds two subsets of edges, E” and E”, such that E’
settles all thick edges and E” settles all thin edges. The output of the algorithm is
(VLE'UE").

2.1. Sampling

The following procedure uses random sampling to construct an edge set E’
that settles all thick edges. Recall that an in-arborescence is a directed rooted
tree where all edges are oriented towards the root; an out-arborescence is defined
similarly.



Algorithm 1 SampLE(S)
I: B — 2,85 « &
2: fori=1toBInndo
3: v « auniformly random element of V;
4 Tﬁ” « a shortest path in-arborescence rooted at v;
5: T « ashortest path out-arborescence rooted at v;
6: E «— EUT"UT™, S « S U{v}; //SetS is used only in the analysis.
7
8
9

: end for
: Add all unsettled thick edges to E’;
: return £’

Lemma 2.2. Algorithm 1, in polynomial time, computes a set E’ that settles all
thick edges and has expected size at most 381nn - OPT.

Proof. After the execution of the for-loop in Algorithm 1, |E’| < 2(n — 1)Blnn <
2B 1Inn-OPT. The last inequality holds because OPT > n—1 for weakly connected
graphs G.

If some vertex v from a set V*' appears in the set S of vertices selected by
SampLE, then T and T contain shortest paths from s to v and from v to 7,
respectively. Thus, both paths are contained in E’. Since v € V*', the sum of
lengths of these two paths is at most & - d(s, t). Therefore, if S N V*' # &, then the
edge (s, 1) is settled. For a thick edge (s, 1), the set S NV*' is empty with probability
at most (1 — 1/8)P"" < e=I"" = 1/n. Thus, the expected number of unsettled thick
edges added to E” in Step 8 of SAmPLE is at most |E|/n < n—1 < OPT.

Step 8 ensures that E’, returned by the algorithm, settles all thick edges. Com-
puting shortest path in- and out-arborescences and determining whether an edge
is thick can be done in polynomial time. [

2.2. Randomized Rounding

To obtain a set E” that settles all thin edges, each of our algorithms solves a
linear program and rounds the resulting fractional solution. The LP has a variable
X, and a constraint x, > 0 for each edge e € E. The variable x, indicates whether
the edge e is present in the smallest set that settles thin edges. The following
randomized rounding procedure is used in our algorithms for DIRECTED k-SPANNER,
both for arbitrary and for unit lengths. As an input it gets a fractional vector {%,}
with nonnegative entries.

Algorithm 2 RANDOMIZEDSELECTION(X, )
1: E” « &;
2: for each edge e € E do
3:  Add e to E” with probability min(ynlnn - £, 1);
4: end for
5: return E”.

The following proposition shows that if the sum of values assigned by {%,} to
edges in some A C E is at least 1 then E” intersects A with high probability.
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Claim 2.3. Let A C E. If Algorithm 2 receives a fractional vector {X,} with
nonnegative entries satisfying )., X. > 1, the probability that it outputs a set E”
disjoint from A is at most exp(— \nInn).

Proof. If A contains an edge e, such that £, > (+/nlnn)~!, then e € E” with
probability 1. That is, E” is never disjoint from A.

Otherwise, for all edges e € A, the probability that e € E” is exactly vnlnn-x,.
The probability that no edges of A are in E” is, therefore,

l_[(l — Vnlnn-%,) < exp[—z Vnlnn - fce] < exp(— Vnlnn).

eeA e€eA

The first inequality above follows from the fact that 1 — x < exp(—x) for x > 0.
The second one holds because ), .4 X, > 1. [

2.3. Antispanners

In this section, we introduce antispanners, a graph object used in the descrip-
tion of our LP for DIRECTED k-SPANNER and crucial in the analysis of the parts of
our algorithms that settle thin edges. After giving the definition, we show how to
construct minimal antispanners (in Claim 2.4) and give an upper bound on their
number (in Claim 2.5.)

For a given edge (s, ), we define an antispanner to be a subset of edges of G,
such that if we remove this subset of edges from G, the length of the shortest path
from s to t becomes larger than & - d(s, ).

Definition 2.4 (Antispanner). A set A C E is an antispanner for an edge (s,t) € E
if (V,E \ A) contains no path from s to t of length at most k - d(s,t). If no proper
subset of an antispanner A is an antispanner then A is minimal. The set of all
minimal antispanners for all thin edges is denoted by A.

Thus, the edge set of a k-spanner of G must intersect all antispanners for all edges
of G. In other words, it has to be a hitting set for all minimal antispanners. Specit-
ically, a set E” that settles all thin edges must be a hitting set for all minimal
antispanners in A. We now prove that if a set E” does not settle some thin edge,
then we can efficiently find a minimal antispanner A € A disjoint from E”.

Claim 2.4. There exists a polynomial time algorithm that, given a set of edges
E” C E that does not settle some thin edge, outputs a minimal antispanner A € A
for a thin edge, such that A C E\ E".

Proof. The algorithm first finds a thin edge (s, #) with no directed path from s to
t of length at most k - d(s,t) in E”. Recall that all paths from s to ¢ of length at
most k - d(s,t) in G lie in the local graph G*' = (V*', E*"). (See Definition 2.1.)
Therefore, E*' \ E” is an antispanner for (s, 7). The algorithm sets A = E*' \ E”
and then greedily deletes edges e from A while A \ {e} is an antispanner, that is,
while (V*', E*"\ A) contains no paths of length at most k- d(s, ) from s to . When
no more such edges can be deleted, the algorithm returns A. 0

7



Next, we give an upper bound on the number of minimal antispanners for thin
edges.

Claim 2.5. |A| < |E|- (n/B)"F. In particular, if B = \n, then |A| < n V.

Proof. Fix a thin edge (s, f) and a minimal antispanner A for (s, ). Let T4 be an
out-arborescence (shortest path tree) rooted at s in the graph (V*/, E*'\ A). Denote
by dr,(u) the distance from s to u in the tree T4. If T4 contains no directed path
from s to u, let dr,(u) = co. We show that A = {(u,v) € E* : dr,(u) + d(u,v) <
dr,(v)}, and thus T4 uniquely determines A for a given thin edge (s, 1).

Consider an edge (1, v) € A, and let A~ denote A\{(u, v)}. Since the antispanner
A 1s minimal, the graph (V, E \ A7) contains a path from s to ¢ of length at most
k - d(s,t). This path must lie in (V*/, E*" \ A7) and must contain the edge (u, v).
Thus, the distance from s to ¢ in the graph (V*, E®" \ A7) is at most k - d(s, t)
and is strictly less than dr,(¢). Hence, T4 is not a shortest path tree in the graph
(VS E*"\ A7). Therefore, dr,(u) + d(u,v) < dr,(v).

If (u,v) € E* satisfies the condition dr, () + d(u,v) < dr,(v), then (u,v) ¢
E*"\ A; otherwise, T, would not be a shortest path tree. Hence, (u, v) € A.

We now count the number of out-arborescences rooted at s in (V*/, E*' \ A).
For every vertex u € V*!, we may choose the parent vertex in at most |V*| possible
ways (if a vertex is a not reachable from s, we choose it as its own parent). Thus,
the total number of trees is at most |V < (n/B)"/F.

Since there are at most |E| thin edges, the claim follows. L]

2.4. LP, Separation Oracle and Overall Algorithm

In this section, we describe a randomized algorithm for constructing a small
subset of edges E” C E that settles all thin edges. First, we formulate an LP relax-
ation of this problem (Section 2.4.1). Then we describe how to solve it using the
ellipsoid method with a separation oracle (Section 2.4.2). Finally, in Section 2.4.3,
we summarize the resulting algorithm for DIRECTED k-SPANNER and complete the
proof of Theorem 2.1.

2.4.1. Linear Program

In this section, we describe a randomized algorithm for constructing a small
subset of edges E” C E that settles all thin edges. In order to settle thin edges, E”
must intersect all minimal antispanners for all thin edges. This condition can be
expressed using linear program LP-A (see Fig. 1). LP-A has a variable x, for each
edge e € E and a constraint (2) for each minimal antispanner A for every thin edge.
Recall that A is the set of all minimal antispanners for thin edges. In the integral
solution {x™} corresponding to a k-spanner with an edge set E” C E, x™ = 1 if
e € E” and xi’" = 0 otherwise. All constraints in (2) are satisfied for {xi’” } since E”’
intersects every antispanner. The value of the objective function Y, x™ is equal to
the size of E”. Hence, LP-A is a relaxation of DIRECTED k-SPANNER.

For ease of presentation, we assume that we have guessed OPT, the size of
the sparsest spanner. (We can try all values in {n — 1,...,n%} for OPT and output



Minimize X, subject to: (D)

Xe>1 YVAe A (2)

ecE
ecA

x>0 VYee E 3)

Figure 1: Linear program for the arbitrary-length case, LP-A.
A is the set of all minimal antispanners for thin edges.

the sparsest spanner found in all iterations). We replace the objective function (1)
with
Z x, < OPT, 4)

ecE

and call the resulting linear program LP-A’.

2.4.2. Separation Oracle

LP-A’ has a polynomial number of variables and an exponential number of
constraints. We solve it using the ellipsoid algorithm with a separation oracle.
Our separation oracle receives a fractional vector {X,}, satisfying (3) and (4). If
{X.} is a feasible solution to LP-A’, then the separation oracle outputs a set E”
of size at most 20PT - +/nInn, which settles thin edges. Otherwise, it outputs
either a set E”” with the same guarantee or a violated constraint from (2) for some
antispanner A. The separation oracle can also fail with small probability. If it
happens during an execution of the ellipsoid algorithm, we output the input graph
with all its edges as a k-spanner.

Algorithm 3 SEPARATIONORACLE(X,)
1: //Sample a random set of edges E”, picking each e € E
//with probability min(é, vnlInn, 1) (see Algorithm 2).
E” < RANDOMIZEDSELECTION(X,)
2: if (V,E’ U E”) is a k-spanner then

3:  if|E”| < 20PT - \nlnn then return E”;
4:  else fail;

5: else

6:

Find an antispanner A C E'\ E” from A using the algorithm from Claim 2.4.

7 if X .eq x. < 1 then return violated constraint )4 X, > 1;
8: else fail.
9: end if

The separation oracle is described in Algorithm 3. Next we analyze the prob-
ability that the separation oracle fails.



Lemma 2.6. The probability that the separation oracle fails during an execution
of the ellipsoid algorithm is exponentially small in n.

Proof. The separation oracle can fail for two reasons:

1. The size of the sampled set E” is too large.

2. The minimal antispanner A found by the oracle does not correspond to a
violated constraint.

To analyze the probability of the first event, note that the expected size of E”
is at most Vnlnn Y.z x, < OPT - \/nlnn. By the Chernoff bound,

Pr(|E”| > 20PT - nlnn) < exp(—c - OPT - \nlnn) = exp(-Q(n VnInn)).

Thus, the probability that the separation oracle fails because |E”| > 20PT - \/nlnn
is exponentially small in 7.

To analyze the probability of the second event, consider one call to the separa-
tion oracle. Fix a minimal antispanner A satisfying .4 X, > 1. Claim 2.3 shows
that the probability that E” is disjoint from A is at most exp(— vz Inn). Claim 2.5
demonstrates that |A|l < +nV'**. Therefore, by a union bound, the probability
that there is a minimal antispanner A € A satisfying »’..4 X, > 1 and also disjoint
from E” is at most vnV"™** - exp(— Ynlnn) = exp(~4 vnlnn + 21nn). Thus, the
probability that the separation oracle fails during one call because ) .4 X. > 1 is
exponentially small in n. Since the number of iterations of the ellipsoid algorithm
is polynomial in 7, a union bound over all iterations gives that the overall proba-
bility that the separation oracle fails during an execution of the ellipsoid algorithm
is exponentially small in 7. [

Lemma 2.6 implies, in particular, that when the separation oracle is given
a feasible solution to LP-A’, it fails to output a set E” with exponentially small
probability. Since E” is obtained by running Algorithm 2, we obtain the following
corollary that will be used in Section 3.

Corollary 2.7. Given a feasible solution to LP-A’, Algorithm 2 with all but expo-

nentially small probability produces a set E” that settles thin edges and has size
at most 20PT - \/nlnn.

2.4.3. Overall Algorithm for DIRECTED k-SPANNER

Proof of Theorem 2.1. We settle thick edges by running SampLE( /1), according
to Lemma 2.2. We settle thin edges by running the ellipsoid algorithm as described
in Sections 2.4.1 and 2.4.2. If the separation oracle fails, which, by Lemma 2.6,
happens with exponentially small probability, we output a spanner containing all
edges E. Thus, the expected size of the set E” is at most 20PT - ynlnn + o(1),
and the resulting approximation ratio of the algorithm is O( y/n In n). The ellipsoid
algorithm terminates in polynomial time, so the overall running time is polyno-
mial. 0
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3. LP and Rounding for Graphs with Unit-Length Edges

In this section, we describe how to settle all thin edges, and thus prove The-
orem 2.1, for the case of unit-length edges. Our motivation for presenting this
special case is two-fold. First, we show that for the unit-length case, one can
directly formulate a polynomial-sized LP relaxation, and this makes the approxi-
mation algorithm more efficient. Second, we also use the LP from this section to
present a better algorithm for 3-spanners in Section 4.

Our LP for the case of unit lengths, LP-U, is stated in terms of local layered
graphs which we introduce next.

Definition 3.1 (Layered expansion). Given a directed graph G = (V, E), its lay-
ered expansion is a directed graph G = (V, E), satisfying the following:

1. Let V = {v; : v € Vandi € 7>}, where v; denotes the i-th copy of v. The
set of all the i-th copies of nodes in 'V is the i-th layer of V.

2. Let L = {(u,u) : u € V} be the set of loops. Define the i-th copy of an edge
e = (u,v) to be e; = (u;,vi11), and the i-th copy of a loop e = (u,u) to be
e; = (U, uiy). Let E ={e;: ec EULandiec Z?°).

Layered expansion G contains a path from s to #; if and only if G contains a
path from s to ¢ of length at most k. A local layered graph for a thin edge (s, ?) is
defined next. It consists of all paths in the layered expansion G that correspond to
paths from s to ¢ of length at most & in the original graph G or, in other words, to
paths in the local graph G*".

Definition 3.2 (Local layered graph). For a thin edge (s,t) and k > 1, the local
layered graph is a subgraph G*' = (V*, E*") of G with a source § = sy and a sink
f = ti, such that G*' contains all nodes and edges on paths from 5 to f.

Our algorithm solves the linear program LP-U defined in Figure 2. Recall that
& denotes the set of thin edges. LP-U has variables of two types: x,, where e € E,
and f(j” , where (s,1) € Eand e; € E*'. A variable x, represents whether the edge e
is included in the k-spanner. We think of a path from s to ¢ of length at most k in
G as a unit flow from 5 to 7 in G*'. A variable f;" represents flow along the edge
e; in G*'. We denote the sets of incoming and outgoing edges for a vertex v; € G*
by In(v;) and Out(v;), respectively.

Given %, a fractional solution of LP-U, we construct the set E” by first running
Algorithm 2 and then adding all unsettled thin edges.

Lemma 3.1. The algorithm described above, in polynomial time, computes a set
E” that settles all thin edges and has expected size at most 2\Jnlnn- OPT + o(1).

Proof. We prove, in Claim 3.2, that in a fractional optimal solution {X,} U { Ajl.’t}

to LP-U, the vector {%,} is a fractional solution to LP-A’. Then we apply Corol-
lary 2.7 to get the desired bound on the expected size of E”. At the end, we argue
that the algorithm runs in polynomial time.
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Minimize }; x, subject to:
ecE

Flow requirement Z =1 V(s,ned

eoeOut(sgy)

Flow conservation Z N —Z fi'=0 V(s,t)eE Vv € VS (5, 1)
)

€i-]
ei—1€ln(v;) e;€0ut(v;

k-1
Capacity constraints X, — Z ef’l >0 VY(s,1)e&E Vee E
i=0

x, >0 VeeE
e";’t >0 V(s,t) €&, Ve € EY

Figure 2: Linear program for the unit-length case, LP-U.

Claim 3.2. In a fractional optimal solution {x,} U { Aef”} to LP-U, the vector {X,} is
a fractional solution to LP-A’.

Proof. First, we argue that LP-U is a relaxation of DIRECTED k-SpaNNER for the
unit-length case or, in other words, that an optimal solution to this program has
value at most OPT. Let H be a sparsest k-spanner of G. Assign x, = 1 if e is in
H and x, = 0 otherwise. For each thin edge (s, 7), consider a simple path from s
to  in H of length ¢, where ¢ < k. Set f," to 1 if either e is the ith edge on that
pathorie {€+1,...,k} and e; = (t,_1, t;); otherwise, set it to 0. Since the resulting
assignment is a feasible solution to LP-U, the optimal solution to this program has
value .z X, < OPT.

Next, we argue that if {X,} U { fe” } is a feasible solution to LP-U then {x,}
satisfies the antispanner constraints for LP-A’, given in (2). Consider a thin edge
(s, ) and a minimal antispanner A € A for (s,7). Let A = {¢; : e € Aand e; € E*'}
be the set of copies of the edges in A in the local layered graph. Let S C V' be
the set of nodes that can be reached from §in (V*/, E*' \ A)and T = V*'\ § be
the set of the remaining nodes. Since A is an antispanner for (s, ¢), node 7 is in T,
and thus (S, T) is an (5, 7) cut in G*'. Note that only edges from A can cross the
cut because for an edge (u;, viy1) ¢ A if u; is reachable from § then so is v;, ;.

For a fractional solution {X,} U { Aef.’t} to LP-U,

k-1
§ a § § £st _ E 7s,t § £s,t § 7s,t
XeZ ei e 2 ei [ 2 1 (5)
ecA eeA i=0 e;€A e;€ cut (§,T) eo€0ut(so)

The first inequality above follows from the capacity constraints in LP-U, the fol-
lowing equality holds by definition of A, the second inequality holds because A
contains the edges in the cut (S, T), the last equality follows from the flow con-
servation, and the last inequality is the flow requirement.

12



We proved that in a fractional optimal solution {X,} U { Aj,.’t} to LP-U, the vector
{x.} satisfies constraints (2) and (4) of LP-A’. Since constraints (3) are also in
LP-U, vector {x,} is a fractional solution to LP-A’. O

By, Claim 3.2, vector {%.} is a fractional solution to LP-A’. Corollary 2.7
says that, given such a solution, Algorithm 2 with all but exponentially small
probability produces a set E” that settles thin edges and has size at most 20PT -
vnlnn. After we add all unsettled thin edges, the expected size of the resulting
set E” is at most 20PT - v/nlnn + o(1).

It remains to argue that the described algorithm takes polynomial time. To
write down LP-U, we only need to know V, E,k and the set of thin edges, &.
The first three are inputs to the algorithm, and & can be computed in polynomial
time. LP-U can be written down and solved in polynomial time because it has
O(|EJ? - k) = O(n®) variables and constraints. O

Proof of Theorem 2.1 for the case of unit-lengths. We run Algorithm 1 to get E’.
We construct E” by running Algorithm 2 and adding all unsettled thin edges. Let
the edge set of our k-spanner be £’ U E”. By Lemmas 2.2 and 3.1, E’ settles all
thick edges, E” settles all thin edges, the expected size of E’ U E” is O(y/nlnn -
OPT), and the resulting algorithm runs in polynomial time, as required. 0

4. An O(n'/)-Approximation for DiIREcTED 3-SPaNNER with Unit-Length Edges

In this section, we show an improved approximation for the special case of Di-
RECTED 3-SPANNER with unit length edges. The algorithm follows the general strat-
egy explained in Section 2. The LP rounding scheme here is different from that
presented in Section 2.2 and used in the two algorithms for DIRECTED k-SPANNER in
Sections 2 and 3. We note that Algorithm 2 from [DK11] with p = O(n'/?) could
also be used to prove our result. The rounding scheme we present is simpler and
allows for simpler analysis.

Theorem 4.1. There is a polynomial time randomized algorithm for DIRECTED
3-SPANNER for graphs with unit edge lengths with expected approximation ratio
O(n'? logn).

Proof. We define thick and thin edges as in Definition 2.2, with 8 = n'/?, and run
SampLE(n'/?). By Lemma 2.2, the resulting edge set E’ settles all thick edges and
has expected size at most 3n!>Inn - OPT. Then we obtain an optimal solution
{x.} U{ :si”} of the linear program LP-U from Fig. 2. Our rounding scheme is
stated in Algorithm 4. It consists of two stages: first, we round {x.} to obtain
a new solution {%,}, where every assignment £, is an integer multiple of n=2/3;
second, we round {Xx.} to obtain an edges set E” that settles all thin edges with
high probability.

Lemma 4.2 below analyzes the first stage. Then Lemmas 4.3 and 4.4 analyze
the set E” produced by the second stage. Lemma 4.3 bounds the expected size
of E” by O(OPTn'?1nn). Lemma 4.4 shows that E” settles a given thin edge
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Algorithm 4 RANDOMIZED3 SPANNER SELECTION(X, )
1: E" « &;
//Obtain a new solution {X,}, where each coordinate X, is a multiple of n
2: for each edge e € E do

-2/3 .

2/3 ¢

3: P, « sample from the Poisson distribution with mean 4, = 6n°/°x,;
4: R, < P.n7?3;

5: end for

//Round {X,} to get E”":

6: for each vertex u € V do

7. r, < uniform sample from (0, 1);

8: end for

9: for each edge e = (u,v) € E do
10:  if min(r,,r,) < %,an'?Inn then add e to E”;
11: [/a > 1 is an absolute constant

12: end for
13: return E”.

with probability at least 1 — 1/n. Consequently, the expected number of unset-
tled thin edges is at most |E|/n < n — 1 < OPT, and they can be added to the
solution without affecting the approximation ratio. This completes the proof of
Theorem 4.1. 0

It remains to prove the lemmas that were used in the proof of Theorem 4.1.

Lemma 4.2. Given a feasible solution {X,}U{ e”} of LP-U of cost LP, Algorithm 4
on lines 2-5 computes a vector {X,} of cost at most 20LP (i.e., satisfying },, X, <
20LP) such that all X, are integer multiples of n=*. Moreover; for every thin edge

(s,1) and cut (S,T) in the local layered graph G*' with 5,5, € S and t,,f € T,

vector {X.} satisfies
> R 2 1. (6)

(u,v)EES!:(u;,vip1)eS XT

This stage of the algorithm succeeds with probability 1 — exp(—cn*/®) for some
constant ¢ > Q.

Proof. For every edge e, we independently sample a Poisson random variable P,
with mean A, = 6n*°%,, and set £, = P,n~*/3. Since the support of the Poisson
distribution is on nonnegative integers, all £, are integer multiples of n=/3. We
need to verify that X, satisfies (6) and that its cost is bounded by 20LP.

Fix a thin edge (s,7) and a cut (S,7T) in G* with 5,5, € S and 1,,7 € T. Let
A = {(u,v) € E* : (u;,vis;) € S x T}. For every path p = s > u — v — t of
length 3 in G*', one of the edges on the path § — u; — v, — 7 crosses the cut
(S, T) and, consequently, one of the edges of p belongs to A. Similarly, for every
path p = s — u — ¢ of length 2 (respectively, path p = s — ¢ of length 1) one
of the edges on the path § — u; — t, — 7 (respectively, path § —» sy —> 1, —> )
crosses the cut (S, T), and one of the edges of p belongs to A. Therefore, A is an
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antispanner. By Claim 3.2, if {X,} U { e” } is a feasible solution to LP-U then {x,}

satisfies the antispanner constraints for LP-A’, given in (2). That is, >} ,c4 X, > 1.
Next, we bound Y ,c4 £, = n72* Y ,c4 P.. The sum 3,4 P, is distributed as a

Poisson random variable with mean 14 = 3,4 A, > 6n*3. By Lemma A.1 in the

Appendix,

Pr[Z £ <2] = Pr[z P, <2n*P < Pr[z P, < 6/e-n*?] < exp(=6n*/4).

ecA ecA ecA

Since (s, 1) is a thin edge, |[V*'\ {5, f}| < 2n*?, and the number of cuts (§, T) in
V! separating 5 and 7 is at most 22" = exp(In4 - n?/3). Hence, by a union bound,
(6) holds for all such cuts simultaneously with probability at least 1 —e~” where
¢ =6/4 —1n4 > 0. By a union bound, the same statement holds for all thin edges
(s, t) simultaneously with a constant c/2.

Finally, observe that the cost of {%,} is n7%/* X 3,cz P,. The sum Y,z P, is a
Poisson random variable with mean 6n>/* Y X, = 6n*3LP. By Lemma A.1,

Pr[z P, >20n*3LP] < Pr[z P, > 6-en*3LP] < exp(-6n*>LP) < exp(~6n*").
eeE ecE

Thus, the probability that the cost of {X,} exceeds 20LP is exponentially small. []
Lemma 4.3 (Analog of Lemma 4.1 in [DK11]). E[|E”|] = O(OPTn'”? Inn).

Proof. By a union bound, the probability that an edge e belongs to E” is at most
2%,an'3 Inn. Therefore, since « is a constant,

R[IE"]] < Z 2%.an*Inn = O(OPTH' Inn).

ecE

O

Lemma 4.4 (Analog of Lemma 4.2 in [DK11]). If (s,?) is a thin edge, then E”
settles (s,t) with probability at least 1 — 1/n.

Proof. Fix a thin edge (s, 1). Let

E” ={e;: ec E” ande; € E¥'} U {(S, 51), (2, 1)}

be the set of copies of the edges in E” in the local layered graph G*'. We show
that, with probability at least 1 — 1/n, there is a path from § to 7 in (V*/, E”") and,
consequently, the edge (s, ) is settled.

Let { :f,.’t} be the maximum flow from § to 7 in the graph G*' with capacities
X, = Xu.y) on edges e; = (u;,vir1) for u # v, infinite capacities (%, = o) on
edges e; € {(5, 51),(t2,1)} and zero capacities (X, = 0) on edges e¢; = (u;, U;11)
for e; ¢ {(5, s1),(t2,1)}. Note that this flow may be different from the flow { ifi”}
obtained by LP-U. By (6), the capacity of the minimum cut between 5 and 7 is at
least 1. Thus, the value of the flow is at least 1.
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In the simplest case, the flow is routed along n*? disjoint paths of capacity
n~2/3 each. The probability that a given path § — u; — v, — [ belongs to
(VS E")is at least Pr[r, < an'®Innand r, < an'?Inn] > (en~'?1Inn)>. The
probability that at least one path belongs to E” is 1—(1—a? n~ 23 In’> n)*” > 1-1/n.
In the general case, however, we need a more involved analysis.

To analyze the general case, we partition the set V* into two disjoint sets S
and T such that at least 1/4 units of flow are routed along paths § — u; — v, — 1,
where u € § and v € T. To see that such a partition exists, randomly add every
vertex in V> \{s,t} to S or T with probability 1/2. Add sto S and ¢ to T. Then for
every path § —» u; — v, — f (where u # v), Prlu € S andv € T] > 1/4. Hence,
the expected flow routed from 5 to 7 through S and 7 (as described above) is at
least 1/4. That is, for at least one partition (S, 7') the flow is at least 1/4. Fix this
partition.

Let { f,,} be the maximum flow (with the same capacities as above) routed from
5 to 7 through S and T, such that all £, are multiples of n7*/. Such a flow exists
because all capacities are multiples of n=>/3. Observe that ¢; € E” if min(r,, r,) <
£.,an'Inn and, consequently, also if min(r,, r,) < f,.@n'”®Inn, since f,. < %,..

Consider the following two cases:

1. fisu) = n~'/° for some vertex u € S.
2. fisuy <n”'3 for all verticesu € S.

Case 1. Fix a vertex u € S for which f5,,) > n~'/3. The edge (5, u;) always
belongs to E” because afg,n'?Inn > afis,n'*Inn > 1 > r,. Consider an
arbitrary path u; — v, — £. Note that fi,, 7 > fu,.,), since all flow from u; to
v, must be routed to 7 along the edge (v,,7). Thus, if r, < af(,,., n'”* Inn, then
(u1,v2) € E” and (v,,7) € E”. Therefore, if there is no path from u,; to 7 in £”,
then r, > af,, ,nn'? Inn for all v € T. This happens with probability at most

n min(1 — @, ., 7' Inn,0) n exp (—ozf(,,m) n'?In n)

veT veT

= exp [— [Z f(ulm)] an'”In n)

veT

IA

< exp(—f(m)a/nmlnn)
1

< exp(=Inn) = —.
n

Therefore, with probability at least 1 — 1/n, there is a path from 5 to 7 in G**
and, consequently, the edge (s, ?) is settled.
Case 2. For every u € S, define a random variable F,:

Fy, = Z f(ul,vz)'

VET 1y S fuy wyyn' /3 Inn

This random variable gives a lower bound on the amount of flow that can be routed
along edges E” from the source § to the set copies of nodes in T through vertex
u;. (Recall that E” is a random set.)
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] an~'"31nn 1
Claim4.5. Pr ZS: Fuz——a—|21-5.

Proof. The value of F,, depends only on r,, and hence all random variables F,,
are independent. If f,, ,,) > O then f, ,,) > n~*? because f,, ,, is a multiple of
n~?/3. Therefore, for all nodes u € S and v € T with positive flow f{,, ,,),

Pr [ru < a/f(uwz)rl”3 In n] = min(a/f(ul,vz)nl/3 Inn, 1) >an P Inn > anInn.
Fu

This implies that for all nodesu € S andv € T,

1/3 -1/3
S - Ir’r [ru < @fiy, ppyn'” In n] > funam - an ' Inn.

Therefore,
E[Z F“l] = Z [Z f(ul,vz) 1:1‘ [ru < Q’ﬁul,vz)nlﬂ In l’l])
ues ueS \veT "
z Z(Z f(ulm)cm_m Inn = (Z f(im))a”’l_l/3 Inn > %n_m Inn.
ueS veTl ues

1/3

Now we use the assumption that f,,, < n~ It implies that all F,, are

bounded from above by n~!/3. By the Hoeffding inequality?,

-3 1
oS E 2 ann] = 1P| YA < 2B R
“ Lues “ Lues ues
> l—exp(—a?l)rzm)z 1—2i.
n

O

Next, we condition on the event that Y, F,, > an™'/*Inn/8, and estimate
the conditional probability that there exists a path from 5 to 7.

Claim 4.6. For any fixed {r,},cs, such that ¥,.s F,, > an™'*Inn/8, we have

PrT [there is no path § — u; — v, —> fin E”] < 1/(2n).
ry: VE

3Here we use the following variant of the Hoeffding’s inequality. Let X, ..., X,, be independent
random variables taking values in [0, c]. Let S, = X X;, let u = E[S,,]. Then, for every positive &,

Pr(S, < (1 — )] < e 25HIe,

For reference see, e.g., [HMRR98] Theorem 2.3(c) (page 200).
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Proof. Foreveryv e T, let

F,, = Z S v)-

ULy S flug wyyn1 3 Inn

If for some 7 € T we have F;, > 0, then for some ii € S, r; < af 5,0/ Inn,
ri < @fian'? Inn and, hence, the path § — ii; — ¥, belongs to E”. Also,

S = Z Janiy = F,.

uesS

Now for a fixed {r,},s and a vertex ¥ € T, we give a lower bound on the
probability that (¥,,7) € E” as

Pr|rs < afis,pn' Inn| 2 min(afs,pn'” Inn, 1) 2 min(@Fy,n' Inn, 1),
ry

Note that we have a lower bound on the sum of F,,’s:
an " Inn
SiFL= YR,z
veT ues

Thus, we can use the same argument as in Claim 2.3 to get a lower bound on the
overall probability:

IA

Pr(forall v e T with F,, > 0, (v,,7) ¢ E”] exp(— Z aF,,n'?Inn)

veT

IA

1
exp(—a/2 In®n/8) < —.
2n

]

By Claims 4.5 and 4.6, the probability that there existsapath§ — u; = v, > 1
is at least (1 — 1/(2n))* > 1 — 1/n. O]

5. An O(n*/3*€)-Approximation for DIRECTED STEINER FOREST

Let us first recall the DirecTep STEINER ForEST (DSF) problem. Given a di-
rected graph G = (V,E), a cost function ¢ : E — R andaset D C V X V of
ordered pairs, the goal is to find a min-cost subgraph H of G that contains a path
from s to ¢ for every (s,7) € D. In contrast to spanners, there is no restriction
on the paths used to connect pairs, but the objective to be optimized depends on
arbitrary edge costs.

Theorem 5.1. For any fixed € > 0, there is a polynomial time randomized algo-
rithm for DIRECTED STEINER FOREST with expected approximation ratio O(n*/3*¢).
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Our algorithm for DSF builds on the algorithm of Feldman, Kortsarz and Nu-
tov [FKNO9] for the problem. We describe their algorithm and most of their anal-
ysis, using notation compatible with previous sections of this paper, and show
where we make our improvement. As mentioned in [FKN09], one can assume
without loss of generality that D € § X T for two disjoint subsets S and T of V
and that the costs are metric.

Let 7 denote our guess for the optimal value of OPT. We start from 7 = 1 and
repeatedly double our guess each time we find it is too small. Thus, it suffices to
give the approximation guarantee for the iteration when OPT <7 <2-OPT. The
algorithm has two parameters: 8 and £. We set 8 = n'/® and ¢ = 7/n*? below.

Let us adapt some terminology from the previous sections to this new setting.

Definition 5.1 (Thick & thin pairs). For a pair (s,t) € D, let G* = (V*¥', E*") be
the subgraph of G induced by the vertices on paths from s to t of cost at most {. A
pair (s,t) € D is a thick pair if |V*!| > n/B and is a thin pair otherwise.

Definition 5.2. A set E’ C E settles a pair (s,t) € D if the subgraph (V,E")
contains a path from s to t.

The high-level structure of the algorithm is the same as for the spanner prob-
lem. We will describe how to find in polynomial time two sets E’, E” C E ,such
that E’ settles all the thick pairs and E” settles all the thin pairs.

The thick pairs can be settled by random sampling, just as in Section 2.1. For
p = O((logn)/(n/pB)), if each vertex is selected with probability p to lie in a set
R, then for every (s,1) € D, RN V¥ # ( with high probability. Let the set E’
be constructed by adding, for each u € R, s € S,t € T, the edges of a path from
s to u of cost at most ¢ if one exists and the edges of a path from u to ¢ of cost
at most ¢ if one exists. The expected number of thick pairs still not settled is at
most |D|/n* < 1. Thus, we can add the edges of a minimum-cost path from s to
t for any unsettled thick pair (s, 7) and still have that the expected cost of E’ be
O(n-pn-€+71)=0mlB+1) = 0N*>7).

We remove the settled thick pairs from D, so that it only consists of the un-
settled thin pairs. Next, we construct an edge set E” that settles all the thin pairs.
Define the density of a subset of E to be the ratio between the total cost of the
subset and the number of pairs in D settled by it. We show how to efficiently
construct a subset K with expected density O(n*3*€) - 7/|D|. This allows us to
compute the set E”: starting from |D| unsettled thin pairs and E” = 0, find K of
expected density O(n?/**€) - t/|D|, add the edges in K to E”, remove the settled
pairs from D, and repeat. As shown in Theorem 2.1 of [FKNO09], this greedy pro-
cedure produces a subset E” of expected cost O(n*3*€) - t that settles all the thin
pairs, completing the proof of Theorem 5.1.

The edge set K is produced by constructing two sets K; and K, and letting K
be the set of smaller density. We guarantee that one of K; and K, has expected
density O(n*/**€) - 7/|D|. Whether the guarantee is provided for K; or K, depends
upon which one of the two cases below holds. Suppose H is an optimal solution
with cost 7 (we ignore the factor of 2 for simplicity). Let C be the set of pairs
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Minimize Z c(e) - x, subject to: (7)
eck
D vz D2
(s,H)eD
fo<x, V(s,HyeD,ecE
I1(s,t)>P>e
D fr=yu  V(sneD
PeIl(s,t)
0<ysnfrx.<1 Y(s,t)e D,Pell,ec E
Figure 3: Linear program LP-DSF for the case |D — C| > |D|/2

(s,t) € D for which the minimum cost of an (s, 7)-path in H is at least ¢; that is,
these are the costly pairs to settle. The two cases are: |C| > |D|/2 and |C| < |D|/2.

Case 1: |C| > |D|/2. This case relies on a result of Chekuri, Even, Gupta and
Segev [CEGS11]. Define a junction tree to be the union of an ingoing tree and
an outgoing tree (not necessarily disjoint) rooted at the same vertex. [CEGS11]
shows an O(n¢)-approximation for the minimum density junction tree of a graph.
Fortunately, there exists a junction tree of density at most 72/(|C|£). To see why,
take the paths in H connecting the pairs in C. The sum of the costs of all such
paths is at least |[C|¢. Since the cost of H is 7, by averaging, there exists an edge
which belongs to at least |C|¢/7 of the paths. Therefore, there must be a junction
tree K; which contains this edge and connects at least |C|£/7 pairs in D. K; has
density at most 7/(|C|¢/7) = 72/(|C|f). Thus, when |C| > |D|/2, the algorithm of
[CEGS11] (deterministically) returns a junction tree of density O(n-7/¢-7/|D|) =
on*3*) - 7/|D.

Case 2: |D — C| > |D|/2. In this case, we attempt to find a subgraph that con-
nects many pairs of D using low-cost edges. Consider the problem of connecting
at least |D|/2 pairs from D using paths of cost at most ¢ while minimizing the total
cost of the edges. For (s,7) € D, let I1(s, r) be the set of (s, f)-paths of cost at most
¢, and let IT = | J; ep I1(s, 7). We can formulate an LP-relaxation for this problem,
LP-DSF, shown in Figure 3, which closely resembles the LP used by [DK11] for
DirecTeD k-SpanNER. Each edge e has a capacity x,, each path P € II carries fp
units of flow, and y;, is the total flow through all paths from s to z. Also, the total
flow through all paths in IT should be at least |D|/2. It is clear that LP-DSF is a
relaxation of the problem of connecting at least |D|/2 pairs in D while minimiz-
ing the cost of the edges. [FKNO9] shows that in polynomial time, we can find a
solution {%x.} U {J;,} such that } ... c(e) - X, is within (1 + €) factor of OPT, the
optimal solution to LP-DSF, for any fixed € > 0.

Our improvement comes in the analysis of the rounding algorithm for LP-
DSE. Suppose {x.} U {J,,} is a feasible solution to LP-DSF. Let K, be the edge set
obtained by selecting each edge in E with probability min((8nInn)/g - x., 1).
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Lemma 5.2. With probability > 1 — 1/n? K, settles every thin pair (s,t) with
Vsr 2 1/4.

Proof. We reinterpret Definition 2.4 in terms of edge costs instead of lengths.
More precisely, define a set A C E to be an antispanner for a pair (s,7) € D if
(V,E \ A) contains no path from s to ¢ of cost at most £. By exactly the same
argument as in Claim 2.5, the set of all minimal antispanners for thin pairs is of
size at most n*(n/B)"'P.

For every thin pair (s,7) € D with y;, > 1/4, if A is an antispanner for (s, ),
then X\,cq Xe 2 Xpenisn fp = 1/4, where fp is the value of the variable fp in LP-
DSF that corresponds to the solution {%.} U {9;,}. So, the probability that K, is
disjoint from A is at most exp(—(n Inn)/f), by the same argument as in Claim 2.3.
Thus, by the bound on the total number of antispanners of thin pairs from above,
the union bound, and Claim 2.4, it follows that with high probability, K, settles

every thin pair (s, 7) with y,, > 1/4. ]

We add to K, a minimum cost path between any pair (s, #) with §;, > 1/4 thatis
still not settled. In expectation, the number of such pairs is |D|/n* < 1, so that the
total expected cost* of K> is at most (16nInn)/B-7. A simple argument shows that
the number of pairs (s,7) in D for which J;, < 1/4 is at most 2|D|/3; assuming
the opposite makes the total amount of flow between all pairs strictly less than
|D|/2. So, the expected density of K is at most: ((16n1nn)/8-71)/(|D|—-2|D|/3) =
(48nlnn)/B - 7/|D| = On*3) - 7/|D|.

As we said earlier, the set K is taken to be either K; or K;, depending upon
which has the smaller density. By the above, expected density of K is at most
O(n*3*€) - t/|D|. This concludes the proof of Theorem 5.1.

6. Conclusion

For general DIRECTED k-SPANNER, we obtained an approximation ratio of O(v/n)
and for DiRecTED 3-SpaNNER with unit edge lengths we obtained an approximation
ratio of O(n'/?). The second bound almost matches the LP integrality gap of Dinitz
and Krauthgamer [DK11]. It remains an interesting open question whether one
can get an approximation ratio of O(n'/?) for the general case.
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Appendix A.

We use the following standard concentration result about Poisson random vari-
able, giving the proof for completeness.

Lemma Appendix A.l. Let P be a Poisson random variable with parameter
A > 1. Then

Pr(P < Afe) < e V%,
Pr(P > ed) < e
Proof. LetT =|A/e]. Then

Pr(P < A/e] = Z

t=0

/lr+1 /I_t _

! [ o t+1 > e. Hence,

The terms in the sum increase exponentially:

—/l 0 AT
PrP < Aje] < Z \/_(T/ ; X2 < e—(ﬁ—T)(?)
e
< e‘“‘”(i)m < e MO > o4,

Ale

To estimate 7'! we use Stirling’s approximation.
Similarly, let 7’ = [eA]. Then

0o /lt_
PHP < el] :Z ¢

t=T"

The terms in the sum decrease exponentially: HI), (’;)'! = - +1 < 1/e. Hence,

247 e 247 e <o (e/l)T’

Pr[P < ed] < < < =
T V2r(T’ [e)"’ r

<e™,
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