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Abstract

‘We propose a client-server system which allows for the analysis of multi-centric med-
ical images while preserving patient identity. In our approach, the client protects the
patient identity by applying a pseudo-random non-linear deformation to the input image.
This results into a proxy image which is sent to the server for processing. The server then
returns the deformed processed image which the client reverts to a canonical form. Our
system has three components: 1) a flow-field generator which produces a pseudo-random
deformation function, 2) a Siamese discriminator that learns the patient identity from the
processed image, 3) a medical image processing network that analyzes the content of the
proxy images. The system is trained end-to-end in an adversarial manner. By fooling
the discriminator, the flow-field generator learns to produce a bi-directional non-linear
deformation which allows to remove and recover the identity of the subject from both
the input image and output result. After end-to-end training, the flow-field generator is
deployed on the client side and the segmentation network is deployed on the server side.
The proposed method is validated on the task of MRI brain segmentation using images
from two different datasets. Results show that the segmentation accuracy of our method
is similar to a system trained on non-encoded images, while considerably reducing the
ability to recover subject identity.

1 Introduction

Convolutional neural networks (CNNs) are the de facto solutions to a large number of med-
ical image analysis tasks, from disease recognition, to anomaly detection, segmentation,
tumor resurgence prediction, and many more [6, 15, 16, 33]. While solutions to these decade
long problems are flourishing, a consistent obstacle to their deployment has been privacy
protection. Despite being essential to preserve human rights, privacy protection rules are
nonetheless a break on the development of machine learning methods, and in particular to
cloud-based medical image analysis solutions. However, cloud-based solutions have great
benefits, such as preventing clinics from having to purchase and maintain specialized hard-
ware. As such, if these systems are to prosper in the medical world, they will have to integrate
privacy protection policies to their processes.
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Figure 1: Diagram of the proposed system. Once deployed (testing), the client performs
operations identified by blue lines, and the server operations corresponding to green lines.

The simplest privacy protection protocol is anonymization. For medical images, this
means removing patient tags from DICOM images or converting it into identity-agnostic
formats such as TIFF. Unfortunately, patient identity can be recovered just by inspecting
raw images [12, 14]. Results reported in Section 4.1 show that the identity-recognition
F1-scores can go up to 98%. Needless to say, data exchanged between the client and the
server can be encrypted. While this ensures protection against outside cybercriminals, it
does not protect against malicious people from within the organization. Alternatively, one
can use homomorphic encryption which allows to perform forward and backward passes of
encrypted data without having to decrypt it [22, 45]. Although these methods perform well
in some applications, homomorphic cryptosystems typically incur high computational costs
[10, 22, 24] and are mostly restricted to simple neural networks.

In this paper, we propose a novel client-server system which can process medical im-
ages while preserving patient identity. As shown in Fig. 1, instead of sending an image x to
the server, the client deforms the image with a non-linear spatial deformation field fx con-
ditioned on a client-specific private key k. The warped image x? is then sent to the server
where it is processed and sent back to the client. At the end, the deformed result y¢ is un-
warped with the inverse transformation function f™. Results obtained on the task of 3D
MRI brain image segmentation reveal that the patient identity is preserved both on the MRI
image and the segmentation map while keeping a high segmentation accuracy.

2 Related works

Homomorphic encryptions One way of preserving privacy is via homomorphic-encryption
(HE) [7, 10, 22], which allows neural networks to process encrypted data without having to
decrypt it. However, HE is not void of limitations. First, it has non-negligible communica-
tion overhead [29]. Furthermore, being limited to multiplications and additions, non-linear
activation functions have to be approximated by polynomial functions, which makes CNNs
prohibitively slow (Nandakumar er al. [22] report processing rates of 30 min per image).
Thus, homomorphic networks have been relatively simplistic [9] and it is not clear how
state-of-the-art deep neural nets [28] can accommodate this approach.

Federated learning Another solution for multi-centric deep learning data analysis is fed-
erated learning. [13, 19, 20, 32, 39, 41]. The idea of this approach is to train a centralized
model by keeping the data of different clients decentralized and exchanging model parame-
ters or back-propagated gradients during training. While it improves privacy by not sharing
data, it requires significant network bandwidth, memory and computational power, and is
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susceptible to data leakage from specialized attacks like model inversion [36, 44].

Privacy preserving with adversarial learning A popular solution consists in training a
generator to create perturbed images, from either a noise distribution [40] or real images
[26]. Then, the generated images are employed to train a discriminator to differentiate be-
tween original and synthetic images. Nevertheless, the encoding in these frameworks is
not optimized under the supervision of specific utility objectives, potentially achieving sub-
optimal results and sacrificing the performance on the utility task. To overcome this limita-
tion, recent works have integrated specific utility losses, which are jointly optimized with the
privacy objectives [25, 27, 30, 37, 38, 42]. These approaches, which typically tackle simple
problems (i.e., QR code classification or face recognition), resort to standard classification
models for both the adversarial and task-specific objectives, where the number of classes
is fixed. An alternative to alleviate the issue when the number of classes is non-fixed is to
employ a Siamese architecture as the discriminator, which predicts whether two encoded
images come from the same subject [12, 23].

Differences with existing methods In contrast with prior works, the proposed framework
can easily scale-up to non-fixed classes scenarios. Furthermore, compared to [23], our ap-
proach presents significant differences both in the objectives and methodology. First, privacy
preserving is investigated in the context of biometrical data in [23] (e.g., fingerprint), whereas
we focus on volumetric medical images, which are dissimilar in nature. Second, they aim
at finding the smallest possible transformation of an image to remove identity information
while can be still used by non-specific applications. In contrast, our goal is to obfuscate im-
ages with the strongest possible transformation so that subject identity cannot be recovered
while at the same time the encoded image can be used to train a model in the segmentation
task. This results in important methodological differences, such as an additional network
and different objective functions. More related is the work in [12] whose transformations in
deteriorated images come in the form of intensity changes. But contrary to our method, the
structural information in the segmentation results is preserved, which can be used to retrieve
the patient identity.

3 Methods

3.1 Proposed architecture

As shown in Fig. 1, during training, our system consists of three components: a transforma-
tion generator, a segmentation network and a discriminator. We describe the role of each of
these components below.

3.1.1 Transformation generator

The first component is a generator G that takes as input a 3D image x € R7*W>D and a ran-
dom vector k € RM and outputs a transformation fi that distorts x so that the corresponding
subject’s identity cannot be recovered, yet segmentation can still be performed. Vector k is
a private key, known only by the client, that parameterizes the transformation function and
ensures that this function cannot be inferred from distorted images.

In Privacy-Net [12] a generator is also used for this purpose, however, it directly outputs
the distorted image. In this work, we follow a different approach where the generator outputs
the transformation function f, which is used afterwards to distort the image. Computing
this function explicitly enables to perform the segmentation in the transformed space, where
identity is obfuscated, and then reverse the transformation back to the original space. To
ensure that the transformation is reversible, we could limit fi to a specific family of functions
(e.g., free-form deformation [35]). However, to add flexibility and learn a function most
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suitable for the downstream segmentation, we instead enforce the generator to output both fi
and its inverse fli(“V, and use a reconstruction loss (see Section 3.3.3) to impose that fli“Vo fk =
1. Given a training example (x,y), where y € RF>*W*P*C ig the ground-truth segmentation
mask over C classes, fi is used to compute the distorted image x? = fi(x) and distorted
segmentation y¢ = fi(y). The former is sent to the segmentation network for processing,
while y¢ is used to evaluate the segmentation output. On the other hand, the inverse function

li(nv is used to obtain the reconstructed image X = fli(“"(xd) and reconstructed segmentation
y = fi™(y¢) in the original space.

As for the generator (c.f. figure 1 in the supplementary materials) it comprises an encoder
path with 4 convolution blocks that takes an input image and computes feature maps of
increasingly-reduced dimensions via pooling operations, and a decoder path also with 4
convolution blocks which produces an output map of same size as the input. In this work,
we use the generator to predict a flow-field f which assigns a displacement vector f, ,,,, € R3
to each voxel (u,v,w) of the 3D image x. More information on the transformation is given in
Section 3.2. Transpose convolutions are used in the decoder path to upscale feature maps. We
also preserve high-resolution information by adding skip connections between convolution
blocks at the same level of the encoder and decoder paths. Moreover, to ensure that the
private key k is used at different scales, we include another path in the model that gradually
upscales k with transpose convolutions and concatenates the resulting map with feature maps
of corresponding resolution in the decoder path.

3.1.2 Segmentation network

The segmentation network S takes as input the distorted image x? and outputs a distorted
segmentation map y¢ = S(x¢). Although any suitable network can be employed, we used
a 3D U-Net [4] which implements a convolutional encoder-decoder architecture with skip-
connections between corresponding levels of the encoder and decoder.

3.1.3 Siamese discriminator

An adversarial approach is employed to obfuscate the identity of subjects in distorted images
and segmentation maps. In a standard approach, a classifier network is used as discriminator
D to predict the class (i.e., subject ID) of the encoded image produced by the generator. In
our context, where the number of subjects can be in the thousands and grows over time,
this approach is not suitable. Alternatively, we follow a strategy similar to Privacy-Net [12]
where we instead use a Siamese discriminator that takes as input two segmentation maps, y;
and y;, and predicts whether they belong to the same subject or not. Note that this differs
from Privacy-Net, which applies the Siamese discriminator on the encoded images, not on
the segmentation maps. For training, we generate pairwise labels s;; such that s;; = 1 if y;
and y; are from the same subject, otherwise s;; = 0. Since we now solve a binary prediction
task, which is independent of the number of subjects IDs, this strategy can scale to a large
and increasing number of subjects in the system.

3.1.4 Test-time system

At testing, the system can be used for privacy-preserving segmentation as illustrated in Fig. 1.
A client-side generator is first used with the client’s private key Kk to distort the 3D image to
segment, X, into an identity-obfuscated image x? = fi (x), which is then sent to the server for
segmentation. The server-side segmentation network takes x? as input and outputs the dis-
torted segmentation map y?. Finally, ¢ is sent back to the client where the inverse transform
is used to recover the segmentation map y = fi™ (y?).
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3.2 Transformation function

As in [2, 3], the transformation function in our model takes an image (or segmentation map)
and a flow-field as input, and outputs the deformed version of the image. Similarly to the
spatial transformer network [11], this geometric deformation is based on grid sampling. Let
b be the base-grid of size (H,W,D,3) containing the coordinates of image voxels, and f be
the deformation flow-field of same size. The coordinates of the deformed grid are then given
by d = b +f. We obtain the deformed image x¢ by sampling the 8 neighbor voxels around
each point of d using tri-linear interpolation:

o= Y Xy -max (0, 1—|d,—b,|) -max (0,1-|d,—b,|) max (0, 1—|dy,—b,|) (1)

(' V' w)eQ

Since Eq. (1) is differentiable, we can back-propagate gradients during optimization.

3.3 Training the proposed model

We train the transformation generator G, the segmentation network S and the discriminator
jointly with the following five-term loss function :

['total (S, Ga D) = »Cseg(S) + )“l»cadv(Ga D) + AQ['inv(G) + )~3£smt(G) + 2v4£div(G) )

Where A1, A2, A3 and A4 are hyper-parameters balancing the contribution of each term. In
the following subsections, we define and explain the role of each term in this loss function.

3.3.1 Segmentation loss

The segmentation loss enforces that the segmentation network S learns a correct mapping
from a distorted image x¢ = fi(x) to its distorted segmentation y¢. The predicted segmen-
tation after reconstruction is y = f]i(“" (¥9). Here, we use a Dice loss [31] to measure the
difference between the reconstructed predicted segmentation and its corresponding ground-
truth:

Eseg(S) = Ingn IE(X,y)‘k [éDiCC(y7/y\)] = mSin IE(x,y),k [EDiCC (Ya (fli(nVOSofk)(X))] . (3)

Since this loss samples over both images x and random key vectors Kk, the network S learns
a segmentation that accounts for the variability of structures in images and their possible
deformation resulting from f.

3.3.2 Identity obfuscation loss

An adversarial loss is added to ensure that the transformation obfuscates subject identity. By
maximizing the discriminator’s error, the generator learns to produce transformed images
from which identity cannot be recovered. However, this strategy is sensitive to noise or
variation in contrast which “fools” the discriminator but still preserves structural information
that can identify subjects. To alleviate this problem, we instead apply the discriminator on
pairs of segmentation maps. Letting D(y;,y;) be the probability that y; and y; are from the
same subject, we define this loss as

Laay(G,D) = mGin max Ey,y, [sijlogD(yi,y;) + (1—sij)log (1—D(yi,y;))]

+ Eyx[log (1-DF".y))] @)
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Table 1: Segmentation and re-identification results on the PPMI dataset.

Segmentation DSC Re-id. Fl-score  Re-id. mAP
Method Overall GM WM Nuclei int.CSF ext.CSF Image Seg. Image Seg.
No-Proxy 0.887 0941 0862 0.727 0.745 0.825 0.988 0986 0.998 0.998

Noise (SNR=1 dB, SPP=0.1) 0.871 0.939 0.857 0.712 0.729 0.813 0984 0.986 0997 0.998
Noise (SNR=0.1 dB, SPP=0.5) 0.445 0.463 0431 0.388 0.372 0452 0388 0.575 0.283 0.447

Voxel permutation 0.185 0.190 0.182 0.177 0.245 0.187  0.023 0.011 0.007 0.015
Privacy-Net [12] 0.812 0925 0.824 0.580 0.598 0.752 - - 0.189 0.632
Ours (All losses)

=1 0.816 0.901 0.829 0.634  0.651 0.735  0.051 0.045 0.096 0.091
Ay =05 0.825 0909 0.837 0.644 0.662 0.742  0.128 0.113 0.236 0.232
A4 =025 0.847 0929 0.849 0.671 0.685 0.774  0.287 0.294 0.301 0.297
Ours (w/o Invertibily) 0.511 0.523 0.507 0.467 0.423 0.534  0.038 0.025 0.059 0.034
Ours (w/o Smoothness) 0.701 0.801 0.706 0.455 0.431 0.605 0.059 0.043 0.110 0.088
Ours (w/o Diversity) 0.864 0934 0.853 0.718 0.711 0.796 0445 0473 0.393 0.329

with ¥ = S(fx(x)) and y = £i™(y¢). The first term corresponds to the cross-entropy loss
on ground-truth segmentation pairs, that does not depend on the generator or segmentation
network. The second term measures the discriminator’s ability to recognize that a deformed
segmentation and its reconstructed version (by applying the reverse transform function) are
from the same subject. This second term is optimized adversarially for G and D. It can be
shown using a variational bound method that optimizing the problem in Eq. (4) minimizes
the mutual information between a pair (¥¢,y) and the same-identity variable s; j [12]. Conse-
quently, it impedes a potential attacker from retrieving subject identity for a given distorted
image by matching it with a database of existing images.

3.3.3 Transformation invertibility loss

When receiving the deformed segmentation from the server, the client needs to bring it back
to the original image space. For this to be possible, the transformation function needs to
be invertible, i.e. fi™of = 1. To enforce this property, we minimize the Lp;.. between a
segmentation map and its reconstructed version. However, since the segmentation map is
binary, this leads to non-smooth gradients. We avoid this problem by also minimizing the
reconstruction error for input images, based on the structural similarity (SSIM) measure:

Lin(G) = min By s (%, (A" 0 () + loice (v (A fOW) |- 5

where lgsiv (X,Yy) € [0, 1] is the SSIM loss as in [43].

The global SSIM is generated at each voxel using a 11x11x 11 window, and then taking
the average over all voxels. In practice, we use a multi-scale structural similarity (MS-SSIM)
which computes the SSIM at multiple image scales via subsampling [34].

3.3.4 Transformation smoothness loss

The transformation invertibility loss in Eq. (5) may sometimes lead to discontinuity in the
deformation field which prevents the segmentation from being reconstructed. To regularize
the deformation field produced by the generator, we include another loss that enforces spatial

smoothness:
1

[fsmt(G) = IEx,k @
(

Z vau,v7w||2 (6)

u,y,w)€Q

where the spatial gradient V£, ,,,, at each voxel (u,v,w) is estimated using finite difference.
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Table 2: Influence of the different terms of the loss function L, in the reconstruction.
Segmentation DSC

Method MS-SSIM  Overall GM WM  Nuclei int.CSF ext.CSF
Ours (All losses)

=1 0.993 0.983 0987 0982 0.970 0.972 0.985
=05 0.993 0.984 0988 0.983 0.969 0.975 0.984
Ay =0.25 0.994 0.987 0992 0986 0.975 0.976 0.988
Ours (w/o Invertibility) 0.692 0.574 0.581 0.579 0.569 0.565 0.584
Ours (w/o Smoothness) 0.905 0.829 0.856 0.861 0.822 0.791 0.842

Ours (w/o Diversity Loss) 0.995 0990 0.994 0989 0.981 0.980 0.990

Inter Subject 20 Inter Subject
40{ ™ Intra Subject N intra Subject

Inter Subject Inter Subject
= intra Subject = intra Subject

(@) (b)
Figure 2: MS-SSIM score and DSC histograms between inter- and intra-subject (a) undis-
torted MR images and (b) undistorted segmentation maps (c¢) deformed images and (d) de-
formed segmentation maps.

06 07 08 0.4

0.6 07

(c) (@

3.3.5 Transformation diversity loss

A final loss in our model is added to prevent mode-collapse in the generator where the same
transformation would be generated regardless of the input private key k. As mentioned
before, having a transformation that depends on k is necessary to avoid an attacker learn to
“reverse” the transformation by observing several deformed images or segmentation maps.
To achieve this, we maximize the distortion between two deformed versions of the same
image or segmentation, generated from different random private keys k and k':

EdiV(G) = mgx IE(x,y),k,k’ VSSIM (fk(X)afk’ (X)) + Ipice (fk(Y)vfk/ (y))} . (7

4 Results

We start by evaluating the segmentation and re-identification performance of three different
baselines. The first baseline, which we call no-proxy baseline, uses non-distorted images of
PPML. In the second one, named noise baseline, we add strong noise to the PPMI images
to distort them. The third baseline, called voxel permutation, distorts an input by randomly
shuffling the order of voxels while keeping their intensity the same. This last baseline is used
to evaluate a scenario where all geometric information of the image is lost. We then evalu-
ate our privacy-preserving segmentation method on the same data, and conduct an ablation
study to measure the contribution of each loss term. Last, we assess our method’s ability to
generalize on MRBrainS data.

Dataset. We evaluate our method on the task of privacy-preserving brain MRI segmenta-
tion. Two datasets are used in our experiments: the Parkinson’s Progression Marker Initiative
(PPMI) dataset [17] and MRBrainS13 Challenge [21] dataset. The first dataset, which con-
tains longitudinal data, was considered for training the Siamese discriminator to recognize
same-subject brain segmentations. The second one is used to evaluate the ability of our gen-
erator trained on PPMI to generalize to another dataset. More details on these datasets can
be found in the supplementary materials.
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Forward flow-field Backward flow-field Deformed image Deformed segmentation

Input image Segmentation Reconstructed image ~ Reconstructed segmentation

Figure 3: Visualization of forward f and backward f"V deformation fields, input images
with its associated ground truth map, deformed image and segmentation map and the recon-
structed images and segmentation maps.

4.1 Baseline

4.1.1 No-proxy Baseline

Re-identification We measure the ability of the Siamese discriminator trained indepen-
dently to correctly recover the identity of a patient with the original, non-distorted images
and segmentation maps of PPMI. These no-proxy results are reported in the first row of
Table 1, where we observe that the Fl-scores of the discriminator are above 98% and the
mAP is close to 100%. To further compare the inter/intra-subject similarity, we computed
a MS-SSIM score between each pair of MRI images and each pair of segmentation maps
and put the inter/intra histograms in Fig. 2 (a) and (b). As can be seen, when consider-
ing non-encoded images, the intra-subject MS-SSIM scores (grey curves) are significantly
larger than that of the inter-subjects (green curves). This demonstrates that identity can be
recovered easily from non-distorted images.

Segmentation Result In the no-proxy row of Table 1, we also report the segmentation Dice
scores of our segmentation method trained on the undistorted images. The overall Dice score
is the average Dice across regions weighted by the region size. These results correspond
roughly to those obtained in a recent publication for a similar architecture [5]. Note that the
nuclei and the internal CSF have a lower Dice due to their smaller sizes.

4.1.2 Added Noise Baseline

For this baseline, we added two types of noise to the MRI images: a Rician noise with its
associated SNR, and a salt and pepper (SPP) noise, where the noise level is measured as the
probability of setting a voxel to O or 1.

The results for this baseline are reported in the second and third rows of Table 1. In terms
of re-identification performance, with a Rice noise SNR 1dB and salt pepper noise density of
0.1, the Siamese discriminator can easily re-identity subjects, obtaining F1-scores and mAP
values above 98%. However, for a Rice noise SNR of 0.1dB and salt pepper noise density
of 0.5, the image content is almost destroyed. In this case, the Siamese discriminator fails to
re-identify the subject and shown by the very low F1-score and mAP.

Looking at the segmentation performance of the method on noisy images, we see that
the segmentation network is also robust to moderate noise. Thus, for a Rice noise SNR 1dB
and salt pepper noise density of 0.1, the Dice score of the method is similar to the non-proxy
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baseline. The segmentation however collapses when the image is corrupted by pepper noise
with a density of 0.5.

4.1.3 Voxel Permutation Baseline

As mentioned above, this baseline randomly shuffles the order of voxels in an image and its
corresponding segmentation ground-truth. We train a Siamese discriminator to re-identify
the shuffled images, and a U-Net to segment the shuffled images. The results of this baseline
are reported in the fourth row of Table 1. As expected, this strong distortion removes the
Siamese discriminator’s ability to re-identify subjects, which obtains F1-scores and mAP
values lower than 2%. Moreover, the segmentation network cannot segment the shuffled
images correctly and obtains catastrophically low Dice scores.

4.2 Results on PPMI

Re-identification Here, we measure the ability of the generator to obfuscate the identity of
a patient. Quantitative results for our system are reported on the All losses (A4 = 1) row of
Table 1. We can see that the F1-scores drop to 5% and the mAP to 9% for both the distorted
image and distorted segmentation maps. This indicates that most information on patient
identity has been removed from these data. Fig. 2 (c) and (d) gives the inter/intra-subject
MS-SSIM score histograms between of deformed images and deformed segmentation map.
We observe that the grey and green curves overlap almost entirely, showing that same-subject
images are as different as those from separate subjects. Figure 3 depicts an input image and
segmentation ground-truth, together with their associated flow-fields, distorted and recon-
structed images. Despite the large and variable deformation applied to images, the segmen-
tation network can precisely delineate the complex-shaped brain regions.

Reconstruction The first row of Table 2, i.e., All losses, reports the reconstruction accuracy
obtained with both input images and segmentation maps. MS-SSIM is used to evaluate the
similarities on the raw inputs, whereas we employ the Dice score to measure differences on
the segmentation maps. Particularly, we observe that our system is capable of reconstructing
both distorted images and segmentation masks, with a MS-SSIM value near to 100% and an
overall Dice above 0.98.

Segmentation The segmentation DSC achieved by our method is reported in the All losses
row of Table 1. The obfuscation procedure being lossy by its very nature, the segmentation
scores are slightly below that of the no-proxy approach. However, the reported Dice score
is higher than 0.80 which is suitable for several clinical applications. This is supported
by observations in the clinical literature, where authors report DSC values of 0.70 to be
acceptable [1, 8, 46, 47] while others, more conservative, suggest minimum DSC values of
0.80 [18]. That said, if an application requires a larger Dice score, one can improve it by
reducing the A4 Diversity coefficient (c.f. Eq.(2)). The segmentation results for different
values of A4 are reported in the All losses rows of Table 1 . By doing so, one would improve
the overall Dice score all the way to 0.86, i.e. almost on par with No-Proxy. Of course,
doing so would result into a slightly larger re-identification F1-Score and mAP. At worst, the
F1-score could reach 0.44 which is still much smaller than the 0.988 reported on the first
line of Table 1.

Comparison to the state-of-art We also compared our system to the recently-proposed
Privacy-Net [12]. As can be seen, while the segmentation Dice scores are globally similar to
those of our approach (all loss row), our re-identification mAP values are significantly lower
both on images and segmentation maps. Note that both the system in [12] and the proposed
framework resort to UNet as backbone segmentation architecture. This demonstrates that
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Table 3: Segmentation result on the MRBrainS13 test set.

Setting Overall GM WM  CSF
Non-distorted images  0.881 0.879 0.887 0.883
Distorted images 0.839 0.832 0.840 0.835

i) our approach preserves the segmentation capabilities shown in [12], and also ii) it can
drastically improve the obfuscation of identity.

4.3 Ablation study

To examine the importance of each loss term, we proceeded to the following ablation study.
Invertibility loss We trained the whole system without the invertibility loss of Eq. (5). Al-
though the segmentation loss in Eq. (3) implicitly handles the reconstruction of segmentation
maps, it is not sufficient for learning a reversible transformation. As can be seen from Ta-
bles 1 and 2, the reconstruction accuracy and the segmentation Dice score for this setting are
catastrophically low. This is further illustrated in Fig. 2 of Supplementary Materials were the
reconstructed image and segmentation map of a deformed brain are plagued with artifacts.
Smoothness loss We trained the system without the smoothness loss of Eq. (6) that regular-
izes the flow-field. As shown in Fig. 3 of Supplementary Materials, the resulting flow-field
has abrupt discontinuities which degrade the reconstruction accuracy and lead to a drop in
accuracy as reported in Tables 1 and 2.

Diversity loss As indicated in Tables 1 and 2, removing the transformation diversity loss
of Eq. (7) leads to a higher reconstruction accuracy and Dice score. While this might seem
beneficial, it comes at the expense of a higher re-identification F1-score and mAP as shown
in the last row of the Table 1. As mentioned before, adjusting the A4 coefficient allows one
to compromise between strict identity preserving and large Dice score (All losses rows of
Table 1).

4.4 Results on MRBrainS

To demonstrate the generalizability of the learned transformation for privacy-preserving seg-
mentation, we fixed the generator pre-trained on PPMI and then only retrained the segmen-
tation network on the MRBrainS data. Table 3 reports the segmentation accuracy for non-
distorted and distorted images of MRBrainS. Similarly to PPMI, we also observe a small
drop of the Dice score between the segmentation results without and with deformation. Par-
ticularly, our method achieves an overall Dice of 83.9%, which is nearly 4% lower than
the performance on non-deformed images. This suggests that the proposed approach can
generalize well to other datasets.

5 Conclusion

We presented a strategy for learning image transformation functions that remove sensitive
patient information from medical imaging data, while also providing competitive results on
specific utility tasks. Particularly, our system integrates a flow-field generator that produces
pseudo-random deformations on the input images, removing structural information that oth-
erwise could be used to recover the patient identity from segmentation masks. This contrasts
with prior works, where the image deformations come in the form of intensity changes,
leading to the preservation of identifiable structures. This was empirically demonstrated
in our experiments, where the proposed system drastically decreased the re-identification
performance based on segmentation masks, compared to competing methods. Additional
numerical experiments suggest that the proposed approach is a promising strategy to prevent
leakage of sensitive information in medical imaging data.
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