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Abstract

:

Background: Three-dimensional skeleton-based human motion prediction is an essential and challenging task for human–machine interactions, aiming to forecast future poses given a history of previous motions. However, existing methods often fail to effectively model dynamic changes and optimize spatial–temporal features. Methods: In this paper, we introduce Dynamic Differencing-based Hybrid Networks (2DHnet), which addresses these issues with two innovations: the Dynamic Differential Dependencies Extractor (2D-DE) for capturing dynamic features like velocity and acceleration, and the Attention-based Spatial–Temporal Dependencies Extractor (AST-DE) for enhancing spatial–temporal correlations. The 2DHnet combines these into a dual-branch network, offering a comprehensive motion representation. Results: Experiments on the Human3.6M and 3DPW datasets show that 2DHnet significantly outperforms existing methods, with average improvements of 4.7% and 26.6% in MPJPE, respectively.
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1. Introduction


Human motion prediction is a key task in human–computer interaction and computer vision, with vital applications in areas such as security surveillance [1], human–robot interaction [2], and virtual gaming [3]. The aim is to predict future human poses from past movements with accuracy. This task is challenging because of the high dimensionality, complexity, and dynamic nature of human motion.



In the past, human motion prediction models have been built using Gaussian process latent variable models [4] and hidden Markov models [5]. However, there has been a recent shift towards deep learning approaches, leveraging a variety of neural networks, including recurrent neural networks (RNNs) [6,7,8,9], graph convolutional networks (GCNs) [10,11,12,13,14,15], Transformers [16], and multi-layer perceptrons (MLPs) [17,18,19].



Although promising results have been achieved in previous works, existing approaches do not efficiently address two main challenging factors. Firstly, existing methods often struggle to effectively model rapid changes or abrupt dynamics in actions, ignoring the effectiveness of the dynamic characteristics for motion prediction; e.g., they capture the acceleration when jumping from a standing position or deceleration when coming to a sudden stop. Acceleration information helps the model to understand abrupt changes or dynamic patterns in motion. Secondly, previous methods typically focus on optimizing a single type of feature or refining specific network architectures to enhance the extraction of spatial or temporal features.



To address the first issue, we propose the Dynamic Differential Dependencies Extractor (2D-DE), which is inspired by the observation that differential operation can capture dynamic features for human motion modeling. For example, first-order temporal differencing calculates the positional changes in skeletal key points between consecutive frames, effectively capturing the velocity of each key point. Velocity provides insights into the speed and dynamic variations in the motion, such as the swinging speed of an arm or the leg movement speed while walking, which is valuable for understanding and predicting the progression of the action. Additionally, second-order temporal differencing further computes the acceleration of skeletal key points, which reveals the acceleration or deceleration patterns in the motion. For example, it captures the acceleration when jumping from a standing position or deceleration when coming to a sudden stop. Acceleration information helps the model to understand abrupt changes or dynamic patterns in motion.



For the second issue, we develop an Attention-based Spatial–Temporal Dependencies Extractor (AST-DE) to capture compact and effective motion dependencies at the spatial and temporal levels. In AST-DE, we propose Temporal-wise Attention and Spatial-wise Feature Extractor to fully exploit the spatial–temporal kinematic correlations, respectively.



Building on these two modules, we propose Dynamic Differencing-based Hybrid Networks (2DHnet), a novel model that uses a dual-branch network to learn motion representations for improved prediction (see Figure 1). 2DHnet aims to combine spatiotemporal dependency features with dynamic differential features, which provides a more holistic representation of human motion, encompassing both static skeletal structure and dynamic motion changes. Extensive experiments on two large-scale datasets, Human3.6M and 3DPW, demonstrate that our model outperforms most state-of-the-art methods in both short-term and long-term predictions regarding effectiveness and efficiency. The main contributions of this paper are as follows:



	
We propose Dynamic Differencing-based Hybrid Networks (2DHnet), providing a more holistic representation of human motion, encompassing both static skeletal structure and dynamic motion changes, and enabling effective human motion prediction.



	
In 2DHnet, we develop the Attention-based Spatial–Temporal Dependencies Extractor (AST-DE), which includes two main components: (1) Temporal-wise Attention, to capture features from historical information in the time dimension; and (2) Spatial-wise Feature Extractor, to capture spatial features between human joints.



	
In 2DHnet, we develop the Dynamic Differential Dependencies Extractor (2D-DE), which leverages multiple differential operations on 3D skeleton data to extract rich dynamic features, enabling 2DHnet to more accurately capture dynamic information such as velocity and acceleration, which enhances prediction accuracy.



	
We conduct experiments to quantitatively and qualitatively verify that our proposed 2DHnet consistently outperforms existing methods, by   4.7 %  ,   26.6 %   of MPJPE on average on the Human3.6M and 3DPW datasets, respectively.






The rest of this paper is organized as follows: We review the related work on 3D human motion prediction most relevant to our approach in Section 2. Section 3 mainly introduces the overall framework and method. Section 4 describes the details of the experimental implementation and test results on the two datasets to demonstrate the effectiveness of our model. Section 5 concludes the work.




2. Related Work


2.1. Three-Dimensional Skeleton-Based Human Motion Prediction


The extensive research into neural networks has catalyzed significant progress in the domain of motion forecasting based on 3D skeletal data. Among various predictive models, recurrent neural networks (RNNs) stand out as a prevalent choice for tackling tasks involving the prediction of sequences, such as anticipating the trajectory of human body movements. These networks are particularly adept at discerning patterns within temporal data, which is crucial for accurately simulating the future positions of skeletal joints. Li et al. [20] introduced a human motion prediction approach grounded in a convolutional sequence-to-sequence model, leveraging RNNs to capture the temporal characteristics of human movement sequences. Li et al. [21] proposed an independent recurrent neural network architecture designed to construct longer and deeper RNN models, thereby enhancing the performance of human motion prediction. Liu et al. [22] presented an LSTM network based on global context awareness from skeletal data. Tang et al. [23] combined RNNs with an attention mechanism for human pose prediction. This approach takes into account the spatial relationships between different joints and their temporal correlations, utilizing the query, key, and value of the attention mechanism to select the necessary information for subsequent predictions.



RNNs have traditionally shown their strength in predicting the temporal aspects of motion, leveraging their ability to process sequences and recognize patterns over time. In contrast, graph convolutional networks (GCNs) have been particularly adept at analyzing spatial relationships within data, effectively handling the structural aspects of motion by operating on graphs that represent the spatial configuration of entities. Zhong et al. [24] introduced a spatio-temporal gated adjacency GCN, which captured complex spatio-temporal dependencies by balancing the weighting of spatial and temporal modeling and integrating decoupled spatio-temporal features. He et al. [25] proposed a two-stage model for human motion prediction that builds on enhanced GCNs. This model first produces preliminary predictions through spatial attention graph convolutional layers, then refines these predictions with causal temporal graph convolutional layers to improve accuracy. Fu et al. [26] developed a model that applies GCNs on spatiotemporal graphs to capture dynamic spatiotemporal dependencies among human joints, thereby predicting motion trajectories. To achieve a more detailed and enriched representation of joint connections, Gu et al. [14] introduced a dual-path GCN framework that learns the GCN adjacency matrices of two paths interactively, capturing the correlations between joint positions and velocities.



Transform-based models like Transformers offer parallel processing and enhanced spatio-temporal feature capture. Martínez-González et al. [27] proposed Pose Transformer (POTR), a non-autoregressive Transformer architecture capable of decoding elements in the query sequence in parallel, thereby reducing computational complexity and potentially preventing error propagation in long-term predictions. Mi et al. [28] presented a Transformer network that integrates spatial and positional encoding for human motion prediction from skeletal data. This approach enhances GCNs through the incorporation of a deep, multilayered residual graph framework, effectively reducing over-smoothing effects and more precisely modeling spatial relationships. Zhao et al. [29] introduced a Bidirectional Transformer GAN (BiTGAN), utilizing bidirectional Transformer encoders and decoders to capture historical motion information and employing Soft-DTW loss to maintain similarity between predictions and actual motions.




2.2. MLP-Based Feature Modeling


The employment of MLP-based methods for feature extraction has demonstrated their prowess in unearthing intricate data patterns through the intricate interplay of neurons within their layered frameworks.



MLP has been widely applied in the field of object detection. Menese et al. [30] proposed SmartSORT for real-time multi-object tracking. The method leverages the powerful feature extraction capabilities of MLPs to achieve fast and accurate tracking of multiple targets. Cao et al. [31] employed a Query-Independent Category Supervision (QICS) method for modeling category information and introduced a deep MLP to capture both long-range and short-range information, which integrated a deep MLP into a detection framework based on Transformers. Chen et al. [32] proposed CycleMLP based on MLP for dense visual prediction tasks such as object detection, and enhanced the transmission and fusion of features through recurrent connections, thereby improving detection performance.



MLP has also been applied to facial recognition. Boughrara et al. [33] proposed a constructive training algorithm, which incrementally adds hidden neurons to the network in a manner that enhances its ability to learn and generalize from facial data. Shahreza et al. [34] aimed to address privacy protection in facial recognition and proposed MLP-Hash, a method that transforms facial templates into irreversible and unlinkable forms by passing them through a randomized MLP and then hashing the output. This approach ensures that sensitive biometric data remain secure while still allowing for recognition tasks.



In addition, MLP has been proven effective in the field of 3D skeleton-based motion analysis. Guo et al. [19] proposed a network only using MLP to extract the spatial and temporal features, respectively, and proved that MLP can efficiently extract patterns from human historical pose sequences, greatly reducing the complexity and parameter count of the model. As a classic approach to feature extraction, the sustained prominence of MLPs in the field of computer vision indicates a continuous evolution, characterized by ongoing enhancements that tailor MLPs to meet the shifting complexities of advanced predictive analytics. Bouazizi et al. [35] introduced Mixer, using a spatial MLP to extract fine-grained spatial dependencies of body joints and a temporal MLP to model their interactions over time, ultimately aggregating these spatial–temporal mixed features to predict future human poses.





3. Method


3.1. Overall Architecture


Our task is to forecast the future sequence of human poses based on the given past poses, using multiple frames of 3D coordinates to represent an action. Specifically, let    s t  ∈  R  3 × K     represent the pose matrix at the t-th frame, where K denotes the number of body joints.    S  1 : T   =  [  s 1  ,  s 2  , . . . ,  s T  ]    denotes T consecutive frames of historical human poses and the goal is to predict the future N frames of the actions, which are denoted as    S  T + 1 : T + N   =  [  s  T + 1   ,  s  T + 2   , . . . ,  s  T + N   ]   .



Figure 1 indicates the whole structure of our network, which consists of two key components: Attention-based Spatial–Temporal Dependencies Extractor (AST-DE) to capture compact and effective motion dependencies at spatial and temporal levels, and the Dynamic Differential Dependencies Extractor (2D-DE) to capture the dynamic characteristics of movements. In AST-DE, the model learns the temporal and spatial features of action sequences. Inspired by Mao et al. [13], we propose Temporal-wise Attention for comparing similarities in historical sequences and extracting temporal information. In the Spatial-wise Feature Extractor, we use a GCN to extract the position information and correlation degree of joint points in human motion. For 2D-DE, we devised a technique to compute the differences within a given sequence. We prepend one frame to the beginning of the resulting sequence to maintain consistent data dimensions. This process is repeated P times, yielding P distinct series that capture various dynamics of human motion, such as velocity, acceleration, and finer motion variations. Finally, we merge the information extracted from the two branches to obtain a more complete and representative feature representation. Throughout the process, we utilize Discrete Cosine Transform (DCT) [12] and Inverse Discrete Cosine Transform (IDCT) transformations, transforming the input sequence from the time domain to the frequency domain, representing the original sequence with DCT coefficients to improve the robustness and generalization ability of the model, and finally using IDCT to transform the sequence back to the time domain as the output.




3.2. Attention-Based Spatial–Temporal Dependencies Extractor (AST-DE)


This section of the network separately extracts spatial and temporal features from the sequence in Euclidean space and then fuses them. The model takes an input sequence of T frames representing an action and outputs a predicted sequence of N frames. It comprises two main components: (1) Temporal-wise Attention, which takes advantage of Attention mechanism and extracts features from historical information along the time dimension; and (2) Spatial-wise Feature Extractor, which captures positional relationships such as connectivity and other spatial characteristics between human joints.



3.2.1. Temporal-Wise Attention


To recognize similarities and repetitions in human motion sequences, we apply a Temporal-wise Attention. This technique determines the attention score by matching the current frame with historical motion frames through a   q u e r y   and various   k e y  –  v a l u e   pairs, allowing us to identify similar frames. The input historical sequence is divided into three parts:   q u e r y  ,   k e y  , and   v a l u e  . For a sequence, there is only one   q u e r y  , the   k e y   and   v a l u e   slide on the sequence, allowing us to count the correlation for each segment. The   q u e r y   is the last M frames of the input, used to calculate the similarity with the sequence before it. In order to determine attention weights with the   q u e r y  , the   k e y   is also set to M consecutive frames, and it has   T − M − N + 1   in the entire sequence. The   q u e r y   and   k e y   are, respectively, represented as   S  T − M + 1 : T    and    {  S  i : i + M − 1   }   i = 1   T − N − M + 1   , mapped to the unified dimension using their respective mapping functions   H Q  (·) and   H K  (·), that is,


     Q =  H Q   (  S  T − M + 1 : T   )      



(1)






      K i  =  H K     {  S  i : i + M + N − 1   }   i = 1   T − N − M + 1        



(2)







The attention score between each frame of these two sequences is formulated as


      a i  =       Q ×  K i     ∑  i = 1   T − N − M + 1   Q ×  K i        



(3)




where   a i   denotes the attention score. We utilize sum normalization and the ReLU [36] activation function to constrain the weight values within the range of 0 and 1.



For each   k e y  , there is a corresponding   v a l u e  . In this work,   v a l u e   contains the   k e y   and the subsequent N frames following it, with the length of   N + M  , denoted as    {  S  i : i + M + N − 1   }   i = 1   T − N − M + 1   . The same as for the   k e y  , there is also   T − M − N + 1   values in the entire sequence. Before weighting, we first apply DCT to transform it from the time domain to the frequency domain, and use the frequency-domain information   V i   to encode the features of the sequence. Then, the model yields the sequence   S  t e m    by performing the dot product between   V i   and   a i  , that is,


      S  t e m   =  ∑  i = 1   T − N − M + 1    a i   V i      



(4)








3.2.2. Spatial-Wise Feature Extractor


GCN demonstrates exceptional adaptability to various poses and deformations in human motion due to its flexibility in handing graph-structured data. It effectively captures spatial relationships and connectivity patterns between human joints, which are essential for understanding the structure and semantics of human motion. Therefore, we utilize stacked GCN blocks to extract features only in the spatial dimension. Before this, we pad the   q u e r y   sequence   S  T − M + 1 : T    with N frames of the last frame and convert it to the frequency domain using DCT. Mathematically,    A  ( j )   ∈  R  K × K     represents the trainable graph adjacency matrix, where j denotes the number of the layer. At the j-th layer, the graph convolution is


      G  ( j + 1 )   = σ  (  A  ( j )   ×  G  ( j )   ×  W  ( j )   )      



(5)




where  σ (·) denotes the activation function   t a n h  (·), and   W  ( j )    denotes the trainable weights of the j-th layer, which effectively enforces limitations on feature values to maintain consistent predictions.



We subsequently concatenate the outputs   S  t e m    and   S  s p a   , then utilize fully connected layers to blend the spatial and temporal features, with the goal of enhancing the representation of human joint coordinates. After IDCT, the sequence returns to the time-domain space, and we take the last   N + M   frames   S ^   as the output of the network.





3.3. Principle of SkDiff


Paralleling with the AST-DE method, the Dynamic Differential Dependencies Extractor empowers the effectiveness of the prediction. As for the building method SkDiff, we take frames with a length of T as our input. As the series is discontinuous, the N-th initial difference block   D 0 N   can simply be given by


      D 0 N  =  X  2 : T  N  −  X  1 : T − 1  N      



(6)







However, the length of the generated series is   T − 1  , which does not correspond to the required input series length of our model. Thus, we developed two methods for difference series compensation: (a) Repeat the first frame at the beginning of the series, and (b) repeat the last frame at the end of the series. The former method focuses on the vitality of the recent motion, while the latter concentrates on stimulating the model capacity of eliminating inaccurate prediction. Based on the two methods, we can refine the series for difference feature extraction as   D N  :


   D N  = {     [  x 1  ,  x 1  ,  x 2  ,  x 3  , . . . ,  x  T − 2   ,  x  T − 1   ]      ( a )       [  x 1  ,  x 2  ,  x 3  , . . . ,  x  T − 2   ,  x  T − 1   ,  x  T − 1   ]      ( b )      



(7)




where   x i   represents the i-th frame in the original difference block   D 0 N  . Therefore, we can ensure that the length of the input   D N   is T, which means our difference extractor can grasp the feature from the difference block. Specifically, our difference extractor is named as SkDiff Extractor, whose structure is demonstrated in Figure 2. For corresponding to the data feature, our SkDiff Extractor can be flexibly alternated from the given models.



SkDiff can generate blocks of various difference depths, which facilitates the advantage that it can handle a range of circumstances varying in the extent of motion change. In Figure 1, we demonstrate that the 1-SkDiff block is generated by SkDiff performed on the original motion series, while the 2-SkDiff block is yielded by SkDiff performed on the 1-SkDiff block. The depths of SkDiff generation can be adjusted according to the motion characteristics in reality.




3.4. Loss


The model yields a predict sequence with a total length of   M + N  . For accuracy assessment, we measure the deviation between the 3D spatial coordinates of each human body joint as predicted by the model and the actual coordinates. To achieve this, we adopt the mean per-joint position error (MPJPE), which was initially suggested in [12] for the estimation of 3D joint positions. This metric quantifies the mean squared Euclidean distance for each joint’s predicted location in comparison with the ground truth location, and is expressed by the following equation:


     L =   1 K    ∑  k = 1  K   | |    J ^  k  −  J k    | |  2      



(8)




where    J ^  k   represents the 3D coordinates of the k-th joint of the human pose, and   J k   denotes the ground truth.





4. Experimental Results and Datasets


4.1. Datasets


In order to evaluate the effectiveness of the proposed 2DHnet in the human pose estimation task, we utilize publicly available datasets as benchmarks, specifically Human3.6M (H3.6M) [37] and 3D Pose in the Wild (3DPW) [38].



4.1.1. Human3.6M


Human3.6M [37] stands as a pivotal and extensively utilized resource in the field of 3D human pose estimation and human motion prediction. Encompassing over 3.6 million images, this dataset was meticulously captured using the advanced Vicon motion capture system. It features seven actors performing a diverse array of 15 distinct activities, ranging from routine actions such as walking and smoking to more complex interactions like greeting and discussing.



Each pose within the dataset is anatomically defined by 32 joints, which are meticulously pre-processed into 3D coordinates. To facilitate a more consistent temporal resolution, the sequences have been uniformly down-sampled to 25 frames per second. This down-sampling aids in streamlining the data for computational processes while preserving the essential dynamics of human motion.



Following established research routines, we make use of subjects 1 (S1), S6, and S7–S9 for training, S11 for validation, and S5 for testing. This methodology aligns with the conventions observed in previous studies, thereby promoting standardization in evaluation metrics across the research community.




4.1.2. 3DPW


The 3D Pose in the Wild (3DPW) dataset [38] stands as a significant resource in the field of 3D human pose estimation, particularly known for its comprehensive capture of natural human movements in diverse and complex environments. It is one of the first datasets to offer precise 3D poses in outdoor scenarios, making it an essential benchmark for evaluating models in realistic settings. The dataset includes over 51,000 frames across 60 video sequences. Each human pose in 3DPW is articulated through 24 to 26 joints, with variations depending on specific evaluation protocols. The dataset has been divided into training, validation, and test sets. The high frame rate of 60 Hz further adds to its suitability for dynamic and real-time pose estimation tasks. Following a common practice adopted by most studies, we train our models over 50 epochs on the training set before testing on the designated test set.





4.2. Experimental Metric


To evaluate the performance of our model, which outputs 3D positions, we adopted the mean per-joint position error (MPJPE) metric on the 3D joints. The MPJPE is the most widely used metric for assessing errors in 3D pose estimation, as it measures the discrepancies in 3D coordinate space. For an integrated comparison with other methods, we adhered to the evaluation standard outlined in [12,13,39,40], applying a sampling rate of 25 frames per second across both datasets. The L2 distance between the predicted and ground truth positions of each joint was calculated and then averaged to quantify the error.




4.3. Experimental Settings


In order to implement the experiment, we made a series of parameter settings to enhance the model effectiveness. Accordingly, we performed experiments and obtained the most effective parameter configuration for our model.



Within the processing of both datasets, the input sequence length was established at 50 frames. For the Human3.6 dataset, the output was configured to 10 frames, whereas for the 3DPW dataset, it was set to 25 frames, for this dataset is more changeable and needs more future ground truths to generate more transitive future predictions. Regarding the feature representation of the human body, each joint is described by three-dimensional coordinates, represented as   C = 3 × K  . Specifically, the Human3.6 dataset employs 22 joints, resulting in a feature dimension of 66. We kept the same number of joints for 3DPW.



As is elaborated in Section 3.1, for the 2D-DE, we built a method which can yield the difference of the given series, while we padded one frame at the beginning of the generated series to ensure the same data dimensions. We performed this method P times and thus obtained P series, which in reality meant velocity, acceleration, and more slight changes of human motion. Then, we transformed the temporary skeleton series to frequency field data utilizing DCT. For feature extraction of each difference layer, we adopted the network of the multi-layer perceptron (MLP) block, where the latent layer size was 128. Then, these layers were concatenated and merged with another MLP block, where the latent layer size was   128 × P  . Finally, the difference feature output was concatenated with the attention-based feature output, mixed with a 256-latent-sized MLP block, and transformed into temporary skeleton-based series as the ultimate prediction.



For feature extraction from each difference layer, we utilized a multi-layer perceptron (MLP) network, where the latent layer size was set to 128. The outputs of these layers were then concatenated and merged using another MLP block, with a latent layer size of   128 × P  . The final difference features were combined with the attention-based features, passed through an MLP block with a latent size of 256, and ultimately converted back into a temporal skeleton-based sequence utilizing IDCT, providing the final prediction.



According to Section 3.2, the Temporal-wise Attention learning process is integrated with the attention mechanism-based motion feature abstracting method. Practically, the   q u e r y   and   k e y   lengths were fixed at 10 frames, denoted as   M = 10  . The mappings   H Q  (·) and   H K  (·) project Q and   K i   into 256 dimensions for attention weight computation. The   v a l u e   length was configured to 20, meaning that the model predicted the most pertinent 20 frames based on the last 10 frames of the input sequence. During the padding phase, the final frame of the input sequence was replicated 10 times to generate a total of 20 frames. These frames were then concatenated with the preceding 20 frames, forming a 40-frame input for the GCNs.



In the learning phase of the Spatial-wise Feature Extractor, the dimensions of W were established as   256 × 256  , while A had dimensions of   C × C  . We applied 18 GCN blocks in a stacked arrangement, connected via residual structures to improve generalization performance and accelerate model concentration.



To train the network, the Adam optimizer was employed with a batch size of 32. The model, comprising 15.34 million parameters, was implemented using the PyTorch framework and trained over 50 epochs on one NVIDIA RTX 4070 GPU, with the initial learning rate set to 0.001.




4.4. Comparison with State-of-the-Art Methods


In this section, we systematically evaluate the performance of various human pose estimation methods, with a particular focus on comparing them to our newly proposed model. To ensure a comprehensive analysis, we report the results of our model across both short-term (0∼500 ms) and long-term (500∼1000 ms) prediction intervals, as these time frames provide insights into the model’s performance across different temporal horizons.



For the Human3.6M dataset, our model is trained using the past 50 frames to predict the subsequent 10 frames. Once the next 10 frames are predicted, these frames are iteratively fed back into the model as input to generate further predictions. This recursive approach allows for the evaluation of our model’s ability to maintain accuracy over multiple steps of prediction. We note that the SkDiff depth represents the number of iterations of SkDiff. Among the results of the experiments, we find that the trained model achieves the lowest MPJPE when the SkDiff depth is 1.



On the 3DPW dataset, a similar methodology is adopted, with the model utilizing the past 50 frames to predict the next 25 frames. This setting provides a broader time window for prediction, enabling a more thorough examination of the model’s robustness over longer-term forecasts.



4.4.1. Results on Human3.6M


The performance of our model on the Human3.6M dataset, as presented in Table 1 and Table 2, showcases its superiority in both short-term and long-term 3D motion prediction, measured by mean per-joint position error (MPJPE). Our model not only competes effectively with state-of-the-art methods like TFAN [17] and EqMotion [18] but also demonstrates distinct advantages in capturing both immediate and sustained motion trends.



Table 1 provides a comprehensive overview of the short-term prediction results across various actions on the Human3.6M dataset. Our model achieves notable accuracy, particularly excelling in the ‘posing’ and ‘discussion’ actions. For instance, our model records the lowest MPJPE for the ‘discussion’ action across all time intervals, indicating its precision in predicting subtle and repetitive movements. Similarly, for the ‘posing’ action, our model surpasses all competitors at shorter intervals, reducing MPJPE by 37.3% and 36.8% on 160 ms and 320 ms intervals, respectively, compared to TFAN [17]. This suggests that our model effectively captures complex, nuanced changes in action dynamics over time.



In terms of long-term predictions, as shown in Table 2, our model consistently outperforms others, achieving the best accuracy for both 560 ms and 1000 ms averages. Notably, when comparing the relative percentage reduction in the ‘posing’ action, our model reduces MPJPE by 29.8% compared to TFAN [17] at 560 ms. These results underscore the model’s ability to maintain high predictive accuracy over extended periods, capturing complex temporal dependencies that other models struggle with. Additionally, our model also delivers competitive results in actions such as ‘eating’, ‘directions’, and ‘walking together’, further validating its generalization capabilities across diverse motion categories.



The data from Table 1 and Table 2 confirm that the prediction error of our proposed method tends to decrease with time, which means it has the capacity to fix the generation error, in that our model leverages SkDiff to mitigate this degradation. The 2D-DE, in particular, excels at extracting detailed transition features from generated difference information of the time series. Therefore, it is able to identify unreasonable predictions and reduce their weight, resulting in more precise long-term predictions.



Furthermore, by integrating features from both the temporal and spatial dimensions, our model is adept at finding the correlation between temporal and spatial information, which is crucial for accurate predictions over mid-to-long-term periods (320–1000 ms). Among the state-of-the-art models, ours consistently achieves the highest average accuracy in these mid-to-long-term predictions, demonstrating its strong adaptability and robustness across various temporal scales. For overall evaluation, we consider taking the average MPJPE across all listed temporal scales, thus finding that our model’s average MPJPE is 4.7% lower than that of the second-best model April-GCN [14].




4.4.2. Results on 3DPW


Table 3 provides a comprehensive comparison of our model’s 3D spatial predictions on the 3DPW dataset, demonstrating its superior performance over existing state-of-the-art approaches across both short-term and long-term prediction intervals. Unlike other models, which often face difficulties in balancing performance across different temporal horizons, our model consistently achieves outstanding results across both short-term and long-term predictions using a unified framework.



A closer analysis of the data presented in Table 3 further highlights the significant advantages of our model in both short-term (200 ms) and long-term (1000 ms) predictions. Our approach reduces the MPJPE by 10.6% at the 200 ms interval and by 31.6% at the 1000 ms interval compared to the second-best model DPnet [42]. The long-term prediction result also proves that our model is able to decrease the generation error owing to 2D-DE.



These results underscore the effectiveness of our model in maintaining high predictive accuracy across varying databases, demonstrating its generalization in capturing complex 3D motion patterns in both man-made and natural scenarios. We also evaluate our model overall with the same method as in the analysis of the performance on Human3.6M, and it turns out that our model has an average MPJPE 26.6% lower than the second-best model DPnet [42].





4.5. Visualization Analysis


To further validate our model, we selected four typical poses from the prediction results for visualization. As illustrated in Figure 3, we compared our approach with HisRep [13], used as a baseline. It is clear that our model demonstrates better performance by comparing the ground truth similarity between the predictions yielded by HisRep and our model. Our model proves effective for slight motion changes, as it captures transition features obtained by 2D-DE. In the visualizations shown in Figure 3a,d, it is evident that the baseline tends to generate rapid changes in predictions regardless of the history of motion changing characteristics. In contrast, our model effectively identifies the motion transition features and naturally generates high-quality motions aligned with them.



Our method also excels in slight adjustments, as shown in Figure 3b,c. It captures subtle movements, with the skeletons transitioning smoothly and maintaining pace with the motion. It is shown that our model has the capability of correcting the generation error, which could occur during upper or lower body motion prediction.



From the visualization results, it is evident that our model can distinguish between different motion classes, allowing for more tailored responses to historical skeletal sequences. It is highlighted that our model is better at handling the smooth transition of motion, avoiding large differences between reality and prediction.




4.6. Ablation Study


We conduct ablation studies to evaluate the influence of the numbers of GCLs in AST-DE, different configurations, and the SkDiff Extractor latent feature size of our approach on the Human3.6M dataset.



4.6.1. Effect of the Number of GCLs in AST-DE


We separately tested the impact of GCN layers in the AST-DE on model performance when using MLP and Add as the SkDiff Mixer (Figure 4). The data demonstrate that the model achieves high predictive accuracy when the number of GCLs is set to 18. We believe this is because as the number of layers in the model increases, it can extract more spatial features of the human skeleton, which is beneficial for learning structural information. In addition, when using Add as a fusion method, the model performs better than using MLP. We speculate that addition increases the information content of features in the same dimension and adds detailed information.




4.6.2. Effect of Different Configurations


To better understand the impact of various configurations on the model’s performance, we conducted several experiments where we varied whether AST-DE and 2D-DE were used, the depth of SkDiff, the padding frame used in SkDiff, and the type of Mixer used for the 2D-DE and AST-DE. Our best results were achieved when both the AST-DE and the 2D-DE were present, the SkDiff depth was set to 1, the last frame was used for padding, and the Mixer was Add. The ablation results in Table 4 demonstrate the impact of different configurations on the model’s performance, and our analysis is presented below.



Effect of components: To examine the effect of the components, we first evaluated scenarios where the model used only one of the components. Subsequently, we tested configurations that included both components. Our findings are summarized as follows:




	
Enabling only the AST-DE significantly improves model performance, particularly across various time horizons. This suggests that the AST-DE effectively captures the correlation between temporal sequence attention features and spatial graphical features.



	
When the AST-DE is absent and the model relies solely on the 2D-DE for prediction, the performance deteriorates markedly. This indicates that the differential information alone causes a loss of skeletal data and fails to model complete and effective motion semantics.



	
Integrating the 2D-DE with the AST-DE enhances the model’s long-term prediction capabilities. As noted earlier, our approach is effective in correcting long-term errors using the 2D-DE. As shown in Table 4, the combined model outperforms the models using a single component, reducing MPJPE by 1.4 at 1000 ms.








Effect of SkDiff depth: As the SkDiff depth increases from 1 to 3, model performance varies across time horizons. Generally, a depth of 1 or 3 yields better results, while a depth of 2 slightly increases errors. This suggests that the 2-SkDiff model is more sensitive to noise, whereas the 3-SkDiff model has a higher capacity to mitigate noise and capture more detailed motion trends for prediction. This is supported by the experimental result where the depth is 3, the padding is “first”, and the mix method is “Add”.



Effect of padding frame position: The choice of padding frame position (“last” vs. “first”) also impacts model performance. As mentioned in Section 3.3, repeating the last frame may enhance the model’s ability to eliminate inaccurate predictions, while repeating the first frame emphasizes recent motion dynamics. The results indicate that using the “last” frame for padding generally leads to better performance than using the “first” frame, likely due to increased robustness against noise at the end of the SkDiff block. However, this trend is not always consistent, as the initial weights can also affect the outcome; hence, the “first” frame padding strategy may also yield competitive results.



Effect of SkDiff Mixer type: When comparing the use of MLP (multi-layer perceptron) and Add as the mix method for the two components, we observe that the MLP approach generally achieves higher MPJPE values for shorter time horizons (80 ms to 320 ms) but lower MPJPE errors for longer time horizons (560 ms to 1000 ms). This suggests that MLPs are more effective at learning complex nonlinear relationships but may suffer from overfitting, leading to less accurate long-term predictions. Consequently, we replaced the MLP with Add, which theoretically better compensates for the AST-DE, given their linear relationship. Although the best results were obtained with the Add configuration, we observed that the overall performance difference between the two Mixer types was relatively small. This finding suggests that a simple Add might not be sufficient to extract effective motion semantics.




4.6.3. Effect of the Number of MLP Channels in SKDiff Block


When we chose the Add as SkDiff Mixer to fuse features, we conducted ablation experiments on the number of channels in the MLP (Table 5). The experimental results show that the model’s prediction results are the most accurate when the number of channels is 128. We speculate that as the number of channels increases, the model overly focuses on detailed features, resulting in overfitting.




4.6.4. Effect of the Number of Channels in SkDiff Extractor and SkDiff Mixer


In the 2D-DE, we tested the number of channels   C d   for the SkDiff Extractor and SkDiff Mixer, experimenting with   C d   = 128, 256, and 512. As can be seen from Figure 5, when    C d  = 128  , the model achieves the best prediction performance across all time intervals. We believe this could be attributed to a balance between model complexity and computational efficiency. With too many channels, the model might become overly complex, which could result in overfitting to the training data or increased computational cost without a corresponding improvement in predictive accuracy.






5. Conclusions


This paper presents Dynamic Differencing-based Hybrid Networks (2DHnet) for improved human motion prediction. Traditional models and recent deep learning approaches often struggle to capture rapid changes in motion dynamics and optimize spatial–temporal features effectively. To address these challenges, 2DHnet introduces two key modules: the Dynamic Differential Dependencies Extractor (2D-DE), which captures dynamic features such as velocity and acceleration; and the Attention-based Spatial–Temporal Dependencies Extractor (AST-DE), which enhances spatial–temporal correlations. Our 2DHnet provides a more comprehensive representation of human motion by combining these modules in a dual-branch architecture. Experimental results on the Human3.6M and 3DPW datasets demonstrate that 2DHnet achieves significant improvements over state-of-the-art methods, with average MPJPE reductions of 4.7% and 26.6%, respectively. Even though this work highlights the importance of motion dynamics learning, 2DHnet may lack transparency in its decision-making processes. Understanding why the model makes certain predictions can be challenging, which may hinder its acceptance in applications requiring high levels of interpretability. Addressing these limitations in future work could involve simplifying the model architecture and improving data augmentation techniques.
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Figure 1. Network architecture of our proposed method. The entire network structure is divided into two components: Dependencies Extractor (AST-DE) in pink blocks and Dynamic Differential Dependencies Extractor (2D-DE) in yellow block. Specifically, AST-DE is the main branches including Temporal-wise Attention and Spatial-wise Feature Extractor, while 2D-DE is a differential branch, which is used to extract differential information from sequences and merge it with features extracted from other branches. Temporal-wise Attention extracts temporal features of the sequence, dividing the input historical sequence into three parts. The green parentheses represent the   q u e r y  , while the red and blue parentheses represent the   k e y   and   v a l u e  , respectively. Spatial-wise Feature Extractor is used to extract features about the human body in spatial dimensions, mainly using graph convolutional networks. 
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Figure 2. The structure of SkDiff Extractor and Mixer in 2D-DE. SkDiff Extractors are based on multi-layer perceptron and consist of linear layers and an activation function (ReLU). Mixer is dynamic, corresponding to the data feature, which is chosen from concatenating the input data together before fusing features or adding all results of SkDiff Extractors. 
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Figure 3. Visualization results of 2DHnet. The visual demonstration includes four common motions: (a) motion of ‘discussion’, (b) motion of ‘eating’, (c) motion of ‘waiting’, and (d) motion of ‘posing’, all from the H3.6M dataset. The labels “GT”, “HisRep”, and “Ours” represent the ground truth, predictions from the HisRep method, and predictions from our approach, respectively. The predicted motion is highlighted with pink and blue, while the ground truth is colored with gray and lilac. We mix the prediction and ground truth together for better comparison, and it is clear that our method provides more accurate predictions, effectively capturing the nuances in human motion series. 
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Figure 4. Ablation tests on the number of GCLs in AST-DE. 
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Figure 5. Ablation tests on the number of channels in SkDiff Extractor and SkDiff Mixer. 
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Table 1. Short-term results on the 15 actions of H3.6M dataset. The average prediction results for all the actions are added at the end. The best results are highlighted in bold.
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Motion

	
Walking

	
Eating

	
Smoking

	
Discussion




	
Milliseconds

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400






	
PGBIG [40]

	
10.2

	
19.8

	
34.5

	
40.3

	
7.0

	
15.1

	
30.6

	
38.1

	
6.6

	
14.1

	
28.2

	
34.7

	
10.0

	
23.8

	
53.6

	
66.7




	
SPGSN [41]

	
10.1

	
19.4

	
34.8

	
41.5

	
7.1

	
14.9

	
30.5

	
37.9

	
6.7

	
13.8

	
28.0

	
34.6

	
10.4

	
23.8

	
53.6

	
67.1




	
EqMotion [18]

	
9.2

	
18.2

	
34.2

	
41.4

	
6.6

	
14.2

	
30.0

	
37.7

	
6.2

	
12.8

	
26.7

	
33.6

	
9.1

	
22.0

	
51.8

	
65.3




	
SIMLPE [19]

	
9.9

	
-

	
-

	
39.6

	
5.9

	
-

	
-

	
36.1

	
6.5

	
-

	
-

	
36.3

	
9.4

	
-

	
-

	
64.3




	
TFAN [17]

	
10.0

	
19.9

	
36.5

	
43.1

	
5.9

	
13.6

	
28.4

	
35.9

	
6.6

	
14.3

	
29.8

	
36.8

	
9.1

	
21.9

	
50.0

	
63.4




	
April-GCN [14]

	
9.2

	
18.7

	
34.4

	
41.1

	
6.2

	
14.1

	
30.0

	
37.7

	
5.8

	
13.1

	
27.0

	
33.7

	
8.9

	
22.6

	
52.8

	
65.8




	
Ours

	
9.5

	
18.9

	
33.0

	
38.1

	
5.7

	
13.3

	
27.9

	
35.2

	
5.9

	
12.3

	
23.9

	
30.1

	
8.2

	
17.7

	
34.1

	
43.4




	
Motion

	
Directions

	
Greeting

	
Phoning

	
Posing




	
Milliseconds

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400




	
PGBIG [40]

	
7.2

	
17.6

	
40.9

	
51.5

	
15.2

	
34.1

	
71.6

	
87.1

	
8.3

	
18.3

	
38.7

	
48.4

	
10.7

	
25.7

	
60.0

	
76.6




	
SPGSN [41]

	
7.4

	
17.2

	
39.8

	
50.3

	
14.6

	
32.6

	
70.6

	
86.4

	
8.7

	
18.3

	
38.7

	
48.5

	
10.7

	
25.3

	
59.9

	
76.5




	
EqMotion [18]

	
6.6

	
15.8

	
39.0

	
50.0

	
12.7

	
30.0

	
69.1

	
86.3

	
7.7

	
17.3

	
38.2

	
48.4

	
9.3

	
23.7

	
59.6

	
77.5




	
SIMLPE [19]

	
6.5

	
-

	
-

	
55.8

	
12.4

	
-

	
-

	
77.3

	
8.1

	
-

	
-

	
48.6

	
8.8

	
-

	
-

	
73.8




	
TFAN [17]

	
6.5

	
17.1

	
43.1

	
54.9

	
12.3

	
28.4

	
62.4

	
76.9

	
7.9

	
17.5

	
38.3

	
48.3

	
8.6

	
22.1

	
55.4

	
72.0




	
April-GCN [14]

	
6.2

	
16.4

	
40.1

	
50.8

	
13.0

	
32.0

	
71.7

	
87.8

	
7.4

	
17.3

	
38.0

	
47.8

	
9.0

	
23.7

	
59.5

	
77.0




	
Ours

	
6.6

	
17.8

	
43.6

	
55.5

	
12.3

	
29.2

	
62.9

	
77.8

	
7.8

	
17.9

	
38.4

	
48.2

	
7.3

	
16.9

	
34.7

	
45.5




	
Motion

	
Purchases

	
Sitting

	
Sitting Down

	
Taking Photo




	
Milliseconds

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400




	
PGBIG [40]

	
12.5

	
28.7

	
60.1

	
73.3

	
8.8

	
19.2

	
42.4

	
53.8

	
13.9

	
27.9

	
57.4

	
71.5

	
8.4

	
18.9

	
42.0

	
53.3




	
SPGSN [41]

	
12.8

	
28.6

	
61.0

	
74.4

	
9.3

	
19.4

	
42.3

	
53.6

	
14.2

	
27.7

	
56.8

	
70.7

	
8.8

	
18.9

	
41.5

	
52.7




	
EqMotion [18]

	
11.3

	
26.6

	
59.8

	
74.1

	
8.3

	
18.1

	
41.1

	
53.0

	
13.2

	
26.3

	
56.0

	
70.4

	
8.1

	
17.8

	
41.0

	
52.7




	
SIMLPE [19]

	
11.7

	
-

	
-

	
72.4

	
8.6

	
-

	
-

	
55.2

	
13.6

	
-

	
-

	
70.8

	
7.8

	
-

	
-

	
50.8




	
TFAN [17]

	
11.7

	
27.6

	
59.0

	
73.1

	
8.7

	
19.2

	
42.8

	
54.4

	
13.6

	
29.1

	
57.5

	
70.3

	
7.7

	
17.5

	
39.7

	
50.5




	
April-GCN [14]

	
11.0

	
26.8

	
59.2

	
73.0

	
8.0

	
18.1

	
41.7

	
53.3

	
13.0

	
26.7

	
56.5

	
70.8

	
7.8

	
18.0

	
41.5

	
52.9




	
Ours

	
12.1

	
29.0

	
61.5

	
76.1

	
8.4

	
19.0

	
42.3

	
53.7

	
14.0

	
30.2

	
59.3

	
72.2

	
7.8

	
17.9

	
40.3

	
51.4




	
Motion

	
Waiting

	
Walking Dog

	
Walking Together

	
Average




	
Milliseconds

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400

	
80

	
160

	
320

	
400




	
PGBIG [40]

	
8.9

	
20.1

	
43.6

	
54.3

	
18.8

	
39.3

	
73.7

	
86.4

	
8.7

	
18.6

	
34.4

	
41.0

	
10.3

	
22.7

	
47.4

	
58.5




	
SPGSN [41]

	
9.2

	
19.8

	
43.1

	
54.1

	
-

	
-

	
-

	
-

	
8.9

	
18.2

	
33.8

	
40.9

	
10.4

	
22.3

	
47.1

	
58.3




	
EqMotion [18]

	
7.9

	
17.9

	
41.5

	
53.1

	
16.6

	
35.9

	
72.0

	
85.7

	
8.1

	
17.1

	
32.4

	
39.2

	
9.4

	
20.9

	
46.2

	
57.9




	
SIMLPE [19]

	
7.8

	
-

	
-

	
53.2

	
18.2

	
-

	
-

	
83.6

	
8.4

	
-

	
-

	
41.2

	
9.6

	
-

	
-

	
57.3




	
TFAN [17]

	
7.6

	
17.6

	
40.8

	
51.7

	
18.0

	
38.1

	
71.0

	
84.0

	
8.4

	
18.0

	
35.7

	
43.7

	
9.5

	
21.5

	
46.0

	
57.3




	
April-GCN [14]

	
7.7

	
18.4

	
41.6

	
52.3

	
16.7

	
37.0

	
71.3

	
84.0

	
8.0

	
17.6

	
33.2

	
40.0

	
9.2

	
21.4

	
46.6

	
57.8




	
Ours

	
7.6

	
18.4

	
42.1

	
53.5

	
18.3

	
38.8

	
72.7

	
85.7

	
7.9

	
17.0

	
33.0

	
40.0

	
9.3

	
20.1

	
43.3

	
53.8











 





Table 2. Long-term prediction across 15 actions and average prediction results of the H3.6M dataset. The best results are highlighted in bold.
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Motion

	
Walking

	
Eating

	
Smoking

	
Discussion

	
Directions

	
Greeting

	
Phoning

	
Posing




	
Milliseconds

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000






	
PGBIG [40]

	
48.1

	
56.4

	
51.1

	
76.0

	
46.5

	
69.5

	
87.1

	
118.2

	
69.3

	
100.4

	
110.2

	
143.5

	
65.9

	
102.7

	
106.1

	
164.8




	
SPGSN [41]

	
46.9

	
53.6

	
49.8

	
73.4

	
46.7

	
68.6

	
-

	
-

	
70.1

	
100.5

	
-

	
-

	
66.7

	
102.5

	
-

	
-




	
EqMotion [18]

	
50.7

	
58.8

	
50.7

	
76.2

	
45.4

	
67.3

	
87.1

	
116.8

	
69.8

	
101.2

	
111.6

	
144.2

	
65.8

	
102.3

	
111.2

	
169.6




	
SIMLPE [19]

	
46.8

	
55.7

	
49.6

	
74.5

	
47.2

	
69.3

	
85.7

	
116.3

	
73.1

	
106.7

	
99.8

	
137.5

	
66.3

	
103.3

	
103.4

	
168.7




	
TFAN [17]

	
53.0

	
64.4

	
49.5

	
76.7

	
48.6

	
72.4

	
84.7

	
116.3

	
72.4

	
107.2

	
100.9

	
138.5

	
66.7

	
105.5

	
102.1

	
166.8




	
April-GCN [14]

	
49.4

	
54.8

	
50.6

	
74.6

	
46.5

	
68.8

	
88.0

	
117.7

	
70.3

	
100.0

	
111.0

	
142.6

	
65.5

	
100.3

	
109.7

	
166.4




	
Ours

	
46.8

	
60.7

	
48.8

	
74.0

	
42.3

	
65.5

	
66.6

	
106.2

	
73.3

	
104.5

	
103.0

	
140.9

	
66.1

	
104.5

	
72.4

	
137.8




	
Motion

	
Purchases

	
Sitting

	
Sitting Down

	
Taking Photo

	
Waiting

	
Walking Dog

	
Walking Together

	
Average




	
Milliseconds

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000

	
560

	
1000




	
PGBIG [40]

	
95.3

	
133.3

	
74.4

	
116.1

	
96.7

	
147.8

	
74.3

	
118.6

	
72.2

	
103.4

	
104.7

	
139.8

	
51.9

	
64.3

	
76.9

	
110.3




	
SPGSN [41]

	
-

	
-

	
75.0

	
116.2

	
-

	
-

	
75.6

	
118.2

	
73.5

	
103.6

	
-

	
-

	
-

	
-

	
77.4

	
109.6




	
EqMotion [18]

	
97.4

	
136.9

	
74.2

	
116.0

	
96.9

	
148.9

	
77.7

	
122.4

	
73.5

	
105.8

	
104.4

	
142.1

	
50.4

	
62.0

	
77.8

	
111.4




	
SIMLPE [19]

	
93.8

	
132.5

	
75.4

	
114.1

	
95.7

	
142.4

	
71.0

	
112.8

	
71.6

	
104.6

	
105.6

	
141.2

	
50.8

	
61.5

	
75.7

	
109.4




	
TFAN [17]

	
96.1

	
136.1

	
75.4

	
114.0

	
95.2

	
141.8

	
71.2

	
113.9

	
70.4

	
105.0

	
107.1

	
146.5

	
55.2

	
70.3

	
76.5

	
111.7




	
April-GCN [14]

	
96.8

	
135.4

	
75.4

	
117.2

	
98.7

	
149.3

	
75.9

	
119.1

	
72.3

	
103.6

	
103.2

	
137.1

	
50.5

	
61.1

	
77.6

	
109.9




	
Ours

	
98.6

	
136.9

	
74.5

	
115.2

	
96.9

	
143.3

	
72.7

	
115.2

	
72.9

	
105.7

	
108.2

	
143.9

	
51.0

	
65.5

	
72.9

	
108.0











 





Table 3. Comparison of prediction results on the 3DPW dataset. The best results are highlighted in bold.






Table 3. Comparison of prediction results on the 3DPW dataset. The best results are highlighted in bold.





	Milliseconds
	200
	400
	600
	800
	1000





	DMGNN [11]
	37.3
	67.8
	94.5
	109.7
	123.6



	LTD [12]
	35.6
	67.8
	90.6
	106.9
	117.8



	MSR [39]
	37.8
	71.3
	93.9
	110.8
	121.5



	PGBIG [40]
	35.3
	67.8
	89.6
	102.6
	109.4



	DPnet [42]
	29.3
	58.3
	79.8
	94.4
	104.1



	April-GCN [14]
	30.4
	61.8
	88.0
	98.2
	105.4



	Ours
	26.2
	44.7
	59.5
	66.9
	71.2










 





Table 4. Ablation results on the existence of AST-DE or 2D-DE, SkDiff depth, the frame used in SkDiff padding and the Mixer type of 2D-DE and AST-DE. The best results of the ablation group are highlighted in bold. We also evaluate the effect TSAtt existence, which is demonstrated with the symbol in the table.
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	TSAtt
	Depth
	Padding
	Mixer
	80 ms
	160 ms
	320 ms
	400 ms
	560 ms
	1000 ms





	✓
	-
	-
	-
	9.3
	20.9
	43.6
	54.1
	73.6
	109.7



	
	1
	Last
	MLP
	362.2
	363.1
	367.1
	369.3
	550.2
	695.1



	✓
	1
	Last
	MLP
	9.4
	21.0
	43.7
	54.2
	73.3
	108.3



	✓
	2
	Last
	MLP
	9.7
	21.8
	45.4
	56.1
	75.4
	111.0



	✓
	3
	Last
	MLP
	9.4
	21.2
	44.1
	54.5
	73.4
	108.1



	✓
	1
	First
	MLP
	9.7
	21.4
	44.2
	54.7
	74.1
	109.5



	✓
	2
	First
	MLP
	9.5
	21.4
	44.3
	55.0
	74.3
	109.8



	✓
	3
	First
	MLP
	9.6
	21.4
	44.7
	55.4
	74.7
	109.6



	✓
	1
	Last
	Add
	9.3
	20.9
	43.3
	53.8
	72.9
	108.0



	✓
	2
	Last
	Add
	9.6
	21.6
	44.8
	55.3
	74.3
	110.5



	✓
	3
	Last
	Add
	9.5
	21.5
	44.3
	54.8
	73.7
	109.7



	✓
	1
	First
	Add
	9.6
	21.6
	44.5
	55.0
	73.9
	110.1



	✓
	2
	First
	Add
	9.5
	21.5
	44.4
	55.0
	74.3
	111.1



	✓
	3
	First
	Add
	9.4
	21.2
	43.7
	53.9
	72.8
	107.2










 





Table 5. Ablation tests on the number of MLP channels in SkDiff block when using Add Mixer. The best results in the ablation study group are highlighted in bold.






Table 5. Ablation tests on the number of MLP channels in SkDiff block when using Add Mixer. The best results in the ablation study group are highlighted in bold.





	Number of Channels
	80 ms
	160 ms
	320 ms
	400 ms
	560 ms
	1000 ms





	128
	9.3
	20.9
	43.3
	53.8
	72.9
	108.0



	256
	9.5
	21.4
	44.1
	54.5
	73.4
	109.6



	512
	9.6
	21.6
	44.7
	55.4
	74.6
	110.4
















	
	
Disclaimer/Publisher’s Note: The statements, opinions and data contained in all publications are solely those of the individual author(s) and contributor(s) and not of MDPI and/or the editor(s). MDPI and/or the editor(s) disclaim responsibility for any injury to people or property resulting from any ideas, methods, instructions or products referred to in the content.











© 2024 by the authors. Licensee MDPI, Basel, Switzerland. This